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Jean-Michel Beacco
Délégué général
de I'Institut Louis Bachelier

The development of machine learning over the last decade
has been useful in many fields to facilitate decision-making,
particularly in a context where data is abundant and available, but
challenging for humans to manipulate.

In the financial sector, algorithms are commonly used by high
frequency traders, asset managers or hedge funds to try to predict
markets’ financial evolution.

The insurance sector is no different. Insurers are increasingly
using fine-grained segmentation of their policyholders or future
customers to classify them into homogeneous sub-groups in
terms of risk and hence customise their contract rates according
to the risks taken. However, the massive use of algorithms
and Artificial Intelligence (Al) tools used by actuaries to segment
policyholders questions the very principle on which insurance is
based, namely risk mutualisation between all policyholders.

In this context, where digital technology is increasingly used, we are faced with several issues.
How should the sector’s business model evolve if individualisation is extended at the expense of
mutualisation? How can insurers carry out segmentation without applying discriminatory criteria?
Which biases can be avoided in algorithm-making? What about equity criteria, a notion that is both
abstract and deeply rooted in our society?

In this new issue of Opinions & Debates, Arthur Charpentier, a researcher specialised in issues
related to the insurance sector and massive data, has carried out a comprehensive study in
an attempt to answer the issues raised by the notions of discrimination, bias and equity in
insurance. In addition to the very interesting debates raised by these topics, Arthur has carried
out a comprehensive review of the existing academic literature, while providing mathematical
demonstrations and explanations.

Enjoy reading!
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Summary

Massive data and machine learning algorithms’ performance of have turned insurance and
actuarial science upside down. Actuaries are pushed to doubt and distrust due to issues raised
by these new tools in other contexts from predictive justice (or “actuarial justice” as it is called by
Harcourt 2008) or the debates on “fake news”, to autonomous vehicles and predictive medicine.
Kranzberg 1986 asserted that “technology is neither good nor bad; nor is it neutral”, pointing
out that, even in the absence of bad intentions, learning algorithms could be unfair. Correcting
these possible injustices is complex. For Nielsen 2020 “technology does not necessarily self-
regulate, via either market or social pressures” (the market invisible hand or social pressure may
not be enough). In this context, we will review the issues of bias, discrimination and fairness in
predictive models used in insurance. These changes, both in the data and in the models, observed
over the past decade or so, had already challenged insurance’s very existence. For Loffler et
al. 2016 “this leads to demutualization and a focus on predicting and managing individual risks
rather than communities”, the increasing individualization of premiums forces us to question the
future of mutualization and solidarity between policyholders. The problems of discrimination must
be considered in this context of loss of solidarity. Ironically, discrimination only makes sense by
considering the individual as a member of a group characterised with a shared trait (women, people
of foreign origin, the elderly, etc).

This principle of risk pooling translates into the fact that insurance is “the contribution of the
many to the misfortune of the few”. Because of the production cycle inversion, the insurer sells
the policyholder a promise of compensation, in the future, for a random risk, in exchange for the
payment of a “fair” contribution, presumably proportional to the policyholder’s risk (Thiery and
Van Schoubroeck 2006 will speak of “actuarial fairness”). The real underlying risk factor being
unobservable information when the contract is signed, the insurer will develop predictive algorithms
from the available information, to predict the frequency and costs of claims, but also the fraud
probability, or the probability of taking out additional cover, for example. By no longer seeing a group
of policyholders as a perfectly homogeneous mutuality, actuaries have used increasingly refined
algorithms to create more homogeneous subgroups. With the development of machine learning
techniques, the idea of personalization and individualization (which has been very present in the
computer science community for several years, as pointed out by Adomavicius and Tuzhilin 2005
with individualized “profiles”) is making headway and pushing insurers to increasingly demutualize.
“At the core of insurance business lies discrimination between risky and non-risky insureds” stated
Avraham in 2017. Also, the insurance operation is technical and has a fundamentally collective
dimension, based on risk mutualization within homogeneous risk groups. Insurance classification
systems are based on the assumption that individuals meet average characteristics (stereotyped
in some way) of a group to which they belong in. This is discrimination in the statistical sense
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(implemented by statistical and then econometric tools). However, the insurance contract is a
matter of law, and has an individual dimension. In this sense, an individual cannot be treated
differently because of they belong to a specific group, particularly in group they have not chosen to
be in, otherwise it is discrimination, in the legal sense of the term. And in the context of increasingly
massive data, and increasingly complex predictive algorithms (not to use the term “black box”), it
has become more and more difficult to ensure that insurers are asking a “fair” contribution from
policyholders.

Thinking about the equal treatment of policyholders leads to questioning the very possibility of taking
out a contract, with a view to coverage, but also to the idea of asking for a non-prohibitive, non-
dissuasive premium. As apposed to what financial mathematics teaches us, from the hypothesis
of complete markets, Froot et al. 1995, there is no such thing as the law of one price in insurance:
the price of a risk is seen through the eyes of a mutuality of policyholders, and of a pricing model.
Moreover, policyholders do not buy “insurance”, but a “guarantee” of coverage against certain risks.
If certain coverages are subscribed to by a majority of some populations, and not by others, the price
difference does not necessarily strictly correspond to discrimination, per se. It is within this context
that we will discuss bias, discrimination and fairness in insurance.

The increasingly massive amount of data poses many challenges. First, regulations seek to protect
so-called “sensitive” or “protected” information, sometimes prohibiting the collection and storage
of certain variables. The main threat is that it becomes difficult to ensure that a model does
not discriminate according to a criterion if it is not observed. Masking certain characteristics is
not enough to enforce the fairness of a model, and only serves to mask a potential problem.
Another challenge is that of the innumerable bias of data collected through all kinds of sources
(questionnaires, connected objects, data obtained via different sources, etc). Among these,
there are missing variable bias, definition or interpretation bias, measurement bias, survival bias,
feedback bias, etc. These “dark data” (to use the term used by Hand 2020) force us to question
the relevance of a risk classification, as discrimination is sometimes perceived according to biased
information, possibly misinterpreted. What is the relevance for the insurer, of the main driver’'s
gender in a straight couple sharing a car ? This leads us to the difficulty of defining variables,
which is well known to statisticians. Let’s return to Simpson’s paradox and ecological fallacy,
where the certain variables’ absence can lead to a false interpretation of the meaning of a potential
discrimination. In the context of insurance, telematic data and incentive mechanisms of the
“gamification” type raise questions about feedback biases, as insurers have the possibility of
directly influencing the behaviour of certain policyholders on the basis of data’s real arrival time.
This is a form of selection bias, which simply means that historical data has been collected on
people who have chosen to take out a policy and who have been accepted by an insurer beforehand
(potentially on the basis of a previous model). Likewise the fraud analysis cannot be done in the
same way if the fraud-related investigations are conducted randomly or if they are based on a prior
fraud detection model. The typical debates between experimental data (often randomized) and
administrative or observational data can be found.

As already mentioned above, a central notion is discrimination, a particularly ambiguous term, since
actuaries will use the term’s statistical version, like the linear discriminant analysis introduced by
Ronald Fisher, whereas jurists see it as unequal and unfavourable treatment applied to some people
because of certain criteria. Even if there are cultural differences between countries, there will often
be a number of protected characteristics (by moral code or by law) such as the person’s gender or
sex, race or national or ethnic origin, disability and any genetic information, etc. These criteria are
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sometimes presented as protected. These criteria are sometimes presented as “clubs” into which
one is born, to use the expression of Macnicol 2006 (which also echoes the concepts of “veil of
ignorance” and “genetic lottery”). Other criteria, such as age, are more complex, since a policyholder
will pass through all ages in the course of his or her life: if there is “discrimination” against young
people, the policyholder will suffer from it at the age of 20, when he or she is in the disadvantaged
group, before progressively moving into the privileged group (without mentioning a possible inter-
generational solidarity). Finally, some criteria are more a matter of more or less conscious choice.
A first challenge is that most kinds of discrimination are not intentional. Furthermore, contrary to
what may exist in traditional literature on discrimination where proxies are potentially used instead
of a sensitive variable, e.g. redlining, when a city’s neighbourhoods are a proxy for ethical and racial
information, in insurance, some sensitive variables (e.g. gender) have long been used as proxies for
information that is difficult to access (such as behavioural information concerning driving). Another
difficulty lies in a typical high-dimensional problem, and in the multicollinearity of the predictor
variables. This can lead to proxy discrimination sometimes referred to as statistical discrimination
or indirect discrimination in European directives related to discrimination, which consists of using
a variable that is highly correlated with the protected variable. The extensive use of (undetected)
proxies in model development has raised concerns about fairness. Data enhancement adds more
and more variables that can be seen as generating indirect discrimination.

Finally, we will outline the concept of fairness of a predictive model. After a brief overview of the
concepts of justice, we will present the typical fairness measures that can be used to quantify
the extent of a possible discrimination. If we formalize briefly, we have a triplet (y,«, p), where
1y is a variable of interest (number of claims, annual cost, number of doctor visits, etc),  a set
of admissible explanatory variables, used to predict y, and p a sensitive, or protected, variable
(assumed unique, here). Building a predictive model widehaty = m(x) using only the x variables
and not p is not enough to guarantee that the model will not discriminate according to p, simply
because p can be quite correlated to some x characteristics (we find again the proxy idea). Barocas,
Hardt, et al. 2019 notes that the main principles associated with fairness result in (1) by an
independence between y and p, in other words the prediction has nothing to do with the group
of p (2) by a notion of separation: 7 is independent of p given y, and (3) a notion of sufficiency: y
is independent of p given y. These principles will result into different notions of group fairness, the
most popular being the notion of demographic parity and the notion of equal opportunity. These
(so-called group) notions, which are very popular and widely used (e.g. in the labour market, in
the United States), are to be distinguished from individual approaches emerging in the scientific
literature, inspired by causal inference techniques and aiming to seek a counterfactual to answer
the following question: “What would have happened if the insured had the characteristic p = 1
instead of p = 0”? (assuming that the protected variable is binary, p € {0,1}). It is a causal
relationship between the sensitive variable p and the risk variable y, which can legitimise static
discrimination, as suggested by the European Commission, which suggested allowing proportional
differences in premiums and benefits for individuals when the use of sex is a determining factor
in the evaluation of risk, on the basis of relevant and precise actuarial and statistical data.
Nevertheless, the presence of proxies poses many challenges, as the usual counterfactual approach
(consisting in changing the protected variable p only, ceteris paribus) does not make sense in high
dimension, in the presence of proxies strongly correlated to the sensitive variable. An intervention
(conceptual and fictitious) on the sensitive variable p must have an impact on one or more predictor
variables a, and thus on the prediction.

Other concepts will also be reviewed here, without being the subject of specific chapters, such as
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responsibility. Indeed, if an algorithm reproduces what it observes in the data, can it be considered
responsible for reproducing social biases? From an epistemological point of view, models were
historically required to “describe reality” (or let us say reality as it appears in the data, we will
speak of “accuracy” in statistical learning), i.e. “what is”, whereas by introducing a moral and
ethical dimension, the model is in agreement with what “should be”, according to an ethical norm
(the famous opposition “is-ought” of Hume 1739), or between statistical “normality” opposed to
moral norm. The other concern is that in order to quantify fairness, it is necessary to have access
to personal, private and sensitive data, which brings us back to the discussions on privacy and
compliance. Finally, as we will see throughout the document, these discussions on discrimination,
bias and fairness are very close to those concerning the interpretation of predictive models and
the notion of explainability. This narrative aspect of model building is important, especially when
creating directed causal graphs to understand the relationships between the protected variable p,
the possible predictor variables  and the variable of interest . But in high dimension, this exercise
quickly becomes impossible. By affirming that “all models are wrong but some models are useful”,
Georges Box insisted on the narrative aspect of modelling and the interpretation that follows from it.
A detailed understanding of data and models is fundamental today, as the era of cold and objective
(or supposedly objective) calculations by actuaries seems to be over.

The study reflects the personal views of its author and does not necessarily express the position
of the Louis Bachelier Institute and the Louis Bachelier Finance and Sustainable Growth
Laboratory of Excellence.
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Chapter 1

Introduction and motivations

1.1 Motivations

After several months of investigation, Angwin et al. 2016 looked back at the Correctional Offender
Management Profiling for Alternative Sanctions, or COMPAS, a tool widely used as a decision aid in
the US to assess a criminal’s chance of re-offending, in a series called Machine Bias (and subtitled
Investigating Algorithmic Injustice). Since then, many books and articles have addressed the issues
highlighted in this article, namely the increasing power of these predictive decision-making tools,
their ever-increasing opacity, the discrimination they replicate (or amplify), the 'biased’ data used
to train or calibrate these algorithms, and the sense of unfairness they produce. Massive data and
machine learning have provided an opportunity to revisit a topic that has been explored by lawyers,
economists, philosophers and statisticians for the past fifty years or longer. The aim here is to revisit
these ideas, to shed new light on them, with a focus on insurance, and explore possible solutions.
Lawyers, in particular, have discussed these predictive models, this “actuarial justice”, as R. G.
Thomas 2007, Harcourt 2011, Gautron and Dubourg 2015 or Rothschild-Elyassi et al. 2018

The idea of bias and algorithmic discrimination is not a new one, as shown for instance by Pedreshi
et al. 2008. However, since then the number of examples has continued to increase. “Al biases
caused 80% of black mortgage applicants to be rejected” (Hale 2021), or “How the use of Al risks
recreating the inequity of the insurance industry of the previous century” (Ilto 2021). Pursuing
David’'s 2015 analysis, McKinsey 2017 announced that artificial intelligence would disrupt the
workplace (including the insurance and banking sectors, Mundubeltz-Gendron 2019) particularly to
replace lacklustre repetitive (human) work™. These replacements raise questions, and compel the
market and the regulator to be cautious. For Reijns et al. 2021, “the Dutch insurance sector makes
it a mandate”, in an article on “ethical artificial intelligence”, and in France, Défenseur des droits
2020 recalls that “algorithmic biases must be able to be identified and then corrected” because
“non-discrimination is not an option, but refers to a legal framework”. Bergstrom and West 2021
note, with a touch of irony, that there are people writing a bill of rights for robots, or devising ways to
protect humanity from super-intelligent, Terminator-like machines, but that getting into the details of

Even if it seems exaggerated, because on the contrary, it is often humans who perform the repetitive tasks to help
robots: “in most cases, the task is repetitive and mechanical. One worker explained that he once had to listen to
recordings to find those containing the name of singer Taylor Swift in order to teach the algorithm that it is a person” as
reported by Radio Canada in April 2019.
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algorithmic auditing is often seen as boring, but necessary. To solve the problems that Al is creating
now, we need to understand the data and algorithms we already use for more mundane purposes.

Hiding a problem rarely solves it, although it has long been advocated as a solution to discrimination.
As Budd et al. 2021 show, reverting to an Amazon experiment of removing names from CVs to
eliminate gender discrimination does not work, since by hiding the candidate’s name, the algorithm
continued to preferentially choose men over women. Why did this happen? Simply because Amazon
trained the algorithm from its existing resumes, with an over-representation of men, and there are
elements of a CV (apart from the name) that can reveal a person’s gender, such as a degree from
a women’s university, membership of a female professional organisation, or a hobby where the
sexes are disproportionately represented. Proxies that are more or less correlated with the variable
“protected” may sustain a form of discrimination.

In this document, we will address to these issues, limiting ourselves to actuarial models in an
insurance context, and almost exclusively, the pricing of insurance contracts.

In Seligman 1983, the author asks the following basic question: “If young women have fewer car
accidents than young men - which is the case - why shouldn’t women get a better rate? If industry
experience shows - which it does - that women spend more time in hospital, why shouldn’t women
pay more?” This type of question will be the starting point in our considerations in this paper.
Paraphrasing Georges Clémenceau, who said (in 1887) that “war is too serious a thing to be left
to the military”, Wortham 1985 argued that insurance segmentation was too important a task to
be left to actuaries. Twenty-five years later, we might wonder whether it is not worse to leave it
to algorithms, and to clarify actuaries’ role in these debates. In this introduction, we will begin by
reviewing insurance segmentation and the foundations of actuarial pricing of insurance contracts.
We will then review the various terms mentioned in the title, namely the notion of bias, discrimination
and fairness, while proposing a typology of predictive models and data (in particular the so-called
“sensitive” data, which may be linked to possible discrimination).

1.2 Fundamentals of actuarial pricing

The insurance business is characterised by an inverted production cycle. In return for a premium
- the amount of which is known when the contract is taken out - the insurer undertakes to cover a
risk, the unknown date and amount, according to the definition of “actuarial pricing”. In order to do
this, the insurer will pool the risks within a mutuality. Insurance’s universal secret is therefore the
pooling of a large number of insurance contracts within a mutuality, in order to allow compensation
to be made between the risks that have been damaged and those for which the insurer has collected
premiums without having had to pay out any benefits, as Petauton 1998 argues. To use Chaufton’s
1886 formulation, insurance is the “compensation of the effects of chance by mutuality organised
according to the laws of statistics”.

In the second version, insurance does not eliminate the risk, it displaces it, and this transfer is done
according to a social philosophy chosen by the insurer. If we reason in a broad sense, in addition
to “mutuals” and “insurance companies”, we can include “public insurance”. The latter, as Ewald
1986 reminds us, aim to transfer risk from individuals to a wider social group, by “socialising”,
or redistributing risk “more fairly” within the population. Thus, low-risk individuals pay insurance
premiums at a higher rate than their risk profile would suggest, even if this seems “inefficient”
from an economic point of view. Social insurance, organised according to principles of solidarity,
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where access and coverage are independent of risk status, and sometimes of ability to pay (as
noted by Mittra 2007), although in many cases the premium is proportional to the income of the
policyholder, is usually provided by public rather than private entities. For some social goods, such
as health care, long-term care and perhaps even basic mortgage life insurance, it may simply be
inappropriate to provide such products through a mutuality-based model that inevitably excludes
some individuals, as ‘primary social goods, because they are defined as something to which
everyone has an inalienable right, cannot be distributed through a system that excludes individuals
based on their risk status or ability to pay”. Mutual insurance companies are often seen as an
intermediary between such public insurance and for-profit insurance companies.

And as Lasry 2015 points out, “insurance has long been faced with a dilemma: on the one hand,
better knowledge of a risk allows for better pricing; better knowledge of risk factors can also
encourage prevention; on the other hand, mutualisation, which is the basis of insurance, can only
subsist in most cases in a situation of relative ignorance (or even a legal obligation of ignorance)”.
Actuaries will then seek to classify or segment risks, all based on the idea of mutualisation. We
shall return to the mathematical formalism of this dilemma. De Pril and Dhaene 1996 point out
that segmentation is a technique that the insurer uses to differentiate the premium and possibly
the cover, according to a certain number of specific characteristics of the risk to be policyholder
(hereinafter referred to as segmentation criteria), with the aim of achieving a better match between
the estimated cost of the claim and the burdens that a given person places on the community of
policyholders and the premium that this person has to pay for the cover offered.

f_[ Insurance & underwriting, by Rodolphe Bigotz} ~

The insurance transaction and the underlying mutualisation are based on so-called risk selection. Apart from most
group insurances, which consist of a kind of mutualisation within a mutualisation, the insurer refuses or accepts
that each applicant for insurance enters the mutualisation constituted by the group of policyholders. This selection
of risks “confines the mutualisation to the policyholders accepted by the insurer, who is always considered, in
insurance contract law, as the one who accepts the contract proposed to him by the applicant for insurance”
(Monnet 2017, p. 13 and following). In this respect, it should be recalled that the economics of the insurance
transaction require that the insurance company be given a great deal of freedom to accept or refuse the risk
proposed to it. Proof of this freedom in the area of personal insurance is the provisions of Article 225-3 of the
Criminal Code, which exclude from the scope of application of the criminal repression of discrimination in the supply
of goods and services provided for in Article 225-2 “discrimination based on the state of health, when it consists of
operations whose purpose is the prevention and coverage of risks of death, risks of harm to the physical integrity
of the person, or risks of incapacity for work or disability”. However, not to admit a limit to this freedom of the
insurer would lead to the evacuation of important social considerations and to the exclusion not only of insurance
but also of the goods and services linked to it (such as borrowing, and therefore access to property) of the most
exposed persons (Bigot and Cayol 2020, p. 540). The question of the right to insurance arises here (Pichard 2006).
To this end, “having access to insurance means not only the very possibility of taking out a contract for coverage,
but perhaps also at a reasonable economic cost, not prohibitive, not dissuasive. In societies where the need for
security, or even comfort, is a leitmotif, the question is very relevant”. (Noguéro 2010, p. 633)

Underwriting is the term used to describe the decision-making process by which insurers determine
whether to offer, or refuse, an insurance policy to an individual based on the available information
(and the requested amount). Gandy 2016 asserts that “right to underwrite” is basically a right to
discriminate. In France, “risk selection” has a rather particular legal meaning, as the preceding box

2Lecturer in private law, UFR of Law, Le Mans University, member of Thémis-UM and Ceprisca
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reminds us.

1.2.1 Case of a homogeneous population

Before talking about segmentation, let us examine the case of a homogeneous portfolio (the
policyholders are faced with the same probability of occurrence of a claim, the same extent of
damage, the same sum insured, etc.). In non-life insurance, the insurer undertakes (in exchange for
the payment of a premium, the amount of which is decided when the contract is signhed) to cover the
claims that will occur during the year. If Y is the annual cost of a randomly selected policyholder,
then we define® the “pure premium” as E[Y']. If we consider the risk of losing 100 with probability p
(and nothing with probability 1 — p), the pure premium for this risk (economists would call it a lottery)
is 100 p. The premium for an insurance contract is then proportional to the probability of having a
claim. In the following, our examples will often be limited to the estimation of this probability. In
a personal insurance contract, the period of cover is longer, and it is necessary to discount future
payments4. For example, in a personal insurance policy, the policyholder would pay 100 upon the
death of a person (to his beneficiaries): if T" is the (random) remaining life of a policyholder, at the
time the policy is taken out, then the pure premium is the probable present value of the future flows,
ie.

(0]

100 100
)

o = E( ) =

—(1 s 2 —(1 Y -P[T = ]

for a discount rate r. But this assumption of homogeneous risks is clearly too strong in many
insurance applications. For instance in the case of death insurance, because the law of T' should
depend e.g. on the age of the policyholder at the time of the contract.

1.2.2 The fear of moral hazard and anti-selection

All actuaries have been lulled by Akerlof’s 1970 fable of “lemons”. Some insurance buyers are
considered low risk peaches, while others are high risk lemons. In some cases, insurance buyers
know (to some extent) whether they are lemons or peaches. If the insurance company could tell the
difference between lemons and peaches, it would have to charge peaches a premium related to the
risk of the peaches and lemons a premium related to the risk of the lemons, according to a concept of
actuarial fairness, as Baker 2011 reminds us. But if actuaries are not able to differentiate between
lemons and peaches, then they will have to charge the same price for an insurance contract. The
main difference between the market described by Akerlof 1970 (in the original fable it was a market
for used cars) and an insurance market is that the information asymmetry was initially (in the car
example) in favour of the seller of an asset. In the field of insurance, the situation is often more
complex. In the field of car insurance, Dalziel and Job 1997 pointed out the optimism bias of most
drivers who all think they are "good risks”. The same bias will be found in many other examples, as
mentioned by Royal and Walls 2019, but excluding health insurance, where the policyholder may
indeed have more information than the insurer.

3Charpentier and Denuit 2004 discuss the mathematical formalism that allows such a writing. In particular, the
expectation is calculated according to a probability IP corresponding to the “historical” probability (there is no law of one
price in insurance, contrary to the typical approach in market finance, in the sense of Froot et al. 1995). Insurance, like
econometrics, is formalized in a probabilistic world, perhaps unlike many machine learning algorithms, which can work
without a probabilistic model, as discussed in Charpentier, Flachaire, et al. 2018

*Without discounting, since death is (at an infinite time horizon) certain, the pure premium would be exactly the amount
of the capital paid to the beneficiaries.
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To use the description given by Chassagnon 1996, let us suppose that an insurer covers a large
number of agents who are heterogeneous in their probability of suffering a loss. The insurer
proposes a single price that reflects the average probability of loss of the agent representative of
this economy, and it becomes unattractive for agents whose probability of suffering an accident is
low to insure themselves. A phenomenon of selection by price therefore occurs and it is said to be
unfavourable because it is the bad agents who remain. To guard against this phenomenon of anti-
selection, risk selection and premium segmentation are necessary. “Anti-selection disappears when
risk analysis becomes sufficiently effective for markets to be segmented efficiently”, says Picard
2003, "“doesn’t the difficulty econometricians have in highlighting real anti-selection situations in
the car insurance market reflect the increasingly precise evaluation of the risks underwritten by
insurers ?”

1.2.3 Premiums and benefits

Comparing policyholders is always tricky, as not only do they potentially have different risks, but
policyholders may also have different preferences (and therefore choose different policies). First
of all, it is important to distinguish between coverages. In a car insurance policy, the “third party
liability” cover is the compulsory component, covering exclusively the damage that the insured car
might cause to a third party. But some policyholders may want (or need) more extensive protection.
Other standard types of cover include 'comprehensive’ cover, which covers all damage to the vehicle
(regardless of the circumstances of the accident or the driver’'s responsibility), “collision” cover,
which reimburses the owner for damage caused to the vehicle in the event of a collision with a
third party, and “fire and theft” cover, which compensates the owner of the vehicle if it is damaged
or destroyed by fire, or if it is stolen. Some insurers also offer “mechanical breakdown” cover,
which allows the insurance to compensate for the cost of repairs related to a breakdown, or “vehicle
contents” cover, which offers compensation in the event of damage to or disappearance of items
inside the insured vehicle. There may also be “assistance” cover, which provides services in the
event of a breakdown, such as breakdown assistance, towing, repatriation, etc. Another possible
source of difference is the indemnity, which may vary according to the choice of the deductible
level. As a reminder, the deductible is the amount that remains payable by the policyholder after
the insurer has compensated for a loss. The absolute (or fixed) excess is the most common in car
insurance: in a policy with an excess of €150, if the repair costs amount to €250, the insurance
company will pay €100 and the remaining €150 will be paid by the policyholder. Many insurers
now offer “mileage excesses”, defining a perimeter around the vehicle’s usual parking place: within
this perimeter, the assistance guarantee will not work. However, if a breakdown occurs outside this
perimeter, the assistance guarantee can be called upon.

This can be illustrated in Figure 1.1: (1) a policyholder (characterized by (x, p)) can choose between
several coverages or several levels of deductibles (and the choices can be dependent on the
protected variable p), (2) the pure premiums (function of the probability of having an accident, of
the average cost) can be dependent on the protected variable p, and finally (3) the commercial
premiums can also be a function of the protected variable p.

Also, it is difficult to compare the auto insurance premium paid by different people. In Figure 1.1, we
can see that the choice of auto insurance coverage (step 1 in Figure 1.1) is strongly dependent on
age, with young drivers opting overwhelmingly for compulsory coverage (one-third of drivers between
20 and 25 years of age), and older drivers taking out more “comprehensive” insurance (90% of
drivers between 70 and 80 years of age). Choosing different coverages inevitably translates into
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Figure 1.1: Schematic diagram showing the different moments in the purchase of an insurance policy,
related to the characteristics of the policyholder.

higher bills, as older people may have a more expensive policy simply because they require more
coverage.
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Figure 1.2: Coverages selected by auto insurance policyholders based on age, with the basic
mandatory coverage, B “third party insurance” and the broadest coverage M known as “fully
comprehensive” (source: insurance company in France).

1.2.4 Case of a heterogeneous population

To return to our introductory example, if T, is the age at (random) death of the policyholder of age
x at the time the contract was taken out (or put another way, T, — x is the residual life span), then
the pure premium corresponds to the probable present value of future flows, i.e.
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for a discount rate r, which is written, using a more statistical terminology

- i 100 ) Lyyi-1— Loy
T L)
t=0

Ly

where L, is the number of people alive at the end of £ years in a cohort that we would follow, so that
Ly — L,y is the number of people alive at the end of = 4+ ¢ — 1 years but not z 4 ¢ years (and
therefore dead in their t-th year). It is De Witt 1671 who first proposed this premium for a death
insurance, where discriminating according to age seems legitimate.

But we can go further, because P[T), = t], the probability that the policyholder of age x at the time of
subscription will die in ¢ years, could also depend on his gender, his health history, and probably on
othervariables that the insurer might know. And in this case, it is appropriate to calculate conditional
probabilities, P[T,, = t|woman] or P[T}, = ¢|man smoker].

1.2.5 Mortality Tables and Life Insurance

As surprising as it may seem, Pradier 2011 notes that before the end of the 18th century in France,
the price of life annuities hardly ever depended on the subscriber’s sex. However, the first separate
mortality tables for men and women, compiled as early as 1740 by Nicolas Struyck (published in
the appendices of a geography article, Struyck 1740), show that women generally lived longer than
men (Table 1.1). Struyck 1740 (published in French in Struyck 1912) shows that at 20 years of age
the (residual) life expectancy is 30 3/4 years for men and 35 1/2 years for women. He also provides
tables of life annuities by sex. For a woman of 50, a life annuity was worth 969 guilders, against 809
guilders for a man of the same age. This substantial difference seemed to justify a differentiation
in premiums.

men women

€T L, 5Px € L, 5Px €T L, 5Px €T L, 5Px
0O 1000 29.0% || 45 371 16.6% 0 1000 28.9% || 45 423 11.8%

5 710 5.6% || 50 313 19.2% 5 711 52% || 50 373 14.7%
10 670 4.2% || 55 253 22.9% 10 674 33% || 55 318 18.2%
15 o642 55% || 60 195 27.2% 15 652 43% || 60 260 21.2%
20 607 ©6.6% | 65 142 31.7% 20 624 58% | 65 205 26.8%
25 567 T79% || 70 97 37.1% 25 588 6.8% | 70 150 33.3%
30 522 92% || 75 61 45.9% 30 548 73% || 75 100 45.0%
35 474 10.5% || 80 33 51.5% 35 508 7.9% || 80 55 56.4%
40 424 125% || 85 16 40 468 9.6% || 8 24

Table 1.1: Excerpt from the Men and Women tables in 1720 (source: Struyck 1912, page 231), for
pseudo-cohorts of 1000 people (I, = 1000). Here, 424 men (L,) and 468 women (out of 1000
respective births) had then reached 40 years of age (x = 40). And among those who have reached 40
years of age, 12.5% of men and 9.6% of women will die within 5 years (5p, = P[T' < z + 5|T > z).

According to Pradier 2012, it was not until the Duchy of Calenberg’s widows’ fund went bankrupt
in 1779 that the age and sex of subscribers were used in conjunction to calculate annuity prices.
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In France, in 1984, the regulatory authorities of the insurance markets decided to use regulatory
tables established for the general population by INSEE, based on the population observed over 4
years, namely the PM 73-77 table for men and the PF 73-77 table for women, renamed TD and TV
73-77 tables, respectively (with an analytical extension beyond 99 years). While the primary factor
in mortality is age, gender is also an important factor, as shown in the TD-TV Table. For more than
a century, the mortality rate for men has been higher than that of women in France.

In practice, however, the actuarial pricing of life insurance policies has continued to be established
without taking into account the gender of the policyholder. In fact, the reason two tables were used
was that the male table was the regulatory table for life insurance (PM became TD, for “table de
déces”, or “death table”), and the female table became the table for life insurance (PF became TV,
for “table de vie”, or “life table”). In 1993, the TD and TV 88-90 tables replaced the two previous
tables, with the same principle, i.e., the use of a table built on a male population for death insurance,
and a table built on a female population for life insurance. From a prudential point of view, the
female table models a population that has, on average, a lower mortality rate, and therefore lives
longer.

D 73-77 V7377 TD 88-90 TV 88-90 INED Hommes INED Femmes
0 | 100000 0 | 100000 0 | 100000 0 | 100000 0 | 100000 0 | 100000
10 97961 10 98447 10 98835 10 99129 10 99486 10 99578
20 97105 20 98055 20 98277 20 98869 20 99281 20 99471
30 95559 30 97439 30 96759 30 98371 30 98656 30 99247
40 93516 40 96419 40 94746 40 97534 40 97661 40 98810
50 88380 50 94056 50 90778 50 95752 50 95497 50 97645
60 77772 60 89106 60 81884 60 92050 60 90104 60 94777
70 57981 70 78659 70 65649 70 84440 70 78947 70 89145
80 28364 80 52974 80 39041 80 65043 80 59879 80 77161
90 4986 90 14743 90 9389 90 24739 90 25123 90 44236
100 103 || 100 531 || 100 263 || 100 1479 || 100 1412 || 100 4874
110 0 || 110 0 || 110 0 || 110 2

Table 1.2: Excerpt from TD and TV 73-77 on the left, TD and TV 88-90 in the center, and INED 2017-
2019 on the right

In 2005, the TH and TF 00-02 tables were used as regulatory tables, still with tables founded on
different populations, namely men and women respectively. But this time, the term men (H, for
hommes) and women (F, for femmes) is maintained, as regulations allowed for the possibility of
different pricing for men and women. A ruling by the Court of Justice of the European Union on March
1, 2011, however, made gender-differentiated pricing impossible (as of December 21, 2012), on
the grounds that they would discriminate. In comparison, recent INED tables® are also mentioned
in the Table 1.2, on the right.

Beyond sex and gender, all sorts of “discriminating variables” have been studied, in order to build,

5 https://www.ined.fr/fr/tout-savoir-population/chiffres/france/mortalite-cause-deces/table-mortalite/.
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for example, mortality tables depending on whether the person is a smoker or not, as in Benjamin
and Michaelson 1988 (Table 1.3). Indeed, since Hoffman 1931, or Johnston 1945, actuaries had
observed that exposure to tobacco, and smoking, had an important impact on the policyholder’s
health. As Miller and Gerstein 1983 wrote, “it is clear that smoking is an important cause of
mortality”.

Men Women
non-smoker smoker non-smoker smoker
25 48.4 42.8 25 52.8 49.8
35 38.7 33.3 35 43.0 40.1
45 29.2 24.2 45 335 31.0
55 20.3 16.5 55 24.5 22.6
65 12.8 10.4 65 16.2 15.1

Table 1.3: Residual life expectancy (in years) by age (25-65 years) for smokers and nonsmokers
(source: Benjamin and Michaelson 1988, for 1970-1975 data in the United States).

There are also mortality tables (or calculations of residual life expectancy) by level of body mass
index (BMI, introduced by Adolphe Quetelet in the mid-19th century), as calculated by Steensma
etal. 2013 in Canada. A “normal” index refers to people with an index between 18.5 and 25 kg/m2;
“overweight” refers to an index between 25 and 30 kg/mQ; obesity level | refers to an index between
30and 35 kg/mz, and obesity level Il refers to an index exceeding 35 k:g/mQ. The Table shows some
of the elements. These orders of magnitude are comparable with K. R. Fontaine et al. 2003 among
the pioneer studies, Finkelstein et al. 2010, or more recently Stenholm et al. 2017

Men Women

normal overweight obesel obesell normal overweight obesel obesell
20 57.2 61.0 59.1 53.5 20 62.8 66.5 64.6 59.3
30 47.6 514 49.4 441 | | 30 53.0 56.7 54.8 49.5
40 38.1 41.7 39.9 34.7 40 43.3 46.9 45.0 39.9
50 28.9 324 30.6 25.8 | | 50 33.8 37.3 35.5 30.6
60 20.4 23.6 21.9 17.6 | | 60 24.9 28.1 26.4 21.9
70 13.2 15.8 14.4 10.9 70 16.8 19.7 18.2 14.3

Table 1.4: Residual life expectancy (in years), as a function of age (between 20 and 70 years) as a
function of BMI level (source: Steensma et al. 2013).

1.2.6 From sensitive variables to groups

Given the above examples, it is mostly clear that there are a multitude of criteria that can be used
to create rate classes. As in standard regression models, we simply look for variables that are
significantly correlated with the variable of interest. For instance, in the case of car insurance, the
following information was proposed: use (leisure - pleasure - or professional - business), age (under
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25 or not), gender and marital status (married or not). Specifically, five risk classes are considered,
with rate surcharges relative to the first class (which is used here as a reference)

* “pleasure, no male operator under 25" (reference)

* “pleasure, nonprincipal male operator under 25", +65%

* “business use”, +65%

* “married owner or principal operator under 25”7, +65%

e “unmarried owner or principal operator under 25", +140%

In the 1960s, the rate classes resembled those that would be produced by classification (or
regression) trees such as those introduced by Breiman 1984. But using more advanced algorithms,
Davenport 2006 points out that when an actuary creates risk classes and rate groups, and in most
cases, these 'groups’ are not self-aware, they are not conscious (at most, the actuary will try to
describe them by looking at the averages of the different variables). These groups, or risk classes,
are built on the basis of available data, and exist primarily as the product of actuarial models. And as
Gandy 2016 points out, there is no physical basis for group members to identify other members of
“their group”. These risk groups, developed at a particular point in time, create a transient collusion
between policyholders, who are likely to change groups as they move, change cars, or even simply
grow older.

1.2.7 Classification and proxies

To understand the impact of risk classification on pure premium calculations, formally, the total
probability formula guarantees (Feller 1957 or S. M. Ross 2014) that

P(A) =) P(AnB;) =) P(A|B;)-P(B)

el iel
if (B;);er is an exhaustive (finite or countable) set of events. An immediate consequence is the
formula of total expectations, for a random variable Y,

E(Y) =) E(Y|B,) P(B)

el

This formula can be written simply in the case where two sets, two subgroups, are considered, for
example related to the gender of the individual,

E(Y) = E(Y |woman) - P(woman) + E(Y|man) - P(man).

If Y denotes the life expectancy at birth of an individual, the literal translation of the previous
expression is that the life expectancy at birth of a randomly selected individual is a weighted average
of the life expectancies at birth of females and males, the weights being the proportions of males
and females in the population. And since E(Y") is an average of the two,

min{E(Y|woman), E(Y|man)} < E(Y) < max{E(Y |woman),E(Y|man)},

in other words, treating the population as homogeneous, when it is not, amounts to subsidizing
one group by the other, which is called actuarial unfairness, as discussed by Landes 2015, Frezal
and Barry 2019 or Heras et al. 2020. The greater the difference between the two conditional
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expectations, the greater the unfairness (this is formally referred to as the “variance of conditional
expectations”, or “inter-group variance”).

The concept of actuarial fairness, as it appears in Borch 1962, or “actuarial fairness”, is based on
a perfect match between the total value of collected premiums and the total amount of legitimate
claims made by the policyholder. Since it is impossible for the insurer to know what future claims
will actually be like, it is considered actuarially fair to set the level of premiums on the basis of
the historical claims record of people in the same (assumed) risk class. It is on this basis that
discrimination is considered “fair” in distributional terms. Otherwise, the redistribution would be
considered “unfair”, with forced solidarity from the low risk group to the high risk group. This
“fairness” was undermined in the 1980s, when private insurers limited access to insurance for
people with AIDS, or at risk of developing it, as Daniels 1990 recalls. Feiring 2009 goes further in
the context of genetic information, “since the individual has no choice in selecting his genotype or
its expression, it is unfair to hold him responsible for the consequences of the genes he inherits -
just as it is unfair to hold him responsible for the consequences of any distribution of factors that
are the result of a natural lottery”. In the late 1970s, Boonekamp and Donaldson 1979, Kimball
1979 or Maynard 1979, the idea that the proportionality between the premium and the risk incurred
would guarantee fairness between policyholders began to be translated into conditional expectation
(conditional on the risk factors retained).

An important point to mention here is that we are interested in a form of ex ante fairness. Indeed,
once the claims have occurred, the distribution of losses is very concentrated, with a very small
proportion of the portfolio accounting for a large share of the losses. In health insurance, in France,
5% of the population concentrates 50% of the expenses (Com-Ruelle and Dumesnil 1999). In
property and casualty insurance, less than 10% of the population is affected each year, in other
words, 10% of the population represents 100% of the expenses. However, we do not know who
will be affected. The actuary’s aim will be to distinguish between those who have a 5% chance
of suffering a loss and those who have a 15% chance of suffering a loss (and who should pay
three times as much as the others, according to the actuarial fairness principle). Formally, this
heterogeneity will be modelled by a latent factor ©. If y designates the occurrence (or not) of an
accident, y is seen as the realization of a random variable Y which follows a Bernoulli distribution,
B(©), where © is a non-observable latent variable (as in Gouriéroux 1999b or Gouriéroux and
Jasiak 2011). If y denotes the number of accidents occurring during the year, Y follows a Poisson
distribution, P(0©) (or a binomial-negative model, with inflation of zeros, etc., as in M. Denuit et al.
2007). If y notes the total cost, Y follows a Tweedie distribution, or more generally a compound
Poisson distribution, which we will denote by £(0, ¢), where L denotes a distribution with mean O,
and where ¢ is a dipersion parameter. The goal of the segmentation is to constitute classes (B;)
in an optimal way, i.e. by ensuring that one class does not subsidize the other, from observable
characteristics, noted * = (x,x9, -+, ). Crocker and Snow 2013 speaks of “em categorization
based on immutable characteristics”. For Gouriéroux 1999a, it is the “static partition” used to
constitute sub-groups of homogeneous risks (“in a given class, the individual risks are independent,
with identical distributions”). This is what a classification or regression tree does, the (B;) being the
leaves of the tree, with the previous probabilistic notations. If y designates the occurrence of an
accident, or the annual (random) load, the actuary will try to approximate E[Y'| X], from training
data. In an econometric approach, if y designates the occurrence (or not) of an accident, and if «
designates the set of observable characteristics of the policyholder, Y| X = x follows a Bernoulli
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distribution, B(p,.), for example

exp(wTB) T
z = morpw =o(z B)

for a logistic or probit regression, respectively S Iy designates the number of accidents that
T
occurred during the year, Y| X = x follows a Poisson distribution, P();), with typically A, = ¢* .
If Y denotes the annual cost, Y|X = =z follows a Tweedie distribution, or more generally a
compound Poisson distribution, £(1., ), where £ denotes a distribution of mean p, with pu, =

E[Y|X = «] (for more details, Charpentier and Denuit 2004 and 2005)

To return to the analysis of Denuit and Charpentier 2004, if we assume that the risks are
homogeneous, the pure premium will be E[Y], and we have the following risk sharing table,

Policyholder Insurer

Loss E[Y] Y - E[Y]
Average loss E[Y] 0
Variance 0 Var[Y]

At the other extreme, if the latent risk factor © were observable, the requested pure premium would
be E[Y'|©], and we would have the following split

Policyholder Insurer
Loss E[Y|O] Y - E[Y|O]
Average loss E[Y] 0
Variance Var[E[Y'|®©]] Var[Y —E[Y|O]]

If the insurer is, on average, in financial equilibrium, note that Var[E[Y'|©]] can be written
E[var[Y'|©]], so that
Var[Y] = E[Var[Y'|O]] + Var[E[Y|O]] .

— insurer — policyholder

Finally using only observable features, denoted = (x1, x5, *+, %), we would have the following
decomposition

Policyholder Insurer
Loss E[Y|X] Y -E[Y|X]
Average loss E[Y] 0
Variance Var[E[Y | X]] E[Var[Y|X]]

With again, on average, a financial balance of the insurer, and here

E[var[Y|X]] = E[E|var[Y|O]|X]] + E[Var[E[Y|©]| X]]
= ENar[Y[0]] +E{vVar[E[Y|O]|X]}.

perfect ratemaking misclassification

®® is here the distribution function of the centred and reduced normal distribution, N(0,1).
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This “misclassification” (right) is called “subsidierende solidariteit” in De Pril and Dhaene 1996,
or ‘subsidiary solidarity”, as opposed to ‘kanssolidariteit” or “random solidarity” (left). As certainty
replaces uncertainty, it will never disappear, at least as long as it is a matter of predicting what may
happen during a year at the time of subscription. For Corlier 1998, segmentation “decreases the
solidarity of risks belonging to different segments”. And for Loffler et al. 2016, citing a McKinsey
report on the future of the insurance industry, mentioned that massive data will inevitably lead
to de-mutualization and an increased focus on prediction. The link with solidarity is discussed
in Gollier 2002, which reminds us that solidarity is fundamentally about making transfers in
favor of disadvantaged people, compared to advantaged people. But a very limited version of
solidarity is taken into account in the context of insurance: “solidarity in insurance means deciding
not to segment the corresponding risk market on the basis of the observable characteristics of
individuals’ risks”, as in health insurance or unemployment insurance. It should be noted that while
historically, the x variables were discretized in order to make “tariff classes”, it is now conventional
to consider continuous variables as such, or even to transform them, while maintaining a relative
regularity. As noted by Emory McClintock (a mathematician who worked as an actuary for more
than thirty years, Fiske 1917), “McClintock insisted that actuaries smoothed because smoothing
was a “mathematical and ethical” good. McClintock defended his practices to Hughes on “moral”
grounds”.

Again, the difficulty with pricing is that this underlying risk factor © is not observable. Not capturing
it would lead to unfairness, as it would unduly subsidize the “riskier” (likely to have more expensive
claims) individuals by the “less risky”. Baker and Simon 2002 went further, arguing that the
reason some people are classified as “low risk” and others as “high risk” is irrelevant. Speaking
of automating accountability, Baker and Simon 2002 argued that it was important to make people
accountable for the risk they bring to mutuality, especially the riskiest policyholders, in order for
the least risky policyholder to “feel morally comfortable” (as Stone 1993 put it). The danger is
that, in this way, the allocation of each person’s contributions to mutuality would be the result of
an actuarial calculation, as Stone 1993 put it. Porter 2020 said that this process was “a way of
making decisions without seeming to decide”. We will review this point when we discuss exclusions
and the interpretability of models. The insurer will then use proxies to capture this heterogeneity, as
we have just seen. A proxy (one might call it a “proxy variable”) is a variable that is not significant in
its own right, but which replaces a useful but un-observable, or unmeasurable, variable according
to Upton and Cook 2014.

Most of our discussion will focus on tariff discrimination, and more precisely on the “technical”
tariff. As mentioned in the introduction, from the point of view of the policyholder, this is not the
most relevant variable. Indeed, in addition to the actuarial premium (the pure premium mentioned
earlier), there is a commercial component, as an insurance agent may decide to offer a discount to
one policyholder or another, taking into account a different risk aversion or a greater or lesser price
elasticity. But an important underlying question is “is the provided service the same” ? Ingold and
Soper 2106 review the example of Amazon not offering the same services to all its customers, in
particular same-day-delivery offers, offered in certain neighborhoods, chosen by an algorithm that
ultimately reinforced racial bias (by never offering same-day delivery in neighborhoods composed
mainly of minority groups). A naive reading of prices on Amazon would be biased because of this
important bias in the data, which should be taken into account. As Calders and Zliobaité 2013
reminds us, “unbiased computational processes can lead to discriminative decision procedures”.
In insurance, one could imagine that a claims manager does not offer the same compensation to
people with different profiles - some people being less likely to dispute than others. It is important
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to better understand the relationship between the different concepts.

1.2.8 Interpretability and explainability

A large part of the actuary’s job is to motivate, and explain, a classification. Some authors, such
as Pasquale 2015, Castelvecchi 2016 or Kitchin 2017, have pointed out that machine learning
algorithms are characterized by their opacity and their “incomprehensibility”, sometimes called
“black box” properties. And it is essential to explain them, to tell a story. For Rubinstein 2012,
models are “fables”: “In economic theory, as in Harry Potter, the Emperor’s New Clothes or the tales
of King Solomon, we entertain ourselves in imaginary worlds. Economic theory spins tales and calls
them models. An economic model is also somewhere between fantasy and reality (---) the word
model sounds more scientific than the word fable or tale, but | think we are talking about the same
thing”. In the same way, the actuary will have to tell the story of his model, before convincing the
underwriting and insurance agents to adopt it. But this narrative is necessarily imprecise. As Saint
Augustine said, “What is time? If no one asks me, | know. But if someone asks me and | want to
explain it, then | don’t know anymore.”

One can hear that age must be involved in the prediction of the frequency of claims in car insurance,
and indeed, as we see in Figure 1.3, the prediction will not be the same at 18, 25 or 55 years of age.
Quite naturally, a premium surcharge for young drivers can be legitimised, because of their limited
driving experience, coupled with unlearned reflexes. But this story does not tell us what order of
magnitude of this surcharge would seem legitimate. Going further, the choice of model is far from
neutral on the prediction: for a 22-year-old policyholder, relatively simple models propose an extra
premium of 27%, 73%, 82% or 110% (compared to the average premium for the whole population).
While age discrimination may seem logical, how much discrimination can be allowed here?
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Figure 1.3: The evolution of auto insurance claim frequency as a function of primary driver age, relative
to overall annual frequency, with a Poisson regression in yellow, a smoothed regression in red, a
smoothed regression with a too small window in blue, and with a regression tree in green. The dots
are the predictions for a 22-year-old driver (source: Charpentier 2014).
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1.2.9 Suppression of discrimination

Lindholm et al. 2021 presents an example to understand the difficulties in removing possible
discrimination. In the Table 1.5, we have two claims statistics based on two variables, a protected
variable (noted p), gender, and an authorized variable (noted z) indicating whether the person is a
smoker or not.

number n || women men total exposure e || women men total
smoker 32 4 36 smoker 133 24 157
non-smoker 28 48 76 non-smoker 131 301 432
total 60 52 112 total 264 325 589

Table 1.5: Number of claims (n, left) and exposure (e, right), by gender (protected variable p) and
smoking, or not (z). (source: Lindholm et al. 2021)

The annual frequency of claim Y, by year, is deduced from the contingency tables in Table 1.5, here

112
E[Y] = ¢ = 25 ~ 19.0%

and if we segment according to smoking

76
~ 22.9% and E[Y| X = non-smoker| = —5 = 17.6%

36
E[Y|X = smoker] = — 133

157

Note that we find the formula for total expectations mentioned earlier,
E[Y] = E[Y|X = smoker] - P[X = smoker] + E[Y | X = non-smoker| - P[X = non-smoker].
As can be seen from this example, the rate model based on smoking (and not gender) is not gender

independent. Indeed, if the premium is proportional to E[Y | X = z], the average premium for men
and women is proportional to

133 131 .

women : 5 - E[Y|X = smoker] + 561 E[Y'|X = non-smoker] =~ 20.3%
24 B 301 B .

men P 39E E[Y|X = smoker] + 395 E[Y'|X = non-smoker] = 18.0%.

In other words, the premium for men is, on average, higher than for women. Lindholm et al. 2021
proposes a relatively simple method for proposing a discrimination-free premium, by using

premium(z) = ZE[Y|X =z, P =p]-P[P=p]

or here

32 264 4 325
T = _— e — =X 9 = = 9
133 "534 T 21 Faa ~ 20.0% (< E[Y|X = smoker] = 22.9%)

28 264 48 325
131 584 T 301 584

premium(smoker) =

premium(non-smoker) = ~ 18.4% (> E[Y|X = non-smoker] = 17.6%)
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This technique is similar to the notions of “partial dependence plot”, introduced by Friedman 2001,
and used to interpret and explain black box models in machine learning. Note that in this case, we
will globally underprice

total : % - premium(smoker) + % - premium(non-smoker) = 18.8% (< E[Y] = 19.0%)
133 . 131 .

women 561 premium(smoker) + 564 premium(non-smoker) = 19.2%
24 . 301 . o

men 395 premium(smoker) + 395 premium(non-smoker) = 18.4%.

This method is similar to the orthogonal projection approaches, proposed by Frisch-Waugh-Lovel
(Frisch and Waugh 1933, and Lovell 1963), which consists of making = and y orthogonal to p
(simply by taking the residuals of the linear regression of y and x on p). We will discuss further
the techniques for removing discrimination in the section 4.

If we now modify this example, let us imagine two scenarios (equally fictitious as the previous one),
where x would be a variable either difficult to observe or potentially observed ex-post,

 y is still a number of car insurance accidents, but instead of € {smoking, non-smoking},
we have x € {dangerous driving, non-dangerous driving} or = € {following traffic laws, not
following traffic laws }, which are not observable ex-ante, when the insurance contract is
signed, but which could be observable afterwards, on the basis of connected boxes). Wouldn't
it be relevant to charge different premiums based on gender because this variable is a proxy
for a relevant rate variable?

* For example, y is here a number of days of hospitalization, and the variable x takes its values
in z (which could be observed on the basis of genomic sequencing, or medical history). Would
it be (morally) acceptable to use the gender of the person to propose different rates on the
basis that the underlying risk is fundamentally different?

We will return to these issues in this paper, but before we do so, it is probably important to define
certain notions that will be further discussed.

1.3 Data, Models, Bias, Discrimination and Fairness

1.3.1 Data, personal data and sensitive data

As Debet 2007 said, “in order to fight against discrimination, it is still necessary to be able to identify
it; in order to identify it, it seems natural to proceed with the statistical observation of differences,
of diversity”. So we will have to collect information, or data (from the Latin datum7). Since much of
the information collected is sometimes considered “sensitive” or “protected”.

In Europe, personal data is any information relating to a natural person who is identified or can be
identified, directly or indirectly. The definition of personal data is specified in Article 4 of the GDPR
(General Data Protection Regulation). This information can be an identifier (a name, an identification
number, location data, for example) or one or more specific elements specific to the physical,

"Euclid’s treatise on plane geometry was named dedopéva, “data”.
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physiological, genetic, mental, economic, cultural or social identity of the person. Among the (non-
exhaustive) list given by the French CNILS, there may be the surname, first name, telephone number,
license plate, social security number, postal address, e-mail, a voice recording, a photograph, etc.

Sensitive data include religious beliefs, sexual orientation, union involvement, ethnicity, medical
status, criminal convictions and offences, biometric data, genetic information or sexual activities.
According to the GDPR, in 2016, “processing of personal data revealing racial or ethnic origin,
political opinions, religious or philosophical beliefs or trade union membership, as well as
processing of genetic data, biometric data for the purpose of uniquely identifying a natural person,
data concerning health or data concerning the sex life or sexual orientation of a natural person
are prohibited”. Such information will be considered “sensitive”. In Europe, the 2018 “Convention
108" (or convention for the protection of individuals with regard to automatic processing of personal
data) further clarifies the contours. We will return to sensitive variables in the context of insurance
in Chapter 2.

Another precaution that should be kept in mind relates to the distinction between what “reveals”
or “is likely to reveal”, as Debet 2007 states. Some information is self-reported, and some is
inferred data. For instance it would be possible to ask for “gender at birth”, but in some cases
a variable is based on civility (where “Mrs” or “Mr” are proposed). But it can be more complex
models, to infer information. One can imagine that “being pregnant” could be a sensitive information
in many situations. This information exists in some health organizations databases (or health care
reimbursements). But as shown by Duhigg 2012 (in “How companies learn your secrets”), there are
organizations that try to infer this information, from purchases. This is the famous story of the man,
in the Minneapolis area, who was surprised that coupons for various products for young mothers
were addressed to his daughter. In this story, the inference by the model had been correct. Recently,
Lovejoy 2021 recalls that in June 2020, LinkedIn had a massive breach (exposing the data of 700
million users), with a database of records including phone numbers, physical addresses, geolocation
data and... inferred salaries. Much information can be inferred from telematics data, albeit with
varying degrees of uncertainty. As mentioned by C.-S. Bigot and Charpentier 2019, by observing
that a person parks almost every Friday morning near a mosque, one could say that there is a high
probability that he or she is Muslim (based on surveys of Muslim practices). But it is possible that
this inference is completely wrong, and that this person actually goes to the gym, across the street
from the mosque, and moreover, is a regular attendee.

The “big data” hype has given us the opportunity to talk about its large volume, value, but also its
variety (and all sorts of words beginning with the letter “v”). While for actuaries, data has often
been tabular data, matrix numbers, in the last few years the variety of data types has become more
apparent. There will naturally be text, starting with a name, an address (which can be converted into
spatial coordinates), drug names, telephone conversations with an underwriter or claims manager,
or in the case of companies, contracts with digitised clauses, etc. We can have images, such as a
picture of the car after a fender-bender or of the roof of a house after a fire, medical images (X-rays,
MRY), a satellite image of a field for a crop insurance contract, or of a village after a flood, etc. Finally,
there will also be information associated with connected objects, data obtained from devices in a
car fleet, from a water leak detector or from chimney monitoring and control devices. However,
statistical summaries of “scores” are often based on this raw data ( frequently not available to

8CNIL is the Commission Nationale de I'Informatique et des Libertés, is an independent French administrative
regulatory body whose mission is to ensure that data privacy law is applied to the collection, storage, and use of personal
data.

29



the insurer). For instance, the number of kilometres driven in a given week by a car insurance
policyholder, or an acceleration score. This data, which is much more extensive than tabular
variables with predefined fields (admittedly, sometimes with definition issues, as Desrosiéres 2016
points out), can provide sensitive information that can be exploited by a “black box” algorithm,
possibly without the knowledge of the actuary.

1.3.2 Predictive model, algorithms and “artificial intelligence”

For Ekeland 1995, modelling is the (intellectual) construction of a mathematical model, i.e., a
network of equations supposed to describe reality. Very often, a model is also, above all, a
simplification of this reality. A model that is too complex is not a good model. This is the idea of
over-learning (or “overfit”) that is found in statistics, or the concept of parsimony, sometimes called
“Okham’s razor” (as in Figure 1.4), which is typical in econometrics and discussed by William of
Ockham (14th century). As Milankovi¢ 1920 stated, “in order to be able to translate the phenomena
of nature into mathematical language, it is always necessary to admit simplifications and to simplify
certain influences and irregularities”. The model is a simplification of the world, or, as Korzybski
1958 said in a geography context, “a map is not the territory it represents, but, if correct, it
has a similar structure to the territory, which accounts for its usefulness”. The map is not the
territory : the map reflects our representation of the world, whereas the territory is the world as
it really is. We naturally think of Borges 1946 (or Umberto Ecco’s pastiche of the impossibility of
constructing the map 1: 1 of the Empire, in Eco 1992)9, “en aquel Imperio, el Arte de la Cartografia
logré tal Perfeccion que el mapa de una sola Provincia ocupaba toda una Ciudad, y el mapa del
Imperio, toda una Provincia. Con el tiempo, estos Mapas Desmesurados no satisficieron y los
Colegios de Cartografos levantaron un Mapa del Imperio, que tenia el tamano del Imperio y coincidia
puntualmente con él.”

The notion of model will increasingly be replaced by the term algorithm, or even artificial
intelligence, or shortly Al (notably in the press, see Guardian2021, wp2021 or nyt2021 among
many others). For Zafar et al. 2017, “algorithm” means predictive models (decision rules) calibrated
from historical data through data mining. To understand the difference, Cardon 2019 gives an
example to explain what machine learning is. It is quite simple to write a program that converts
a temperature in degrees Celsius to a temperature given in degrees Fahrenheit. To do this, there
is a simple rule: subtract 32 from the temperature in degrees Celsius and multiply the result by
5/9 (or divide by 1.8). A machine learning (or artificial intelligence) approach offers a very different
solution. Instead of coding the rule into the machine (what computer scientists might call “Good
Old Fashioned Artificial Intelligence”, as Haugeland 1989), we simply give it examples of matches
between temperatures in Celsius and Fahrenheit. We enter the data into a training database, and
the algorithm will learn a conversion rule by itself, looking for the closest candidate function to the
data. We can then find an example like the one in Figure 1.4, with some data and different models
(one simple (linear) and one more complex).

It is worth noting that the “complexity” of certain algorithms, or their “opacity” (which leads to
the term “black box”), has nothing to do with the optimisation algorithm used (in deep learning,
back-propagation is simply an iterative mechanism for optimising a clearly described objective).

%“In that Empire, the Art of Cartography achieved such Perfection that the map of a single Province occupied an entire
City, and the map of the Empire, an entire Province. In time, these inordinate maps were not satisfactory and the Colleges
of Cartographers drew up a map of the Empire, which was the size of the Empire and coincided exactly with it” [personal
translation].

30



60

Temperature (°C)
40

-20

-40
|

T T T T T T
0 20 40 60 80 100

Temperature (°F)

Figure 1.4: A simple (linear) model, a piecewise constant model, or a complex (non-linear but
continuous) model, from about ten observations (z;,y;) where x is a temperature in degrees
Fahrenheit and y is the temperature in degrees Celsius, at the same location

It is mainly that the model obtained may seem complex, impenetrable, to take into account the
possible interactions between the predictor variables for example. For the sake of completeness,
a distinction should be made between classical supervised machine learning algorithms and
reinforcement learning techniques. The latter case describes sequential learning methods, where
the algorithm learns by experimenting, as described in E. Charpentier and Remlinger 2020. We will
find these algorithms in automatic driving for example, or if we wanted to model correctly the links
between the data, the constructed model, the new connected data, the update of the model, etc.
But we will not insist more on this class of models here.

If we are going to talk here mainly about insurance pricing models, i.e. supervised models where
the variable of interest y will be the occurrence of a claim in the coming year, the number of claims,
or the total charge, it is worth keeping in mind that the input data () can be the predictions of a
model. For example x; could be an observed acceleration score from the previous year (computed
by an external provider who had access to the raw telematics data), x5 could be the distance to
the nearest fire station (extrapolated from distance-to-address software), 3 could be a prediction
of the number of kilometres driven, etc. In the learning base, the “past observations” y; can also
be predictions, especially we want wishes to keep recent claims, still pending, but where the claims
manager can give an estimate, based on human experts, but also on “black box” algorithms. We
can think of those applications that give a cost estimate of a car damage claim based on a photo
of the vehicle sent by the policyholder, or the use of compensation scales for claims not yet settled.
In fact, if we compare a generalized linear model (widely used by actuaries) and a neural network
of varying depths, we can see the intermediate neurons as outputs of previous models (but not
explicitly defined as such), as in Figure 1.5, since
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Figure 1.5: Generalized linear model (on the left) and neural network (on the right), starting from the
same predictor variables x = (x4, -+, x;,) and with the same target variable y. The intermediate layer
(of neural networks) can be considered as the constitution of micro-models which are then aggregated

1.3.3 Estimator, model and data bias

For a statistician, the term “bias” has a very precise meaning, and refers to a mathematical and
theoretical property of an estimator. However, in the scientific literature, the term bias can be used
in another sense. Speaking about obesity, discrimination and bias, Puhl and Brownell 2001 note
“employment bias was much greater for obese candidates than for average-weight applicants; the
bias was more apparent for women than for men”. O’'Neil 2016, Eubanks 2018, Hand 2020 also
use the term extensively, without clearly defining it. The adjective “biased” is linked to a model or a
decision; Castro 2019 therefore speaks of “machine bias”.

The meaning used here is related to the notion of “sample bias” which refers to the case where
the set of individuals sampled in a population, which is supposed to represent it, has not been
selected correctly. This is called bias because the indicators measured in the sample do not match
with the entire population. In other words, the sample has been selected in a biased way. A typical
example is the Literary Digest poll in 1936, in order to predict the winner of the presidential election
in the United States (opposing then Franklin Delano Roosevelt to Alf Landon). As Cuddeback et
al. 2004 points out, if entire groups of the population are excluded from a sample, no statistical
adjustment can produce estimates that are representative of the entire population. But if some
groups are only underrepresented, and the degree of under-representation can be quantified, then
the sample weights can correct the bias. However, the success of the correction is limited by the
type of selection bias considered. If some variables are missing, the methods used to correct for
bias may be inaccurate. We will return to the data and bias problems of more specifically in Chapter
3, on Data.

1.3.4 Discrimination, legal and statistical versions

Discrimination is (according to an English language dictionary) “the action of separating, distin-
guishing two or more beings or things on the basis of certain criteria or distinctive characteristics”.
Kroll et al. 2017 reminds us that the word “discrimination” carries a very different meaning in en-
gineering conversations than it does in public policy. “Among computer scientists, the word is a
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value-neutral synonym for differentiation or classification: a computer scientist might ask, for ex-
ample, how well a facial recognition algorithm successfully discriminates between human faces
and inanimate objects. But, for policymakers, “discrimination” is most often a term of art for invid-
ious, unacceptable distinctions among people-distinctions that either are, or reasonably might be,
morally or legally prohibited”. The word discrimination can then be used both in a purely descriptive
sense (in the sense of making distinctions) or in a normative manner, which implies that the differen-
tial treatment of certain groups is morally wrong, as shown by Alexander 1992, or more recently Loi
and Christen 2021. In the field of insurance, as shown by Meyer and Rothstein 2004, differences
in treatment often only translate into differences in premiums (that is what we will discuss here).
Discrimination could be described as “actuarially fair”, therefore characterizing “fair discrimination”
when the difference in premium reflects a difference in risk, whereas “unfair discrimination” refers
to the unequal treatment of individuals with the same level of risk. For example by offering a lower
benefit to someone who does not have legal representation (as in Frees 2009).

For Al Ramiah et al. 2010, prejudice refers to an unjustifiable negative attitude toward a group
and its individual members. Stereotypes are beliefs about the personal attributes of a group of
people, and can be over-generalized, inaccurate, and resistant to change in the presence of new
information. In the legal sense, discrimination refers to unjustifiable negative behavior toward a
group or its members (solely on the basis of membership in that group, as in the case of sexual
preference, or discrimination against “outsiders” for non-visible traits). Correll et al. 2010 give a
very useful definition of discrimination, namely “behaviour directed towards category members that
is consequential for their outcomes and that is directed towards them not because of any particular
deservingness or reciprocity, but simply because they happen to be members of that category”. The
notion of “merit” is key to the expression and experience of discrimination (we will discuss this in
relation to ethics later). It is not an objectively defined criterion, but one rooted in historical and
current societal norms and inequalities.

For economists, the study of discrimination is an old problem, described in Charles and Guryan
2011, whose theoretical foundations were laid by Becker 1957 (e.g. earlier considerations can
be found in Edgeworth 1922). Other examples include Phelps 1972, who had tried to understand
the origins of discrimination, and who had argued (in the context of racial discrimination) “what has
been called racism - similar remarks apply to sexism - can be hypothesized to be the consequence
of scientific management in the impersonal pursuit of maximum profit, not racial hostility or
intolerance”. This idea will be the basis of “statistical discrimination”, where the central question
was to link discrimination with a rational behaviour, and therefore a notion of efficiency. Bohren et al.
2019 reminds us that statistical discrimination is sometimes qualified as “efficient discrimination”,
insofar as it is the optimal answer to a signal extraction problem. Phelps 1972 and Aigner and Cain
1977 have laid the groundwork for this statistical discrimination. For example, if the probability of
being an “offender” and of belonging to a group with a visible characteristic is higher, on average,
than for other groups, then a policeman will be more likely to control an “offender” if he controls
a member of this group. There is therefore, at the group level, a “statistical reason” which will be
opposed to the individual principle of non-discrimination. Also, in the name of the efficiency of the
procedure, Gary Becker defended “racial profiling”, as he reminds us. One finds this argumentation
in the fight against terrorism, because, as Becker 2005 says “if young Moslem Middle Eastern males
were in fact much more likely to commit terrorism against U.S. than were other groups, putting them
through tighter security clearance would reduce current airport terrorism”, in other words, “racial
profiling” is “effective”, even though “such profiling is ‘unfair’ to the many young male Moslems
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who are not terrorists, and to the many minority shoppers who are honest’*°. And he proposes

a method for “testing” efficiency “some profiling by governments and the private sector has been
due to prejudice against various groups, not as a way of achieving efficiency. So it is crucial to be
able to distinguish whether a profiling is efficient from whether it is evidence of discrimination. This
distinction can be made in the terrorist field by keeping records on the fractions of young Moslem
males and others who were searched and found with weapons or other evidence of intent to commit
aterrorist act”. Another typical example of “statistical discrimination”, justified by economists on the
grounds of economic efficiency, is discrimination in the hiring of young women (who might become
pregnant, and (temporarily) interrupt her work). In the latter case, there is no need for statistics,
since only a woman can become pregnant. Many countries now offer long parental leave, which
can be taken by any parent, regardless of gender, which questions the economic efficiency of this
profiling. For Gary Becker, this “statistical reason” is, and must be, the only decision criterion used.
Thatis, more or less, what actuaries have in mind when they mention “a fair actuarial classification”.
As we can see, this search for efficiency raises many moral and ethical questions.

From the legal point of view, Cornu 2016, presents discrimination as a “differentiation contrary to
the principle of civil equality consisting in breaking this one to the detriment of certain physical
persons because of their racial or confessional belonging, more generally of criteria on which the
law forbids to found legal distinctions” (while admitting “more rarely, in a neutral sense, synonymous
with distinction (not necessarily hateful)” which recalls the statistician’s vision). Equality, which we
find stated in the Universal Declaration of Human Rights, was initially perceived in a “vertical” sense,
imposing a constraint on the behavior of the State towards citizens. The law will impose “horizontal”
constraints in private law, whether in the labor market (during job interviews in particular) or in real
estate (for renting housing). Article 23 of the Charter of Fundamental Rights of the European Union
imposes the general principle that “equality between women and men must be ensured in all areas,
including employment, work and pay”. This right cannot be invoked by “women”, but individually,
by everyone (for example in a dispute with an insurer). This “right to equal treatment” belongs to a
person, as an individual, and not in his capacity as a member of a sexual group (for example). The
law says that an individual cannot be treated differently because of his or her membership to such
a group, especially a group to which he or she has not chosen to belong to. This individualistic view
of the law is strongly opposed to the mutual and collective concept of insurance, as insurers aim for
a kind of equality within the group, based on averages, and not at the individual level.

From a more moral point of view, according to the principle of choice mentioned by Lippert-
Rasmussen 2007, people should not be subjected to disadvantageous treatment because of
something that does not reflect their own choices. This may explain why discrimination on the basis
of gender, race, ethnicity, or genetics is widely seen as morally problematic, as argued by Daniels
2004, Palmer 2007, or Avraham et al. 2014. However, the principle of choice is not violated if
individuals have imposed additional costs as a result of their choice. How about discrimination on
the basis of religious beliefs? As we can see, the term “discrimination” seems to encompass all sorts
of realities. In particular, using the typology of Thomsen 2017 and Khaitan 2017, we can distinguish
direct discrimination and indirect discrimination, a distinction to which we will return in detail in the
Chapter 2, butin a nutshell, indirect discrimination (proxy discrimination or statistical discrimination)
means that instead of discriminating according to a protected variable p (which would not be allowed
by law), a variable x;, which is highly correlated with p, is used.

10Gary Becker goes further to suggest “That could be made up in part by compensating groups who are forced to go
through more careful airport screening through putting them in shorter security lines, or in other ways. Similarly, innocent
shoppers who are stopped and searched could be compensated for their embarrassment and time”
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This introduction would not be complete without mentioning a last vision, that of social sciences.
While Scott and Marshall 2009 point out in their dictionary, thatin common language, discrimination
is about “treating unfairly” (the next section will come back to the question of discrimination),
in social sciences and humanities, “most sociological analyses of discrimination concentrate on
patterns of dominance and oppression, viewed as expressions of a struggle for power and privilege”.
In other words, for discrimination to occur, there must be a “favoured” and a “disadvantaged” group,
a “dominant” and a “dominated” group, according to a (often implicit) power criterion, or even a
“majority” group and a “minority” group (this terminology, introduced by Wirth 1941, can lead to
confusion because these terms are often defined according to a criterion of group size). When we
talk about gender, chauvinism and feminism do not have the same moral status. In other words,
an inequality in favour of men will be seen as more unjust than an inequality in favour of women.
This is in any case what the concept of “positive discrimination” advocates “positive discrimination
is a policy aimed at advantaging a group of people who have been or are currently disadvantaged
because of their ethnicity or gender”, said Boéton 2003). In Chapter 4, the protected variable will
take values {0, 1}, or {e, o}, with interchangeability between the two, for simplicity, and because
the objective is a form of parity. We will often put aside the fact that the members of one of the
two groups is disadvantaged, at the time the decision is taken. Finally, it should be noted that
these notions of favoured/disfavoured or dominant/dominated are seen according to a non-explicit
criterion, as Deschamps and Personnaz 1979 recalls. With regard to gender, men are seen as
favoured and women as disadvantaged, even though in insurance, women live more and often
have lower risks than men, ceteris paribus. We will not revisit here the difficulties of reasoning
with a binary dichotomy of advantaged/disadvantaged or dominant/dominated when the protected
variable is non-binary, or even continuous, such as ageil.

1.3.5 Justice and Fairness

Humans have an innate sense of fairness and justice, with studies showing that even three-year-
old children have demonstrated the ability to consider merit when sharing rewards, as shown by
Kanngiesser and Warneken 2012, as well as chimpanzees and primates, Brosnan 2006, and many
other animal species. And given that this trait is largely innate, it is difficult to define what is “fair”,
although many scientists have attempted to define notions of “fair” sharing, as Brams et al. 1996
recalls. On the one hand “fair” refers to legality (and to human justice, translated into a set of laws
and regulations), and in a second sense, “fair” refers to an ethical or moral concept (and to an idea
of natural justice). In Chapter 4, we will return to the origins of the notion of fairness. The second
reading of the word “fairness” will be the most important here. According to one dictionary, fairness
“consists in attributing to each person what is due to him by reference to the principles of natural
justice”. And being “just” raises questions related to ethics and morality (we will not differentiate
here between ethics and morality). We will evoke here the ethics of models, or, as mentioned by
some authors (Mittelstadt et al. 2016 or Tsamados et al. 2021), the ethics of algorithms. A nuance
exists with respect to the ethics of artificial intelligence, which deals with our behaviour or choices
(as human beings) in relation to autonomous cars, for example, and which will attempt to answer
questions such as “Should a technology be adopted if it is more efficient?” The ethics of algorithms
questions the choices made “by the machine” (even if they often reflect choices - or objectives -
imposed by the person who programmed the algorithm).

11Ageism, as defined by Butler 19609, is based on the idea that the disadvantaged group is the elderly, even though in
some contexts young people are seen as the disadvantaged group.
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Programming an algorithm in an ethical way must be done according to a certain humber of
standards. Two types of norms are generally considered by philosophers. The first is related to
conventions, i.e. the rules of the game (chess or Go), or the rules of the road (for autonomous
cars). The second is made up of moral norms, which must be respected by everyone, and aim at the
general interest. These norms must be universal, and therefore not favor any individual, or any group
of individuals. This universality is fundamental for Singer 2011 who asks not to judge a situation
with his own perspective, or that of a group to which one belongs to, but to take a neutral and “fair”
point of view. Formally, in a typical way, in normative ethics, we would oppose consequentialism to
deontologism.

The ethical analysis of discrimination is related to the concept of “equality of opportunity”, which
holds that the social status of individuals depends solely on the service they can provide to society.
As the second sentence of Article 1 of the 1789 Declaration of the Human Rights states “social
distinctions can only be based on the common good” or as Rawls 1999 points out, “offhand it is
not clear what is meant, but we might say that those with similar abilities and skills should have
similar life chances. More specifically, assuming that there is a distribution of natural assets, those
who are at the same level of talent and ability, and have the same willingness to use them, should
have the same prospects of success regardless of their initial place in the social system, that is,
irrespective of the income class into which they are born”. In the deontological approach, inspired
by Emmanuel Kant, one forgets the utilities of each person, and simply imposes norms and duties.
Here, regardless of the consequences (for the community as a whole), some things are not to be
done. A distinction is typically made between egalitarian and proportionalist approaches. To go
further, Roemer 1996 and 1998 propose a philosophical approach, Fleurbaey 1996 and Moulin
2004 an economic vision. And in a more computational context, Leben 2020 geos back to normative
principles to assess the fairness of a model.

All ethics courses feature thought experiments, such as the streetcar dilemma. In the original Foot
1967 problem, a tram with no brakes is about to run over five people, and one of them has the
opportunity to flip a switch that will cause the tram to swerve, but kill someone. What do we do? Or
what should we do? Thomson 1976 suggested a different version, with a footbridge, where you can
push a heavier person, who will crash into the track and die, but stop the tram. The latter version is
often more disturbing because the action is indirect, and you start by murdering someone in order
to save someone else. Some authors have used this thought experiment to distinguish between
explanation (on scientific grounds, and based on causal arguments) and justification (based on
moral precepts). This tramway experiment has been taken up in the moral psychology experiment,
called the Moral Machine, presented in the Moral Machine project 12 In this “game”, one was
virtually behind the wheel of a car, and choices were proposed: “Do you run over one person or five
people?”, “Do you run over an elderly person or a child?”, “Do you run over a man or a woman?
Bonnefon 2019 revisits the experiment, and the series of moral dilemmas, where they obtained
more than 40 million answers, from 130 countries. While naturally, numbers of victims were an
important feature (we prefer to kill less people), age was also very important (priority to young
people), and legal arguments seemed to emerge (we prefer to kill pedestrians who cross outside the
dedicated crossings). These questions are important for self driving cars, as mentioned by Thornton
etal. 2016.

For a philosopher, the question “How fair is this model to group x?” will always be followed by
“How fair by what normative principle?”. Measuring the overall effects on all those affected by the

12See https://www.moralmachine.net/
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model (and not just the rights of a few) will lead to incorporating measures of fairness into an overall
calculation of social costs and benefits. If we choose one approach, others will suffer. But this is the
nature of moral choices, and the only responsible way to mitigate negative headlines is to develop
a coherent response to these dilemmas, rather than ignore them. To speak of the ethics of models
poses philosophical questions from which we cannot free ourselves, because, as we have said, a
model aims to represent reality, “what is”. To fight against discrimination, or to invoke notions of
fairness, is to talk about “what should be”. We are once again faced with the famous opposition of
Hume 1739. For when we speak of “norm”, it is important not to confuse the descriptive and the
normative, the statistical (which tells us how things are) and the ethical (which tells us how things
should be). Statistical law is about “what is” because it has been observed to be so (e.g., humans
are bigger than dogs). Human (divine, or judicial) law pertains to what is is because it has been
decreed, and therefore ought to be (e.g. humans are free and equal or humans are good). One
can see the “norm” as a regularity of cases, observed with the help of frequencies (or averages,
as mentioned in the first part), for example, on the height of individuals, the length of sleep, in
other words, data that makes up the description of individuals. Therefore, anthropometric data
have made it possible to define, for example, an average height of individuals in a given population,
according to their age; in relation to this average height, a deviation of 20% more or less determines
gigantism or dwarfism. If we think of road accidents, it may be considered “abnormal” to have a road
accident in a given year, at an individual (micro) level, because the majority of drivers do not have
an accident. However, from the insurer’s perspective (macro), the norm is that 10% of drivers have
an accident. It would therefore be abnormal for no one to have an accident. This is the argument
found in Durkheim 1897. From the singular act of suicide, if it is considered from the point of view
of the individual who commits it, Durkheim tries to see it as a social act, therefore falling within
a real norm, within a given society. From then on, suicide becomes, according to Durkheim, a
“normal” phenomenon. Statistics then make it possible to quantify the tendency to commit suicide
in a given society, as soon as one no longer observes the irregularity that appears in the singularity
of an individual history, but a “social normality” of suicide. Abnormality is defined as “contrary to
the usual order of things” (this might be considered an empirical, statistical notion), or “contrary
to the right order of things” (this notion of right probably implies a normative definition), but also
not conforming to the model. Defining a norm is not straightforward if we are only interested in the
descriptive, empirical aspect, as actuaries do when they develop a model, but when a dimension of
justice and ethics is also added, the complexity is bound to increase. We shall return in Chapter 4
to the (mathematical) properties that a “fair” or “equitable” model should be checked. Because if
we ask a model to verify criteria not necessarily observed in the data, it is necessary to integrate a
specific constraint into the model learning algorithm, with a penalty related to a fairness measure
(just as there are model complexity measures).
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Chapter 2

Discrimination and segmentation

The classification of risks, segmentation, and therefore a certain kind of discrimination, is the core
of insurance. As Bigot and Cayol 2020 reminds us, insurance has two sides: “We should indeed
distinguish two things when we speak of insurance. The first, the insurance operation, is technical
and has a collective dimension, the second, the insurance contract, is legal and has an individual
dimension. Insurance is based on a contract under which one party (the policyholder or insured) is
promised by another party (the insurer) a benefit in the event of a risk occurring, in return for the
payment of a premium (or contribution), whose amount is decided when the contract is signed. In
order to make risk pooling possible, the insurer will segment the risks in order to offer the “fairest”
possible premium. In the words of Bigot and Cayol 2020, “risk selection” refers to the operation
by which the insurer excludes candidates for insurance that it does not wish to cover or cannot
cover, and divides into homogeneous groups the insureds with similar risks, in order to obtain
results in accordance with its forecasts, based on statistical data. As the law stands, the principle
is that selection is lawful. In particular, the insurer does not incur the reproach of discrimination.
Segmentation is then justified as a technical imperative. And as we mentioned in the introduction,
it is also justified economically (because of possible anti-selection) but also (probably) morally.

We will review here in detail some examples of discrimination, or of practices that have been
perceived or judged as discriminatory. By somewhat formalizing, there are protected attributes
p, which we will present here, that we will consider as categorical variables, such as (historically)
gender or ethnic origin, but which can also be continuous, such as age. For simplicity, let us assume
that there is a single protected variable p (we will come back quickly to multi-source discrimination
at the end of this section). There is a variable y, which will be related to claims experience for
underwriting, but we can imagine fraud, or a credit default. And there are variables = (z1, **+, )
that we hope are highly correlated with the unobserved latent factor #, and some which may also be
highly correlated with p, which we will call “proxys”. In the next section, we will propose definitions
of what “discrimination” means, formally (or let us say “mathematically”), but before that, we will
present examples of these variables p and x;, while presenting the legal and economic approaches.

2.1 What pricing variables?

Actuaries in charge of building a rate model have the task of finding the predictor variables x =
(x1, -+, ) that will allow for a better risk prediction, as discussed in the introduction. But beyond
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the statistical aspect, there are regulations. Table 2.1 presents some rate variables traditionally
used in car insurancels, in the United States™* and in Canada™®. Unlike most European countries,
that have a civil law culture (where the main source of law is found in legal codes), the Canadian
provinces and the states of the United States of America have a common law system (where rules
are primarily made by the courts as individual decisions are made). Quebec uses a mixed law. Most
states and provinces have documents listing the Prohibited Rating Variables, such as Alberta’s
Automobile Insurance Rate Board 2022. This heterogeneity makes it possible to highlight the
cultural character of discrimination.

CA H GA NC NY MA PA FL TX AL ON NB NL QC
Gender X X (] X ° X X o o ° ° X X °
Age X X ° x* ° X ° ° ° o ° X X °
Driving experience o X L] o ° o ° ° ° ° ° ° ° °
Credit history X X e o e x o e e |x* x e x e
Education X X X X X X ° o o ° ° ° ° °
Profession X X X ] X X ° ° ° ° ° ° ° °
Employment X X X ° X X ° ° ° ° ° ° ° °
Family ° X ° ° ° X ° ° ° [} ° ° ° °
Housing X X ° ° ° X ° ° ° X X ° ° °
Address/ZIP code o o o ° ° ° ° ° o X X ° ° °

Table 2.1: A factor is considered “permitted” (o) when there are no laws or regulatory policies in the
state or province that prohibit insurers from using that factor. Otherwise, it will be “prohibited” (x). In
North Carolina, age is only allowed when giving a discount to drivers 55 years of age and older. In
Pensylvania, credit score can be used for new business and to reduce rates at renewal, but not to
increase rates at renewal. In Alberta, credit score and driver’s license seniority cannot be used for
mandatory coverage (but can be used on optional coverage). In Labrador, age cannot be used before
55, and beyond that, it must be a discount (as in North Carolina).

Actuarial discrimination, which is also called discrimination based on actuarial evidence, appears
to be permitted in many jurisdictions. In Europe, Article 5-2 of Directive 2004/113 based on the
Charter of Fundamental Rights provided that “Member States may decide (...) to allow proportional
differences in premiums and benefits for individuals where the use of sex is a determining factor
in the assessment of risk, on the basis of relevant and accurate actuarial and statistical data”, as
recalled by Laulom 2012. In France, Article L. 111-7 of the Insurance Code states that “the Minister
in charge of the economy may authorize, by decree, differences in premiums and benefits based
on the taking into account of sex and proportionate to the risks when relevant and precise actuarial
and statistical data establish that sex is a determining factor in the evaluation of the insurance risk”.
In Quebec, as stated in section 20.1 of the Charter of Human Rights and Freedoms, “a distinction
based on age, sex or marital status is permitted when it is based on a factor that allows a risk to

3for the United States https://www.thezebra.com/resources/research/car-insurance-rating-factors-by-state/ and in Canada,
Bureau d’Assurance du Canada 2021.

oA California, HI: Hawaii, GA: Georgia, NC: North Carolina, NY: New York, MA: Massachusetts, PA: Pennsylvania, FL:
Florida, TX: Texas.

AL Alberta, ON: Ontario, NB: New Brunswick, NL: Newfoundland and Labrador, QC: Quebec.
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be determined. For example, an insurance company may ask you questions about your age and
sex to determine your premium”. In California, as noted by Butler and Butler 1989, many of the
rating variables cannot be used by insurers if they are not causally related to the risk of accidents
and their cost.

,—[ Discrimination & insurance, by Rodolphe Bigot} ~

To fight against discrimination, there are general prohibitions, formulated in the Penal Code and the Civil Code,
and special prohibitions in insurance law, inserted in the Insurance Code. Both are subject to variable geometry
adjustments linked to the specificities of the insurance business. In civil matters, a general prohibition applicable
to insurance is set forth in Article 16-13 of the Civil Code, which provides that “no one may be discriminated against
on the basis of his or her genetic characteristics”. In criminal matters, the refusal or subordination of the provision
of a service or good based on one of the criteria - discriminatory - listed in article 225-1 or 225-1-1 of the French
Criminal Code constitutes reprehensible discrimination (C. pén., art. 225-1 et seq.). Since 2008, all direct or
indirect discrimination based on such criteria has been covered (L. 27 May 2008; modified by L. 18 Nov. 2016 de
modernisation de la justice du XXle siécle), with a general derogation in the presence of differences in treatment
“justified by a legitimate aim” and if “the means of achieving this aim are necessary and appropriate”. A reversal
of the burden of proof is provided for in actions brought before the civil courts (L. 27 May 2008, art. 4), unlike the
rules of evidence applicable before the criminal courts, where it is up to the plaintiff to prove the discrimination.

First, a distinction based on age in particular (C. pén., art. 225-1 and 225-2) makes up a criminally sanctioned
discrimination if it tends to apply a difference in treatment for access to insurance coverage or for the termination
of insurance benefits: it is therefore prohibited in the case of risks of loss of employment for the purpose of
securing a bank loan, for example. However, an exemption is provided for the pricing of life insurance contracts
(death insurance and life annuities), by applying mortality tables (C. assur., art. A 132-18). The Defender of Rights
admitted this discrimination for a 74-year-old health insurance applicant whose enroliment was refused because
the policy limited it to 70 years of age (opinion no. MLD/ 2012-150, November 16, 2012: “when objectively
justified by actuarial and statistical elements, age limits in access to a personal insurance contract do not constitute
discrimination” (The random nature of the insurance contract and the principles of risk selection and pooling
may justify taking age into account in personal insurance. Article 2 of the law of May 27, 2008 provides for two
other exceptions which should be confirmed by the proposed directive on equal treatment between persons (COM
2008/426 of July 2, 2008): 1) differences in treatment justified by a legitimate aim, if the means of achieving this
aim are necessary and appropriate; 2) when the differences in treatment are provided for and authorized by the
laws and regulations in force.

Second, discrimination based on family status or sexual orientation is also prohibited (C. pén., art. 225-1 and
225-2). In the case of a homosexual couple, this would include an employer’s refusal to pay a death benefit to an
employee’s partner in a civil union or to the employee in a civil union in the event of his partner’s death (--)

To use the analysis of Cummins et al. 2013, there are several criteria for justifying the use (or not)
of a tariff variable: an actuarial criterion, an operational criterion, a social acceptability criterion and
a legal criterion.

41



2.1.1 An actuarial criterion

A classification variable is considered actuarially fair, in the sense of Cummins et al. 2013, if it is
accurate, provides homogeneity among members, has statistical credibility, and is reliable over time.
A classification variable will be said to be “accurate” if it allocates policyholders in such a way that
they each pays a premium proportional to its expected cost of claims. To prevent adverse selection,
this is probably the most important criterion. Homogeneity requires that all policyholders in the same
risk class have the same expected claim costs. A large number of insureds in each group is needed
to make the group’s loss history statistically credible, and to make pooling still meaningful. Too
few members result in losses that vary widely from year to year and cause premiums to fluctuate in
the same way. Finally, a reliable classification variable produces cost differences between different
groups that remain relatively stable over time. Being perceived as a “good risk” in 2020 and then
as a “bad risk” in 2021, without having felt that one’s behaviour has changed in the meantime, will
generally not be well perceived.

f—[ Discrimination & insurance, by Rodolphe Bigot} ~

(Thirdly, discrimination based on a woman’s pregnancy and maternity is prohibited. In insurance, women cannot
be treated less favourably in terms of premiums and benefits as a result of expenses related to pregnancy and
maternity (C. assur., art. L. 111-7, |, paragraph 2), because, in principle, both sexes are affected by maternity.
In other words, insurance contracts, whatever the risk covered (health, provident fund, etc.), must no longer
include differentiated treatment of these factors. Clauses instituting a longer waiting period for the coverage of
hospitalization costs when the latter is consecutive to a pregnancy are therefore no longer legal. However, if there is
relevant actuarial and statistical data, i.e. objective considerations, “contractual provisions that are more favorable
to women may remain”. Failure to comply with these provisions exposes the employer to the penalties provided for
in the Criminal Code for acts of discrimination. (Lamy Assurances, 2021, n°® 3806).

Fourth, the refusal to provide a good or service because of a person’s place of residence makes up discrimination
in the penal sense (C. pén., art. 225-1). While it is still possible to adjust the amount of the premium according to
the place of insured’s residence, the insurer is prohibited from refusing an applicant for insurance because of this
factor. This does not apply to subscriptions or memberships made by residents of States a French insurer is not
authorized to contract with (Lamy Assurances, 2021, No. 3808).

Fifth, refusal to insure on the basis of the insured’s social insecurity is prohibited, which falls within the scope of the
offence of discrimination for refusing to supply a good or service on the basis of “particular vulnerability resulting
from the economic situation, apparent or known to its author” (C. pén., art. 225-1, amended by L. 24 June 2016
aimed at combating discrimination on the grounds of social insecurity). The insurer cannot reject a membership
or subscription on this basis, but it can nevertheless take this factor into account to modulate the amount of the
premium. Note that since June 26, 2016, indirect discrimination can result from a provision, criterion or practice
that is neutral on the surface, but likely to result in a particular disadvantage for individuals. Moreover, there is
a complex system of protection for vulnerable persons in insurance: “the movement for vulnerable persons is a
dance that alternates between special protection and undifferentiated protection” (D. Noguéro, op. cit., RGDA
2010, p. 633).

2.1.2 An operational criterion

Some actuarially fair risk classification variables cannot be applied in practice because they do not
meet the operational standards of objectivity, low cost of implementation and handling difficulty.
Data that are laborious and costly to collect and verify rarely make good classification variables.
In connection with the objective of low administrative costs, data used for another purpose make
good risk classification variables. The use of a variable that is reported or collected by other agencies
reduces the likelihood of it being manipulated and, as Cummins et al. 2013 point out, reduces the
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cost of verification. A classification variable needs to offer minimal ambiguity between insureds, and
the total categories described by the variable should be mutually exclusive and comprehensive.

f—[Gender discrimination & insurance, by Rodolphe Bigot} ~

Discrimination on the basis of sex is subject to a renewed regime dedicated to new contracts concluded as of
December 21, 2012 (except for retirement, health and accident contracts subscribed by an employer and to which
the employee is a compulsory member; C. séc. soc. L. 911-1) and aimed at uniformly applying the unisex rule -
prohibiting any direct or indirect discrimination based on sex - to insurance contracts within the European Union
(Parléani 2012, p. 563). Article A. 111-6 of the Insurance Code incorporated the European Commission’s guidelines
(Arr. 18 Dec. 2012, NOR: EFIT1238658A, relating to equality between men and women in insurance, JO 20 Dec.,
mod. by Arr. 3 Feb. 2014, NOR: EFIT1400411A, JO 11 Feb.).

The calculation of premiums and benefits falls within the scope of the unisex rule (in insurance operations classified,
by reference to Article R. 321-1, in the branches: 1 “Accidents (including occupational accidents and diseases)”
(art. a. 111-2), 2 “Sickness” (art. A. 111-3), 3 “Land vehicle bodies (other than railways)” (art. A. 111-4), 10 “Civil
liability for motor vehicles” (Art. A. 111-4), 20 “Life and death” (Art. A. 111-5), 22 “Insurance linked to investment
funds” (Art. A. 111-5), 23 “Tontine operations” (Art. A. 111-5), 26 “Any operation of a collective nature defined
in Section | of Chapter | of Title IV of Book IV” (Art. A. 111-5)). By way of derogation, the criterion of sex may be
used “as a factor in the assessment of risks in general to collect, store and use information on sex or related to
sex for internal provisioning and pricing, marketing and advertising, and pricing of reinsurance”. “The use of sex
as indirect discrimination is also allowed for the pricing of certain real risks, such as, for example, a differentiation
of premiums based on the size of a car’s engine, even though the most powerful cars are in fact bought more by
men” (Lamy Assurances, 2021, n° 3803).

To bring French law into compliance with European rules, Article L. 111-7 of the Insurance Code was rewritten
with the law of 26 July 2013. A paragraph |l bis was added: “The derogation provided in the last paragraph of | is
applicable to contracts and memberships in group insurance contracts concluded or made no later than December
20, 2012 and to such contracts and memberships tacitly renewed after that date. The derogation does not apply
to contracts and memberships mentioned in the first paragraph of this lla which have been substantially modified
after December 20, 2012, requiring the parties’ agreement, other than a modification that at least one of the
parties cannot refuse”. In terms of collective supplementary employee benefits, no discrimination on the basis of
gender can be made. However, insurers still have the possibility to offer options in policies or insurance products
according to gender in order to cover conditions that exclusively or mainly concern men or women. Differentiated
coverage is therefore possible for breast cancer, uterine cancer or prostate cancer.

2.1.3 A criterion of social acceptability

A third consideration in the selection of risk classification variables is social acceptability. According
to the classification of Cummins et al. 2013, the four main criteria are privacy, causality,
controllability, and affordability/availability. Privacy affects the willingness of individuals to disclose
certain information, which in turn affects the accuracy of a risk classification variable as well as the
ease with which it can be collected and verified (more at the end of this section). Causality requires
more than an intuitive relationship between the classification variable and expected losses. A good
risk classification variable must encourage individuals to reduce the expected frequency and/or
severity of their losses - the “controllability” criterion. The social criterion of affordability/availability
requires that those who need to purchase insurance coverage be able to do so reasonably. Social
acceptability seems to be even greater when the risk is linked to a criterion that is a matter of choice
for the insured.
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2.1.4 A legal criterion

Finally, in practice, the use or prohibition of certain classification variables is most often imposed
by law (or regulation). In Canada, provincial laws, which are generally more restrictive than in
most states in the United States, generally require that classification variables not be unfairly
discriminatory, i.e., the actuarial fairness test must be demonstrated. However, classification
variables have sometimes been prohibited because there is only a correlation, not a causal
relationship, between the classification variable and expected claims costs, or because they have
been deemed socially unacceptable. The legal criteria, of course, vary by state and province, as
noted in the Table. Boxes return to the legal criterion in France, between the page 41 and the page
43.

2.1.5 Protected variable

Without an explanatory variable, we have the pair (y,p) with binary p, for example gender16
p € {M, F}, or, more generally p € {0, 1}17 With explanatory variables, we have the triplet (y, x, p).
Let us consider a telematic database, with 1177 insurance contracts, observed during a complete
year, described in Table 2.2 and Figure 2.1. We have a pair of variables (z1,z3), respectively
the number of kilometres driven in 2019 and the age of the insured (which is not seen here as
a protected attribute), a binary protected variable p corresponding to the gender of the driver, and
y is the binary variable indicating the occurrence of accidents in 2020, which we seek to predict
when we want to compute a rate.

Total

Women

Men

Proportions

18-20 years old
21-25 years old
more than 26 ans

26/202~12.9%
83/529~15.7%
49/446~11.0%

3/69~ 4.3%
34/229~14.8%
25/185~13.5%

23/133~17.3%
49/300~16.3%
24/261~ 9.2%

34.2%-65.8%
43.3%-56.7%
41.5%-58.5%

less than 10,000 km/year
10,000-20,000 km/year
more thatn 20,000 km/year

57/550~10.4%
74/504~14.7%
27/123~22.0%

25/256~ 9.8%
29/191~15.2%
8/36~22.2%

32/294~10.9%
45/313~14.4%
19/87~21.8%

46.5%-53.5%
37.9%-62.1%
29.3%-70.7%

Total

158/1177~13.4%

62/483~12.8%

96/694~13.8%

41.0%-59.0%

Table 2.2: Descriptive statistics of accidents on a base of 1177 insureds covered during the year
2019. The first variable is the driver's age (split into three classes), the second is the number of
kilometers driven in 2019 (source: insurance company in France).

8as recalled in this document’s preamble, in accordance with the usage in the literature, gender will often be used as
a protected variable to illustrate different notions related to discrimination, and will be treated as a binary variable (taking
two values “male” and “woman”). This is not a position statement.

"The literature on discrimination uses the terms “privileged group”, “advantaged group” and “majority group” almost
interchangeably, as discussed at the end of the section 1.3.4. Again, these labels are not intended to convey any judgment
about actual merit, but are intended only to be descriptive and to acknowledge that historically a group has been favoured,
i.e. that it has historically received some sort of privileged status that the “disadvantaged group” has not.
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Figure 2.1: The occurrence of a traffic accident by driver age, number of miles driven during 2019,
and driver gender. The dots are the uninvolved drivers in 2020, and the red dots are the drivers
who have had a claim in 2020.

Binary protected variable, without explanatory variables

Knowing whether the gender p is a “predictive” or “discriminating” variable (when we want to predict
claims) can be interpreted in the form of a statistical test, Hy : E[Y'|P = M] = E[Y | P = F], which
is a two-sample mean test. In the case where y is a binary variable, we have a proportion test. The
test is then equivalent to testing the independence between the two binary variables y (with values
in {0,1}) and p (with values in {M, F}), by a chi-square test. Here, the test of equality of proportion
and the chi-square test have a p-value18 of 68.45%.

Binary protected variable, with explanatory variables (x)

Instead of looking at the independence between y and p (as before), we can test the independence
between y and p, for a categorical variable x, such as an age range, or the distance travelled in one
year. For an age threshold of 26 (creating two categories, under 26 and over 26), and for a mileage
threshold of 10,000 km, we have the count tables in Table 2.3. The p-values of the chi-square tests
are respectively 1.3% and 3.7%, which leads us to reject the hypothesis of independence between
the y loss ratio and the interaction between gender and age (where we oppose young drivers to the
most experienced) and gender and mileage (where those who drive relatively little are compared to
others). In the last case, we see that gender does not matter, as the main variable is mileage.

Non-binary protected variable

The vast majority of examples in the equity literature deal exclusively with the case where the
protected variable p is binary, withess Nielsen 2020 or Agarwal and Mishra 2021 for recent works

®The alternative hypothesis being here that gender is (significantly) discriminating, H, : E[Y'|P = M] # E[Y|P = F].
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p X T y=0 y=1 prop. p X X9 y=0 y= prop.

P=F,age<26 279 39 123%| | P=F, dist. <10,000 231 25  9.8%
P=F, age>26 142 23 13.9% | | P=F, dist. > 10,000 190 37 16.3%
P=M, age<26 374 76 169% | | P=M, dist. <10,000 262 32 10.9%
P=M, age>26 224 20 82% | | P=M, dist. >10,000 336 64 16.0%

Table 2.3: Descriptive accident statistics based on 1177 insureds covered during 2019.
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Figure 2.2: Accident occurrence by driver age and driver gender, with age in classes on the left, and
the continuous (smoothed) version on the right, and with the distinction between and female.

on the subject. But in some cases, continuous p variables can be considered, as we had seen in
Table 2.1, some continuous variables can be used.

* age (or driver’s license seniority), which is prohibited in several states, such as California or
Massachusetts, in the United States,

* the address or postal code, corresponding to a spatial information, prohibited in Alberta and
Ontario, in Canada.

In most cases, the continuous variable is discretized into classes (instead of age, age classes are
used; instead of geographic location, predefined regions are used). But it is possible to treat the
variable p as a continuous variable, and to use independence tests between p and the target variable
y to test the presence, or not, of discrimination, as in Grari and Detyniecki 2022. Discrimination
tests will be presented in Chapter 4.
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Figure 2.3: Accident occurrence by number of miles driven in a year and driver gender, with distance
in classes on the left, and the continuous version (smoothed and in logarithmic scale) on the right,
and with the distinction between and female.

2.2 Some examples of discrimination

In this section, we will return to the main protected variableslg, that were met in insurance, with
discrimination by race, by gender, by age, by weight, or smoking status.

As some authors have historically suggested that discrimination based on wealth (or income) should be considered,
as Brudno 1976, Gino and Pierce 2010, or more recently Paugam et al. 2017, but that criterion will be discarded here.
The reflections of these authors raise however important questions on the links between discrimination, (economic)
inequalities and meritocracy, as also underlined by Dubet 2014 and 2016.
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r—[ Measuring Inequality and Discrimination, by Avner Bar—Henzo} ~\

We all have our own ideas about inequality and talk about it as if it were something simple. Let's take a look
at the making of gender disparity indicators. Traditionally there are two main approaches to measuring gender
inequality indices: (i) The first method measures gender equality using surveys, usually as a complement to other
questions. In this case, knowledge of gender equality is not the main objective. (ii) The second approach is based
on targets and statistics to quantify them. The first international indices only date back to 1995 and are heavily
based on the UNDP Human Development Index (HDI). The HDI is a well-theorized and widely disseminated concept;
this makes it possible to know fairly precisely what is being measured, but international comparisons are difficult.
The complementary variables to the HDI that have been proposed are often interesting, but above all complicate
the readability of the results.

Since the 2000s, several alternatives have been proposed. Among the most popular are the Gender Equity Index
(GEI, introduced by Social Watch in 2004) and the Global Gender Gap Index (GGGI proposed by the World Economic
Forum in 2006). These indices claim to be measures of gender equality, but their general concepts are not clearly
formulated. For example, the GGGI ignores the underlying causes of gender inequality, such as health. Other
proposals such as the Social Institutions and Gender Index (SIGI, proposed by the OECD in 2007) focus on social
institutions that affect gender equality, but also on family codes or property rights. This index can be seen as a
combined measure of women'’s disadvantages relative to men regarding certain basic rights and the fulfillment of
distinctive rights for women. The lack of symmetry in the SIGI indicators and the scales of the indicators makes it
ultimately unclear what is being measured.

The purpose of these different indices is to assess multiple aspects of gender disparities, not only in academic
research on the causes and consequences of gender inequality, but also to inform public policy debates. A single
index is never the solution to the problem caused by the large number of indicators: it is therefore necessary to
compare different gender indices. However, the description of methodologies uses different terminologies, does
not adequately describe the methodological choices and is often silent on potential sources of measurement error.
Finally, index developers are rarely explicit about the overall concept they seek to measure. Another important
point is that the use of gender data raises questions about the quality of the data. If they are of questionable
quality, the legitimacy of their use for collective purposes is questionable. The methodological choices underlying
the construction of indices often show that what the index measures is different from what it claims to determine!

The valuable contributions made by the proponents of gender indices must be recognized. They are a resource
that has made it possible to describe gender disparities and promote women'’s rights in a more effective way than
was possible before 1995. Having a comprehensive empirical index is better than not having one, even if current
measures suffer from methodological weaknesses. However, producing multiple indices also creates a problem
for users: they do not have the means to compare them with each other.

2.2.1 Racial discrimination

Before we begin, let us point out that in the biological sense, races do not exist, and that in the
sociological sense, races are created by racism. Racism here is a set of processes that create (or
perpetuate) inequalities based on racialising groups, with a "“privileged” group that will be favoured,
and a “racialized” group that will be disadvantaged. Given the formal link between racism and
perceived discrimination, it is natural to start with this protected variable (even if it is not clearly
defined at the moment). Historically, in the United States, the notion of race has been central in
discussions on discrimination (Anderson 2004 provides a historical review in the United States).

professor at the Conservatoire National des Arts et Métiers in Paris
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f_[ Race and Ethnicity, by Elisabeth Valletzl} N

Since the early days of the Republic, the U.S. Census has identified individuals according to broad racial and
ethnic categories. In addition to the traditional federal categories (White/Caucasian, Black/African American, Asian
American, American Indian/Alaska Native, Native Hawaiian/Pacific Islander, Multiracial), the decennial census
adds the Hispanic/Latino category. It is also expected that eventually the Middle East and North Africa category
will be included in the census.

This racial classification, which now serves as the basis for statistical analysis in the country, has its roots in
slavery and a classification designed to establish a form of racial purity, when the “single drop of blood” and
“blood quantum” rules (Villazor 2008) were applied to determine racial group membership and helped shape the
population groups involved and their own self-perceptions. Moreover, the complexity of this classification lies in
the fact that it is not always based on constant elements. On the one hand, the categories, as stated in the forms,
change over time. Therefore, the nature of the questionnaire and the way in which the questions are formulated,
because they evolve, sometimes alter the overall picture of the population over time.

On the other hand, this classification is now based on the self-identification of individuals, which may also vary
from one census to another. Therefore, some studies have shown significant changes in the self-identification of
certain individuals, which must be taken into account when using these data. According to Liebler et al. 2017,
for example, there was significant variation for the same individuals between the 2000 and 2010 censuses,
particularly in categories that could report multiple ethnic or Hispanic backgrounds. For example, the study
shows that the consistency of responses was most pronounced among non-Hispanic whites, blacks, and Asians.
Identification instability was more pronounced among people who identified as Native American, Pacific Islanders,
people with multiple backgrounds, and Hispanics. There are many reasons for this, but some of them have to do
with the evolution of the integration of immigrant communities, or with the fact that miscegenation can lead to the
prevalence of one identity over the other over time. Therefore, analyses must include the fact that the very idea of
race/ethnicity as a social construct must be included as such in the analysis of statistical data.

As recalled by Wolff 2006, in 1896, Frederick L. Hoffman, an actuary with Prudential Life Insurance,
published a book demonstrating, with statistics, that the American black man was uninsurable (see
Hoffman 1896). Du Bois 1896 wryly noted that the death rate of blacks in the United States was
only slightly higher (but comparable) to that of white citizens in Munich, Germany, at the same time.
But above all, the main criticism is that it aggregated all kinds of data, preventing a more refined
analysis of other causes of (possible) excess mortality (this is also the argument put forward by
O’Neil 2016). At that time, in the United States, several states were passing anti-discrimination
laws, prohibiting the charging of different premiums on the basis of racial information. For example,
as Wiggins 2013 points out, in the summer of 1884, the Massachusetts state legislature passed
the Act to Prevent Discrimination by Life Insurance Companies Against People of Color. This law
prevented life insurers operating in the state from making any distinction or discrimination between
white persons and colored persons wholly or partially of African descent, as to the premiums or rates
charged for policies upon the lives of such persons. The law also required insurers to pay full benefits
to African American policyholders. It was on the basis of these laws that the uninsurability argument
was made: insuring blacks at the same rate as whites would be statistically unfair, argued Hoffman
1896, and not insuring blacks was the only way to comply with the law (see also Heen 2009). As
Bouk 2015 points out “industrial insurers operated a high-volume business; so to simplify sales
they charged the same nickel to everyone. The home office then calculated benefits according
to actuarially defensible discriminations, by age initially and then by race. In November 1881,
Metropolitan decided to mimic Prudential, allowing policies to be sold to African Americans once
again, but with the understanding that black policyholders’ survivors only received two-thirds of the

21Professor, Director of the Raoul Dandurand Center in Montréal, Canada
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standard benefit.”

In the credit market, Bartlett et al. 2021, following up on Bartlett et al. 2018, shows that in the
U.S., discrimination based on ethnicity has continued to exist in the U.S. mortgage market (for
African Americans and Latinos), both traditional and algorithm-based lending. But algorithms have
changed the nature of discrimination from one based on prejudice, or human dislike, to illegitimate
applications of statistical discrimination. Moreover, algorithms discriminate not by denying loans,
as traditional lenders do, but by setting higher prices or interest rates. In health care, Obermeyer
et al. 2019 shows that there is discrimination, based on ethnicity or “racial” bias in a commercial
software program widely used to assign patients requiring intensive medical care to a managed care
program. White patients were more likely to be assigned to the care program than black patients in
comparable health status. The assignment was made using a risk score generated by an algorithm.
The calculation included data on total medical expenditures in a given year and fine-grained data
on health service use in the previous year. The score therefore does not reflect expected health
status, but predicts the cost of treatment. Bias, stereotyping, and clinical uncertainty on the
part of health care providers can contribute to racial and ethnic disparities in health care, as
noted by Nelson 2002. Finally, in auto insurance, Heller 2015 found that predominantly African
American neighbourhood pay 70% more, on average, for auto insurance premiums than other
neighbourhoods. In response, the Property Casualty Insurers Association of America re:sponded22
in November 2015 that “insurance rates are color-blind and solely based on risk”. This position is
still held by actuarial associations in the United States, for whom questions about discrimination
are meaningless. Larson et al. 2017 obtained 30 million premium quotes, by zip code, for major
insurance companies across the United States, and confirmed that a gap existed, albeit a smaller
one. Also, in lllinois, insurance companies charged on average more than 10% more in auto liability
premiums for “majority minority” zip codes (in the sense that the rate of minorities was the highest)
than in majority white zip codes. Historically, as recalled by Squires 2003, many financial institutions
have used such discrimination by refusing to serve predominantly African American geographic
areas.

While such analyses have recently proliferated (Klein 2021 provides a relatively comprehensive
literature review), this potential racial discrimination issue was analysed by Klein and Grace 2001,
for instance, who offered the possibility of controlling covariates correlated with race, and showed
that there was no statistical evidence of geographic redlining. This conclusion was consistent with
the analysis of Harrington1998race, and was subsequently echoed by Dane2006potential, Ong
and Stoll 2007 or Lutton et al. 2020 among many others. It should be noted here that redlining is
not only associated with an antisocial criterion, but very often with an economic criterion. A recent
case of statistical discrimination is currently being investigated in Belgium, as mentioned by Orwat
2020. In this country, the energy supplier EDF Luminus refuses to supply electricity to people living
in a certain postal code district. For the energy supplier, this postal code area represents a zone
where many people with bad credit history live. Redlining, which relies on the proxy variable “place
of residence”, was named so because it encircles areas with red lines, as noted by Barocas and
Selbst 2016.

If the term “ethnic statistics” is a sensitive subject in France, the censuses ask, traditionally (for
more than a century), the nationality at birth, therefore distinguishing French by birth and French
by adoption. And since 1992, the variable “parents’ country of birth” has been introduced in a
growing number of public surveys. In French statistics, the word “ethnic” in the anthropological

220nline on their website, https://www.pciaa.net/pciwebsite/cms/content/viewpage?sitePageld=43349
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sense (sub-national or supra-national human groups whose existence is proved even though they
do not have a state) has long had a place, particularly in surveys on migration between Africa and
Europe. Nevertheless, in legal texts, in which it is sometimes a euphemistic substitute for empire.
The 1978 Data Protection Act therefore uses the expression “racial or ethnic origins”. In this sense,
“ethnic origin” means any reference to a foreign origin, whether it is a question of nationality at birth,
the parents’ nationality, or “reconstructions” based on the family name or physical appearance.
Some general intelligence and judicial police files contain personal information on an individual’s
physical characteristics, and in particular on their skin color, as recalled by Debet 2007. Some
medical research files (e.g. in dermatology) may contain similar information. INSEE had initially
refused to introduce a question on the parent’s birthplace in its 1990 family survey, which could
have served as a sampling frame. It was not until the 1999 survey that it was introduced, as
recalled by Tribalat 2016. Another concern that may arise is that the difference that may exist
in insurance premiums between ethnic origins is not a reflection of different risks, but of different
treatments. Therefore, Hoffman, Trawalter, et al. 2016 shows that racial prejudice and false beliefs
about biological differences between black and white people continue to shape the way we perceive
and treat the former - they are associated with racial disparities in pain assessment and treatment
recommendations.
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2.2.2 Gender discrimination

A point of terminology is needed here to distinguish between sex and gender.

r—[ Sex and Gender, by Emilie Biland-Curinier23} N

We traditionally differentiate sex, which is a biological characteristic (related to physical and physiological features,
e.g. chromosomes, gene expression, hormone levels and function, etc.) and gender, which refers to the sexual
identity of an individual. Sex and gender are often described in binary terms (girl/woman or boy/man). However,
the diversity of sexual development and atypical formulas is important, whether they are of chromosomal, hormonal
or environmental origin. In reality, the sex/gender debates are numerous, and are refracted in many fields of
knowledge and public action.

In the social sciences, sex is today considered less as a “biological reality” than as a social and, above all, legal
construction: sex is the one attributed to each individual on his or her birth certificate and then on all of his or her
more or less official papers. Most people keep this native and legal sex all their life but some change it (a large part
of “trans” people, whether they have undergone genital surgery or not). In the case of intersex/intersex people,
the assignment of legal sex involves a good deal of arbitrariness (or more sociologically, medical discretion), since
the biological attributes do not fit into any of the binary female/male categories. Most countries base this legal
category of sex on this duality, but some have recently opened up other possibilities (e.g.: possible to fill ‘X’ in the
Netherlands, and ‘various’ in Germany). In these countries, we speak of neutral sex/gender, in others of neutral
third.

In statistics, the “sex” category is the one that is mostly used. This category is indeed declarative: it reflects most
often the legal sex, but in the case where individuals are asked to fill it in (e.g.: census), there may be very few
discrepancies. Interesting fact: Statistics Canada has recently adapted its categories to take into account gender
identity (i.e. to make trans people visible).

As a result, gender relations in sociology and economics (and in particular inequalities between women and men)
are mainly analyzed quantitatively on the basis of the sex variable. For a brief presentation of this issue in the
French context Grobon and Mourlot 2014, otherwise Amossé and De Peretti 2011. Finally, the definition gender
as a social science concept, one can quote philosopher Elsa Dorlin: “The concept of gender has made it possible
to historicize the identities, the roles and the symbolic attributes of the feminine and the masculine, defining them,
not only as the product of a differentiated socialization of the individuals, specific to each society and variable in
time, but also as the effect of an asymmetrical relation, of a power relation”.

In this sense, the gender relationship can be defined with Joan Scott as follows: “Gender is a primary way of
signifying power relationships. The categories of masculine and feminine, such as “men” and “women’”, therefore
have meaning and existence only in their antagonistic relationship, and not as “identities” or as “essences” taken
separately” (Dorlin 2005).

The 2004 EU Goods and Services Directive, Conseil de I'Union Européenne 2004, aimed to
reduce gender gaps in access to all goods and services, discussed for example by Thiery and
Van Schoubroeck 2006. A special derogation in Article 5(2) allowing insurers to set gender-based
prices for men and women. Indeed, “Member States may decide (...) to allow proportionate
differences in premiums and benefits for individuals where the use of sex is a determining factor
in the assessment of risk, on the basis of relevant and accurate actuarial and statistical data”. In
other words, this clause allowed an exception for insurance companies, provided that they produced
actuarial and statistical data that established that sex was an objective factor in the assessment of
risk. The European Court of Justice canceled this legal exception in 2011, in a ruling discussed at
length by Schmeiser et al. 2014 or Rebert and Van Hoyweghen 2015, for example. This regulation,
which generated a lot of debate in Europe in 2007 and then in 2011, also raised many questions in

Bprofessor at Science-Po Paris
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the United States, several decades earlier, in the late 1970s, with G. D. Martin 1977, Hedges 1977
and Myers 1977. For example, in CLos Angeles, Department of Water and Power vs. Manhart, the
Supreme Court considered a pension system in which female employees made higher contributions
than males for the same monthly benefit because of longer life expectancy. The majority ultimately
determined that the plan violated Title VII of the Civil Rights Act of 1964 because it assumes that
individuals conform to the broader trends associated with their gender. The court suggested such
discrimination is troubling from a civil rights perspective because it does not treat individuals as
such, as opposed to merely group members they belong to. These laws were driven, in part, by
the fact that employment decisions are generally individual: A specific person is hired, fired, or
demoted, based on his or her past or expected contribution to the employer’s mission. In contrast,
stereotyping of individuals based on group characteristics is generally more tolerated in fields such
as insurance, where individualized decision making does not make sense.

2.2.3 Age Discrimination

In the United States, the idea that age can be a ground for discrimination was reflected in the 1967
Age Discrimination in Employment Act, which followed the 1964 Civil Rights Act, which focused
primarily on ethical and racial issues, as shown in the example of Macnicol 2006. In the majority of
cases, age discrimination is considered from an employment perspective, as Duncan and Loretto
2004 or Adams 2004. In terms of insurance, age is considered “less discriminatory” than gender,
as we have seen, because as Macnicol 2006 observes, age is not a club in which one enters at
birth, and it will change with time. We can note for some insurers refusing to discriminate according
to age is an important factor, a form of “raison d’étre” (in the sense given by the 2019 French Pact
law). In France, for example, Mutuelle Générale is committed to strengthening solidarity between
generations. This should be reflected in a rejection of discrimination, segmenting, according to this
criterion.

But just as a distinction exists between biological sex and gender, some suggest distinguishing
between biological age and perceived (or subjective) age, such as Stephan et al. 2015 or Kotter-
Gruhn et al. 2016. Uotinen et al. 2005 showed that this subjective age would be a better predictor
of mortality than biological age. As Beider 1987 points out, it can be argued that if people
do not have a fair chance based on their age, because not everyone ages equally, people die
at different ages. Bidadanure 2017 reminds us that age discrimination is always perceived as
less “preoccupying” than other kinds. The aging process, from birth to adulthood, is correlated
with various developmental and cognitive processes that make it relevant to assign different
responsibilities, consent capacities and autonomy to children, young adults or the elderly. But unlike
sex and race, age is not a discrete and immutable characteristic. As the saying goes, age is not a
club we are born in. We expect to go through the different stages of a life and old age is a club
we know we will most likely be joining one day. Therefore, differential treatment on age does not
necessarily generate inequalities among people over time while differential treatment on ethnicity
and gender does: “a society that relentlessly discriminates against people because of their age
can still treat them equally throughout their lives. Everyone’s turn [to be discriminated against] is
coming” said Gosseries 2014. Citing a decision of the Court of Appeal of 2008, Mercat-Bruns 2020
recalls that “the legislator was careful to make a distinction between age and health, and these two

”»n

grounds cannot be confused by considering that advanced age necessarily implies poor health””.

In automobile insurance, as recalled by Cooper 1990, Liisa 1994 and Clarke et al. 2010, the
increase in the number of claims among the elderly can be explained by a loss of sensory and motor
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acuity, the use of medication (in particular psychotropic drugs), and a decrease in reflexes. But the
elderly also tend to drive less, as pointed out by Fontaine 2003. Figure 2.4 shows the frequency of
accidents and the number of fatalities, per million kilometres driven, for different age groups. The
risk of personal injury (or death) in a car accident increases significantly from age 60 onwards and
continues to increase rapidly with age, as shown by
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Figure 2.4: Number of crashes (left) and number of fatalities (right), per million miles driven, for both
males and females (males in and females in red), by driver age. The reference (0) are men
aged 30-60 years. The number of accidents is three times higher (+200%) for those over 85, and the
number of deaths more than ten times higher (+900%) (source: Li et al. 2003).

But in the majority of countries, the average risk of older people does not appear to be particularly
important (as long as older people are seen as a homogeneous group). The Figure 2.5 shows the
evolution of the (annual) frequency of claims, the average cost of claims, and the average premium
for automobile insurance in Quebec, as an age function of insured (by age group), for collision or
upset coverage.

To go further, Dulisse 1997, Meuleners et al. 2006 and Cheung and McCartt 2011 note that the
share of responsibility in accidents also increases with age, in particular more accidents on the right-
hand side, often reflecting failure to give way. Many countries have raised the question of regulation
in relation to very advanced ages (over 80 years). In terms of disability, insurers are not allowed to
discriminate on the basis of disability if the person is allowed to drive. But for degenerative diseases,
a few laws explicitly prohibit driving, for example for someone with an established disease, such as
Parkison’s disease, Crizzle et al. 2012. The fact that older people are more responsible for accidents
raises many moral questions, as putting oneself at risk as a driver is one thing, but potentially injuring
or killing others is less acceptable.

2.2.4 Weight discrimination

Along with the increase in overweight and obesity rates in the population, there has been a
somewhat counterintuitive increase in prejudice and discrimination against people perceived to be
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Figure 2.5: From left to right, average written premium (Canadian dollars), claims frequency, and
average claims cost (Canadian dollars), by age group (x-axis) and gender (males in and females
in red) in Quebec (source Groupement des Assureurs Automobiles 2021).

fat (Latner and Stunkard 2003, Puhl et al. 2008, Andreyeva et al. 2008, or Sutin and Terracciano
2013). The stereotype “fat is bad” has existed in the medical field for decades, as Nordholm
1980 reminds us. Further study is needed to ascertain how this affects practice. It appears that
obese individuals, as a group, avoid seeking medical care because of their weight. An obstacle
to drawing further conclusions, however, is that most research relies on self-report measures of
varying reliability and validity. It is necessary to go beyond behavioural reports to actual health care
practices.

As claimed by Czerniawski 2007, “with the rise of actuarial science, weight became a criterion
insurance companies used to assess risk. Used originally as a tool to facilitate the standardization
of the medical selection process throughout the life insurance industry, these tables later
operationalized the notion of ideal weight and became recommended guidelines for body weights”.
At the end of the 1950s, 26 insurance companies cooperated to determine the mortality of
policyholders according to their body weight, as shown in Wiehl 1960. The conclusion is clear with
regard to mortality: “Studies bring out the clear-cut disadvantage of overweight-mortality ratios
rising in every instance with increase in degree of overweight”. This is also what was said by Baird
1994, forty years after “obesity is regarded by insurance companies as a substantial risk for both
life and disability policies”. This risk increases proportionally with the degree of obesity (the same
conclusion is found in Lew and Garfinkel 1979 or Must et al. 1999).

Although doctors acknowledge health risks of obesity and perceive many of their patients as
overweight, they do not engage as much as they should, have mixed feelings about how to
manage obese clients and are unlikely to formally refer a client to a weight loss programme. Puhl
and Brownell 2001 notes that only 18% said they would discuss weight management with their
overweight patients, rising to 42% for mildly obese patients. Obesity was shown to be directly and
significantly related to higher health care costs (8% higher), even after controlling age, gender and
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a number of chronic conditions. As shown by Quesenberry et al. 1998, compared with people with
a BMI of 20 —24.9 k:g/mQ, there was a 25-44% increase in annual costs among the moderately and
severely overweight, after adjusting for age and sex. Gibbs 1995 notes that it is common for health
insurance plans to explicitly exclude obesity treatment from their coverage. In 1998, the Internal
Revenue Service excluded weight loss programs from the medical deduction, even when prescribed
by a physician. Yusuf et al. 2005 showed a modest correlation between body mass index (BMI) and
myocardial infarction risk, whereas it was more significant with the waist-to-hip ratio. Although this
measure is highly dependent on gender, it is usable, as the European Commission explicitly states,
“obesity is a risk factor, measured by the ratio of waist to hip circumference, which is different for
women and men”.

2.2.5 Discrimination against smokers

Before mentioning tobacco, let’'s remember that for the International Agency for Research on
Cancer (IARC) there are five main groups of agents: (1) certain carcinogens (plutonium 239,
radium, asbestos, butane, mustard gas, etc), (2A) probably carcinogenic (non-arsenic insecticides,
tanning lamps and tables, domestic combustion of biomass (wood), etc), (2B) possibly carcinogenic
(gasoline, gasoline engine exhaust, etc), (3) unclassifiable (crude oil, printing inks, etc), (4) probably
not carcinogenic. The dangers of tobacco were observed as early as the beginning of the 17th
century, and its carcinogenicity (an factor causing, aggravating or promoting the onset of cancer)
was suspected in the 18th century, before being widely accepted in the mid-19th century. However,
the responsibility of smoking in the onset of cancers (especially lung cancer) was long to establish.
The carcinogenic role of tobacco was also suspected as early as the First World War. Patterson
1987 recalls that as early as 1930, insurers had observed that tobacco was linked to certain
cancers. In particular, Frederick L. Hoffman had started collecting statistics from 1915. Hoffman
1931 stated that “smoking habits unquestionably increase the liability to cancer of the mouth, the
throat, the oesophagus, the larynx and the lungs”, while underlining the incredible heterogeneity of
the “smoker” group (as much on the quantity as on the quality of the product smoked).

For Johnston 1945, “it is clear that smoking is an important cause of mortality”, presenting mortality
tables comparing non-smokers and smokers (moderate and heavy). After World War IlI, Richard
Doll (discussed retrospectively in Doll and A. B. Hill 1964 and then 2004), and then large-scale
studies in the 1950s and 1960s, confirmed many of the links. In 1954, a large prospective study
was launched, the results of which, twenty years later, confirmed the association between chronic
tobacco use and reduced life expectancy. Fisher 1958 and 1959 try to explain it as follows: “there
can therefore be little doubt that the genotype exercises a considerable influence on smoking”, in
other words, smoking would be explained, genetically (Cook 1980 and Stolley 1991 will analyze
the data used by Ronald Fisher and will arrive at rather different conclusions). In the context of
the history of the links between smoking and health, it is important to note that the authors of this
book have not yet published their own studies on the subject. In an actuarial context, Benjamin and
Michaelson 1988 wrote “it seems clear that the heavier mortality resulting from cigarette smoking
has not yet as fully caught up with women as it has with men and as, undoubtedly, it is beginning
to”. As mentioned in the introduction, Miller and Gerstein 1983 evoke the first mortality tables for
smokers.
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2.3 Proxies, spurious correlation and stereotypes

In statistics, as explained by Upton and Cook 2014, a “proxy” (we will also use “substitute variable”)
is a variable which, in a predictive model, replaces a useful but unobservable, unmeasurable
variable, or, in our case, one that cannot be used because it is judged “discriminatory”. And for
a variable to be a good proxy, it must have a good correlation with the interest variable. A relatively
popular example is the fact that in elementary school, shoe size is often a good proxy for reading
ability. In reality, foot size has little to do with cognitive ability, but in children, foot size is highly
correlated with age, which in turn is highly correlated with cognitive ability. As we will see in section
4.4.3, this concept is quite related to notions of causality.

We mentioned earlier economists’ vision on discrimination, such as Gary Becker, and the link with a
form of rationality and efficiency. And indeed, for many authors, what matters is that the association
between variables is strong enough to make up a reliable predictor. For Norman 2003, group
membership provides reliable information on the group, and by extension on any individual who is a
member of it, the systematic use of this information (the generalization and stereotyping discussed
in Schauer 2006 and Puddifoot 2021) can be economically efficient. Taking an ethical counterpoint,
Greenland 2002 reminds us that some information sources should be excluded from our decision
making because they are irrelevant, or non-causal, even though they may provide fairly reliable
information because of their strong correlation with another indicator. The central argument is
that if variables are non-causal, then they lack moral justification. And proxy discrimination raises
complex ethical issues. As Birnbaum 2020 states, “if discriminating intentionally on the basis of
prohibited classes is prohibited - e.g., insurers are prohibited from using race, religion or national
origin as underwriting, tier placement or rating factors - why would practices that have the same
effect be permitted?” In other words, it is not enough to compare paid premiums, but the narrative
process of modelling (i.e. the notions of interpretability and explicability, or the “fable” mentioned
in the introduction) is equally important in judging whether a model is discriminatory or not. And the
difficulty, as Seicshnaydre 2007 said, is that it is not about looking for a proof of a racist intention, or
motivation, but of establishing that an algorithm discriminates according to a prohibited (because
protected) criterion.

2.3.1 Some examples

Obermeyer et al. 2019 reports that in 2019, a large health-care company had used medical
expenses as a proxy for medical condition severity. The use of this proxy resulted in a racially
discriminatory algorithm, because while the medical condition may not be racially discriminatory,
health care spending is (in the U.S. at least). More generally, all sorts of proxies are used, more or
less correlated with the interest variable. For example, a person’s (or household’s) income will be
estimated by income tax, or by living conditions (or the neighborhood where the person lives). The
first version of this paper will speak of “indirect risk factors”. We will return to the importance of
causal graphs for understanding whether one variable causes another, or whether they are simply
correlated, in the section 4.4.

There are also certain quantities that are essential for modelling decision making in an uncertain
context, but that are difficult to measure. This is the case of the abstract concept of “risk aversion”
(widely discussed by Menezes and D. L. Hanson 1970 and Slovic 1987). Hofstede 1995 proposes
an uncertainty avoidance index (UAI), calculated from survey data. The first two studies, Outreville
1990 and 1996, suggested using the education level to assess risk aversion. According to Outreville
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1996, education promotes an understanding of risk and therefore an increase in the demand for
insurance, for example (although an inverse relationship could exist, if one assumes that increased
levels of education are associated with an increase in transferable human capital, which induces
greater risk-taking).

For the record, the BMI index has been used as a proxy for obesity (above a certain threshold),
a variable that is related to certain diseases, such as type 2 diabetes, high blood pressure,
atherosclerosis, dyslipidemia, liver disease or kidney disease. But some insurers have tried to use
other possible proxies collected via health questionnaires, for example by asking “ how long do you
take to eat, on average, at lunch time?”

2.3.2 Statistical discrimination by proxy

Some unprotected variables are highly correlated with protected variables. For example, in France,
48.3% of the working population is female, while 79.5% of the population working part-time is female
(according to Dares 2020). In other words, knowing that someone is working part-time means that
they are four times more likely to be a woman than a man. Using statistics on first names, we know
that (in France) Brigitte is, on average, 62 years old, Jean-Pierre is 69 and Arthur is 15 years old,
while (in the U.S.), Bertha is 70 years old, Donald is 61, and Claire is 17 years old. Espeland and
Stevens 1998 will speak about “comeasures” in the sense that a variable (such as occupation or
first name) is used for other purposes, corresponding to a “transformation of different qualities into
a common metric”.

“Humans think in stories rather than facts, numbers or equations - and the simpler the story, the
better”, said Harari 2018, but for insurers, it is often a mixture of both. For Glenn 2000, like
the Roman god Janus, an insurer’s risk selection process has two sides: the one presented to
regulators and policyholders, and the other presented to underwriters. On the one hand, there is
the face of numbers, statistics and objectivity. On the other, there is the face of stories, character
and subjective judgment. The rhetoric of insurance exclusion - numbers, objectivity and statistics
- forms what Brian Glenn calls “the myth of the actuary”, “a powerful rhetorical situation in which
decisions appear to be based on objectively determined criteria when they are also largely based on
subjective ones” or “the subjective nature of a seemingly objective process”. And for Daston 1992,
this alleged objectivity of the process is false, and dangerous, as also pointed out by Desrosiéres
2016. Glenn 2003 claimed that there are many ways to rate accurately. Insurers can rate risks
in many different ways depending on the stories they tell on which characteristics are important
and which are not. “The fact that the selection of risk factors is subjective and contingent upon
narratives of risk and responsibility has in the past played a far larger role than whether or not
someone with a wood stove is charged higher premiums”. Going further, “virtually every aspect of
the insurance industry is predicated on stories first and then numbers”. We remember Box et al.
2011’s “all models are wrong but some models are useful”, in other words, any model is at best a
useful fable.

Stereotypes and generalization

As Bernstein 2013 reminds us, the word “stereotype” merges a Greek adjective meaning solid,
otepede, with a noun meaning a mold, tuvmog. Combining the two terms, the word refers to a hard
molding, something that can leave a mark, which gave, a printing term, namely the printing form
used for letterpress printing. In 1802, the dictionary of the French Academy, mentions, for the word
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“stereotype”, “a new word which is said of stereotyped books, or printed with solid forms or plates”,
meaning that an image perpetuated without change. The American journalist and public intellectual
Walter Lippmann gave the word its contemporary meaning in Lippmann 1922. For him, it was a
description of how human beings fit “the world outside” into “the pictures in our heads”, which will
form simplified descriptive categories by which we seek to locate others or groups of individuals.
Walter Lippmann tried to explain how images that spontaneously arise in people’s minds become
concrete. Stereotypes, he observed, are “the subtlest and most pervasive of all influences”. A few
years later, he began the first experiments to better understand this concept.

The importance of stereotypes in understanding many decision-making processes will be analyzed in
detail in Kahneman 2011, inspired in large part by Bruner et al. 1957, and more recently, Hamilton
and Gifford 1976 and especially Devine 1989. For Daniel Kahneman, schematically, two types of
mechanisms are used to make a decision. System 1 is used for rapid decision making: it allows us to
recognize people and objects, helps us direct our attention, and encourages us to fear spiders. It is
based on knowledge stored in memory and accessible without intention, and without effort. It can
be contrasted with system 2, which allows decision making in a more complex context, requiring
discipline and sequential thinking. In the first case, our brain uses the stereotypes that govern
representativeness judgments, and uses this heuristic to make decisions. If | cook a fish for some
friends to eat, | open a bottle of white wine. The stereotype “fish goes well with white wine” allows me
to make a decision quickly, without having to think. Stereotypes are statements about a group that
are accepted (at least provisionally) as facts on each member. Whether correct or not, stereotypes
are the basic tool for thinking about categories in System 1. But often, further, more constructed
thinking - corresponding to System 2 - will lead to a better, even optimal decision. Without choosing
just any red wine, perhaps a pinot noir would also be perfectly suited to grilled mullet. As Fricker
2007 asserted, “stereotypes are [only] widely held associations between a given social group and
one or more attributes”. Isn’t this what actuaries do every day?

Generalization and actuarial science

For Schauer 2006, this “generalization” is probably the reason for the actuary’s existence: “To be an
actuary is to be a specialist in generalization, and actuaries engage in a form of decision-making that
is sometimes called actuarial”. This idea can be found in actuarial justice, for example in Harcourt
2008. Schauer 2006 reported that we might be led to believe that it is better to have airline pilots
with good vision than bad ones (this point is also raised in the context of driving, and car insurance,
Owsley and McGwin Jr 2010). This criterion could be used in hiring, and would, of course, make up
a kind of discrimination, distinguishing “good” pilots from “bad” ones, pilots with good vision from
others. Some airlines might impose a maximum age for airline pilots (55 or 60, for example), age
being a reliable, if imperfect, indicator of poor vision (or more generally of poor health, with impaired
hearing or slower reflexes). If we exclude the elderly from being commercial airline pilots we will end
up, ceteris paribus, with a cohort of airline pilots who have better vision, better hearing and faster
reflexes. The explanation given here is clearly causal, and the underlying goals of the discrimination
then seem clearly legitimate, so even the use of age becomes proxy discrimination, in the sense of
Hellman 1998, which Schauer 2017 calls statistical discrimination, for want of testing the health
status of pilots.

For Thiery and Van Schoubroeck 2006 (but also Wortham 1985), lawyers and actuaries have
fundamentally different conceptions of discrimination and segmentation in insurance, one being
individual, the other collective, as stigmatized in the United States by the Manhart and Norris cases
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(Hager and Zimpleman 1982, Bayer 1986). In the Manhart case in 1978, the Court ruled that an
annuity plan in which men and women received equal benefits at retirement, even though women
made larger contributions, was illegal. In 1983, the Supreme Court ruled in the Norris case that
the use of gender-differentiated actuarial factors for benefits in pension plans was illegal because
it fell within the prohibition against discrimination. These two decisions are a legal affirmation that
insurance technique could not always be used as a guarantee to justify differential treatment of
members of certain groups in the context of insurance premium segmentation. Indeed, legally, the
right to equal treatment is one that is granted to a person in his or her capacity as an individual,
not as a member of a racial, sexual, religious or ethnic group. Therefore, an individual cannot be
treated differently because of his or her membership in such a group, particularly one to which
he or she has not chosen to belong. These orders emphasize that individuals cannot be treated
as mere components of a racial, religious, or sexual class, asserting that fairness to individuals
trumps fairness to classes. But this view is fundamentally opposed to the actuarial approach, which
historically analyzes risks and calculates premiums in terms of groups: until recently, actuaries
considered individuals only as members of a group.

The actuarial approach is the one mentioned in the first paragraph. An individual belonging to a
group with a higher statistical risk of survival or death ends up paying a higher premium or receiving
fewer benefits. In automobile insurance, an individual in a group with a higher statistical risk of
accident must pay higher premiums In the case of car insurance, an individual belonging to a group
with a higher statistical risk of accident has to pay higher premiums, Brilmayer et al. 1983 recalled
thatitis the differences between the probabilities of having an accident according to gender (and not
individual differences) that are taken into account to justify the difference in premiums, to explain
the difference in benefits, or to base a selection mechanism. Insurance classification systems are
based on the assumption that individuals meet the average characteristics, stereotyped as we say,
of a group to which they belong. Insurers argue that current statistics indicate that, on average, more
women than men drive without an accident and that, as a result, the average woman has a lower
loss expectancy than the average man. Based on this data, women have to pay a lower premium
than men. Insurance companies aim to preserve equality between groups, not individuals, and the
reasons why insurers think in terms of the average woman and the average man.

An fundamental foundation of insurance is the idea of risk pooling, that is, the formation of groups.
Risk in insurance cannot be considered without this notion of mutualization, and this is the major
difference with financial mathematics, where there is a fundamental value of a risk (in a market).
Mutualization is intrinsic to the segmentation of insurance risks, and imposes a form of solidarity
within the group, since all the premiums of a group must be statistically entirely compensated by all
the reimbursements of this same group. The insurer then imposes solidarity between policyholders
who have the same risk profile (with a comparable probability of loss and size of loss). This is known
as “pure luck solidarity” (Barry 2020). Without segmentation, or if the groups are not composed of
members with a comparable risk profile, we will observe a phenomenon of subsidizing solidarity, in
the sense that a person with a certain risk profile pays for the amount of the loss of persons with a
higher loss expectancy.

We find again the opposition (using the terminology of Hume 1739) between is and ought, between
what is and what ought to be, between the statistical norm of the actuary and the norm of the
legislator, which we mentioned in the introduction. From an empirical, descriptive point of view, to
be within the norm means nothing more than to be within the average, not to be too far removed from
this average. We can then define the norm as the frequency of what occurs most often, as the most
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frequently encountered attitude or the most regularly manifested preference. But this normality is
not normativity, and “to be in the norm”, to be exemplary, then comes under a different dimension,
which this time is no longer linked to a description of reality but to an identification of what it must
tend towards. Therefore, we move from the register of being to that of ought-to-be, fromis to ought. It
is indeed difficult to envisage the model (or normality) without slipping towards this second meaning
that can be found in the concept of norm, and which deploys a dimension that is properly normative.
This vision leads to a confusion between norms and laws, even if all normativity is not expressed in
the form of laws. Therefore, David Hume notes that, in all moral systems, the authors move from
statements of fact, i.e. enunciative statements of the type “there is”, to propositions that include
a normative expression, such as “it is necessary”, “we must”. What he contests is the passage
from one type of assertion to another: for him, these are two types of statements that have nothing
to do with one another, and therefore that cannot be logically linked to each other, in particular
from an empirical norm to a normative rule. For Hume, a non-normative statement cannot give
rise to a normative conclusion. This assertion of David Hume has triggered many comments and
interpretations, in particular because stated as it is, it seems to be an obstacle to any attempt at
naturalizing morality (as detailed in Maclntyre 1969 or Rescher 2013). In this sense, we find the
strong distinction between the norm in regularity (normality) and the rule (normativity).

The principle of equality of human beings, recognized as a fundamental right, imposes the
corresponding obligation not to discriminate. Therefore, to try to define discrimination is to try
to specify what this principle of equality of all people means in concrete terms. Discrimination
is defined as unequal and unfavorable treatment applied to certain people because of a criterion
prohibited by law (i.e. race, origin, sex, etc.). According to article 225-1 of the Penal Code, “any
distinction made between individuals on the basis of their origin, their gender, ... constitutes
discrimination”. In the United States, the Prohibit Auto Insurance Discrimination Act (PAID),
introduced in July 2019 in Congress, prohibits an automobile insurer from taking certain factors into
account when determining the insurance premium or its eligibility. More explicitly, these prohibited
factors include a driver’'s gender, employment status, zip code, census tract, marital status, and
credit score.

Epstein and King 2002 points out that, unlike traditional statistical models, an artificial intelligence
algorithm does not do this by relying on a human’s initial intuition about the causal explanations
for the statistical relationships between the input data and the target variable. Instead, Als use
training data to discover on their own which features can be used to predict the target variable.
Although this process completely ignores causality, it inevitably leads Als to “seek out” proxies for
directly predictive features when data on those features are not made available to the Al due to
legal prohibitions Mittelstadt et al. 2016. As pointed out by Barocas and Selbst 2016, “therefore, a
data mining model with a large number of variables will determine the extent to which membership
in a protected class is relevant to the sought-after trait whether or not that information is an input”.

2.3.3 Massive data and proxy

The mutualization of individual risks is the founding principle of the insurance business. It consists,
for a group of economic agents, in pooling a certain fraction of their resources to compensate
the members of the group who suffer damage, as recalled by Henriet and Rochet 1987. In
the early forms of insurance activity, this principle implied equal participation by each member
of the community, or possibly participation proportional to individual resources, but certainly not
participation proportional to individual risks. As competition in the insurance markets of several
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countries (especially in motor insurance) has become more and more active, a new trend has
emerged: personalization of premiums. This antagonistic vision of mutualization considers that
each insured should pay a premium proportional to his individual risk. Many insurers are strongly
opposed to this trend towards personalization, some even rejecting the concept of “measurable
individual risk” as statistical nonsense. However, personalization is also defended by others for
equity reasons (each member participates proportionally to the burden he or she imposes on the
community) and can even be reconciled with mutualization: if the marketis large enough, individuals
can be grouped into a very large number of mutual funds, each being homogeneous from the risk
point of view. And the arrival of massive data and the use of machine learning techniques in the
insurance world would seem to make this personalization possible, as Barry and Charpentier 2020
notes, with the hypothetical prospect of a “pool of one risk”, as stated by McFall, Meyers, et al.
2020.

Automobile insurance covers risks that are linked to the habits and behaviours of the driver, as
Landes 2015 reminds us. Fire insurance compensates for risks that arise as a result of carelessness
(regarding electrical appliances or furnaces). Home theft insurance covers risks that can usually be
avoided with proper care (extra door locks, camera surveillance system, watch dogs, alarm, etc.).
And actuaries are trying to capture this information, enriching their data. For Daniels 1990, we have
morally to make sure that premiums reflect the risks of the insured.

And in the context of risk personalization, the idea that insurance products must first and foremost
be “fair” to the insured is increasingly expressed by commentators, as discussed by Meyers and Van
Hoyweghen 2018. Yet for McFall 2019, if individual behaviour rather than group membership were
to become the basis for risk assessment, the social, economic, and political consequences would
be considerable. It would disrupt the distributive and supportive character that is expressed in all
health insurance plans, even those nominally designated as private or commercial. Personalized
risk pricing is at odds with the infrastructure that currently defines, regulates and delivers health
insurance. Going further, Van Lancker 2020 sees the widespread use of digital technology as
changing the organization of the postwar welfare state in ways that affect its potential to ensure
a decent standard of living for all. Moor and Lury 2018 explores how pricing has historically been
implicated in the constitution of people and how the ability to “personalize” pricing reconfigures
the ability of markets to discriminate. For many recent pricing techniques make it more difficult for
consumers to identify themselves as part of a recognized group. She spoke of this when she wrote
“now, with the evolution of data science and network computers, insurance is facing fundamental
change. With ever more information available (...) insurers will increasingly calculate risk for the
individual and free themselves from the generalities of the larger pool”.

And while big data may present a danger, insurers like to create synthetic scores. Beniger 2009
points out that the volume of data is drastically reduced, with a single variable seemingly containing
all the information related to all kinds of risks for a given individual. In automobile insurance, the
vehicle may be associated with dozens of variables (make, model, maximum speed, weight, fuel,
colour, number of seats, presence of safety features, Argus value, etc.) but most insurers have a
“vehiculier” that summarizes all the information related to the vehicle in about ten classes. In home
insurance, the address of the dwelling, which can be associated with dozens of variables (flood zone,
distance to the nearest fire station, building materials, etc.), is associated with a “zonier” made up
of a few classes.

Prince and Schwarcz 2019 spoke of “discrimination by proxy” to describe this incidental impact.
Proxy discrimination occurs when a facially neutral feature is used as a substitute - or proxy
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- for a prohibited feature. Austin 1983, quoting Works 1977, claimed that “although the core
concern of the underwriter is the human characteristics of the risk, cheap screening indicators
are adopted as surrogates for solid information about the attitudes and values of the prospective
insured”. The invitations to underwriters to introduce prejudgments and biases and to indulge
amateur psychological stereotypes are apparent. Even generalized underwriting texts include
occupational, ethnic, racial, geographic, and cultural characterizations certain to give offence if
publicly stated. Therefore, Prince and Schwarcz 2019 considers three types of proxy discrimination:
causal proxy discrimination, opaque proxy discrimination, and indirect proxy discrimination. Opaque
proxy discrimination occurs when one is unable to formally establish a causal link between the
sensitive variable p and the target variable y. In the genetic context, even for many pathogenic
genetic variants, it is often not known why a particular sequence of a gene leads to increased risk.
In both causal and opaque proxy discrimination, prohibited characteristics are “directly predictive”
of legitimate outcomes of interest. In indirect proxy discrimination, a variable x has significant
predictive power simply because it is correlated with the target variable y, and the true causal
variable is not present in the database. A typical example is that in school, shoe size is indirectly
predictive of the number of spelling mistakes in a dictation.

This unintended discrimination by proxy by Als cannot be avoided simply by depriving the Al of
information about the membership of individuals in legally suspect classes or obvious proxies for
such group membership. However, the exclusion of the forbidden input alone may not be enough
when there are other characteristics that are correlated with the forbidden input-an issue that is
exacerbated in the context of big data. Bornstein 2018 discusses the “stereotype theory of liability”,
see also Selbst and Barocas 2018.

2.3.4 The first and last name as proxy

As Bosmajian 1974 states, “an individual has no definition, no validity for himself, without a name.
His name is his badge of individuality, the means whereby he identifies himself and enters upon a
truly subjective existence”. Names are often the first information people have in a social interaction.
Sometimes we know individuals by name even before we meet them in person, as Erwin 1995
reminds us. First and last names can carry a lot of information, as shown by Hargreaves et al.
1983, Dinur et al. 1996 or Daniel and Daniel 1998. To quote Young et al. 1993, “the name Bertha
might be judged as belonging to an older Caucasian women of lower-middle class social status, with
attitudes common to those of an older generation (--+) a person with a name such as Fred, Frank,
Edith, or Norma is likely to be judged, at least in the absence of other information, to be either less
intelligent, less popular, or less creative than would a person with a name such as Kevin, Patrick,
Michelle, or Jennifer”.

In the course of testing operations, three profiles are mentioned: the first corresponds to the
candidate whose name and surname are North African-sounding (for example, Abdallah Kaidi,
Soufiane Aazouz or Medji Ben Chargui), the second corresponds to the candidate whose first name
is French-sounding and whose surname is North African-sounding (for example, Francois El Hadj,
Olivier Ait Ourab or Nicolas Mekhloufi), and finally the one whose first name and last name are
French sounding (for example Julien Dubois, Bruno Martin or Thomas Lecomte). Amadieu 2008
mentions that the first names (male) Sébastien, Mohammed and Charles-Henri are used for tests.
The Table 2.4 shows the main first names on three generations of immigrants. For the first names
in France, Coulmont 2011 goes back to the information from the first name.
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immigrants children of immigrants  grandchildren of immigrants
Southern men José, Antonio, Manuel Jean, David, Alexandre Thomas, Lucas, Enzo
Europe  women Maria, Marie, Ana Marie, Sandrine, Sandra Laura, Léa, Camille
Maghreb men Mohamed, Ahmed, Rachid Mohamed, Karim, Mehdi Yanis, Nicolas, Mehdi
women Fatima, Fatiha, Khaduja Sarah, Nadia, Myriam Sarah, Ines, Lina

Table 2.4: Top 3 first names by sex and generations in France, according to the origin (Southern
Europe or Maghreb) of grandparents, Coulmont and Simon 2019.

1

r—[ The first name as proxy, by Baptiste Coulmont®* J

As early as the 1930s, historians such as Marc Bloch in France felt that first names could be used for historical
research. “The very choice of baptismal names, their nature, relative frequency, are all traits which, when properly
interpreted, reveal currents of thought or feeling”, Bloch 1932. The first name of a person is indeed on the one
hand the intimate choice of the parental couple (and their close relations), and on the other hand an information
very often present in population registers. This connection between the private and the public spheres makes it
possible to conceive the first name as a gateway to the study of a group’s culture, because it says things about
the givers of first names and the bearers of first names. What does it say? Marc Bloch is careful enough to insist
on the necessity of a “proper interpretation”. With the gender of the first name and the sex of the civil status, the
associations are strong enough to guide the interpretation: if epicene first names exist, they name only a small part
of the population. And it is even possible, for a large number of first names, from this simple first name, to infer with
great certainty the gender of the person who bears it. This is how, after a time when it was forbidden to use married
people’s sex, it was possible to reconstitute the missing information, Carrasco 2007. The fashion phenomena
around first names, visible with the craze then the disappearance during the years, make it possible to estimate
the “average age” of the carriers of first name. Today, in France, Nathalie’s are older than Emma’s. But this does
not make the first name a transparent signal of a person’s age. An interesting survey, which asked participants
to estimate a person’s age from their first name, indicates that “the perceived age of a first name corresponds
only weakly with the true average year of birth of people with that name”. Interpretation must be undertaken
with caution when the study focuses on other characteristics of first names. Parents in different locations in the
social circles choose different first names, Besnard and Grange 1993. The frequency of the first names therefore
varies with the social environment. Today, the Anouk, Adéle or Joséphine taken as a group have parents with more
education than the Anissa, Mégane or Deborah. But this relationship will depend on time, as some of the first
names spread - following fashion - from one environment to another. Finally, when the characteristics associated
with first names are linked to fluid, contextual identities, or assigned administratively from outside, it is the addition
of other variables that gives meaning to first names. Many studies (Tzioumis 2018 or Mazieres and Roth 2018)
seek to exploit the information on ethnic, national or geographical origin contained in the names and surnames,
but they need, to start the investigation, a link between the first name and the variable studied. Directories from
different countries, for example. The generalization of correlations between origin and first name to other countries
or other populations must be done with caution.

Similarly, in “are Emily and Greg more employable than Lakisha and Jamal ?”, Bertrand and
Mullainathan 2004 randomly assigned African-American or white-sounding names in resumes to

manipulate the perception of race. “White names” received 50% more callbacks for interviews.

Voicu 2018 presents the BIFSG (“Bayesian Improved First Name Surname Geocoding”) model
to use first name to improve the classification of race and ethnicity in a mortgage lending
context, drawing on Coldman et al. 1988, Fiscella and Fremont 2006 and Analyzing data from the
German Socio-Economic Panel, Tuppat and Gerhards 2021 shows that immigrants with first names

considered uncommon in the host country disproportionately complain of discrimination. And if
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name is a marker indicating ethnicity, more highly educated immigrants more frequently report that
they perceive discrimination in the host country than less educated immigrants (“discrimination
paradox”). Rubinstein and Brenner 2014 shows that the Israeli labor market discriminates on the
basis of perceived ethnicity (between Sephardic and Ashkenazi-sounding surnames). Carpusor and
Loges 2006 analyzes the impact of first and last names on the rental market, while Sweeney 2013
analyzes their impact on online advertising.

2.3.5 The face as proxy

More than a century ago, first Lombroso 1876, and then Bertillon and Chervin 1909, laid
the foundations of phrenology and the “born criminal” theory, which assumes that physical
characteristics are correlated with psychological traits and criminal inclinations. The idea was to
build classifications of human types on the basis of morphological characteristics, in order to explain
and predict differences in morals and behaviour. One could speak of the invention of a “délit de
faciés” (prima facie). We can also mention “ugly laws”, in the sense of Schweik 2009, taking up
a term used by Burgdorf and Burgdorf Jr 1974 to describe laws in force in several cities in the
United States until the 1920s, but some of which lasted until 1974. These laws allowed people
with “unsightly” marks and scars on their bodies to be banned from public places, especially parks.

These debates are resurfacing as the number of applications of facial recognition technology
increases, thanks to improvements in the quality of the images, the algorithms used, and the
processing power of computers. The potential of these facial recognition tools to perform health
assessment is demonstrated in Boczar et al. 2021. Historically, Anguraj and Padma 2012 had
proposed a diagnostic tool for facial paralysis, and recently, Hong et al. 2021 uses the fact that
many genetic syndromes have facial dysmorphism or and facial gestures that can be used as a
diagnostic tool to recognize a syndrome.

Figure 2.6: Faces generated by Karras et al. 2020,
via https://nvlabs-fi-cdn.nvidia.com/stylegan2-ada-pytorch/images/.

More generally, beyond medical considerations, Wolffhechel et al. 2014 reminds us that several
personality traits can be read from a face, and that facial features influence first impressions. That
said, the prediction model considered fails to reliably predict personality traits from facial features.
However, recent technical developments, accompanied by the development of large image banks,
have made it possible, as claimed by Kachur et al. 2020, to predict multidimensional personality
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profiles from static facial images, using neural networks trained on large labeled data sets. About
ten years ago, Cao et al. 2011 proposed to predict the gender of a person from facial images (Rattani
et al. 2017 or Rattani et al. 2018), and recently Kosinski 2021 used a facial recognition algorithm
to predict political orientation (in a binary context, opposing liberals and conservatives, in the spirit
of Rule and Ambady 2010). Wang and Kosinski 2018 proposed to use these algorithms to predict
sexual orientation (see also Leuner 2019).

In Shikhare 2021, the idea of using a facial score model for life insurance underwriting was evoked
(in connection with the concept of AUW - accelerated underwriting), with images like in Figure 2.6.
The idea is to look for “abnormal characteristics” likelu related to a particular condition (Down'’s
syndrome, Cornelia de Lange, Cushing’s, acromegaly, etc.), including abnormal skin color to detect
bronchial asthma or hepatitis, or to infer gender, as mentioned in Shikhare 2021.

2.3.6 The voice as a proxy

The voice is an important element, often very subjective during meetings with agents, in person,
but today it is analyzed by algorithms, in particular when an insurer uses conversational robots (we
will sometimes speak of a “chat bot”), as analyzed by Hunt 2016, Koetter et al. 2019, Nuruzzaman
and Hussain 2020, Oza et al. 2020 or Rodriguez Cardona et al. 2021. We can note, in France, the
experience of the virtual assistant launched by Axa Legal Protection, called Maxime, described by
Chardenon 2019.

In the Fall of 2020, in France, a law proposal repressing discrimination based on accent was
presented to the parliament, as reported by Le Monde 2021. Linguists would speak of phonostyle
discrimination, as in Léon 1993, or of “diastratic variation”, with differences between usages by
gender, age and social background (in the broad sense), in Gadet 2007, or of “glottophobia”, a
term introduced by Blanchet 2017. Glottophobia can be defined as “contempt, hatred, aggression,
rejection, exclusion, negative discrimination actually or allegedly based on the fact of considering
incorrect, inferior, bad certain linguistic forms (perceived as languages, dialects or uses of
languages) used by these people, in general by focusing on the linguistic forms (and without always
being fully aware of the extent of the effects produced on the people)”. ”. If Van Parijs 2002 is
mainly interested in people discriminated against because French is not their mother tongue (“the
mother tongue, in this perspective, is as illegitimate a basis for discrimination as race, gender or
faith”), Blanchet 2017 emphasizes above all cultural differences (the lengthening of vowels, the
distribution of pauses, the rate of speech, the accentuation of certain syllables, the richness of
vocabulary, etc.). One can think of the “suburban accents” as Fagyal 2010 called them.

Blodgett and O’Connor 2017 has highlighted an important frontier in algorithmic fairness: the
disparity in the quality of natural language processing algorithms when applied to the language
of authors from different social groups. For example, current systems sometimes analyze the
language of women and minorities more poorly than the language of whites and men. Finally,
it is worth noting that in Canada, the expression “speak white” was a racist slur used by English
speakers to characterize those who did not speak English in public places. Historically, this is what
was said to Liberal Party MP Henri Bourassa in 1889 when he attempted to speak French during
debates in the Canadian House of Commons. As Michéle Lalonde, author of the 1968 poem “Speak
White” (reported by Dostie 1974) puts it, “Speak White is the protest of white Negroes in America.
Language here is the equivalent of colour for the American Negro. The French language is our black
colour”.
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For Squires and Chadwick 2006, “linguistic profiling”, i.e. the identification of a person’s race from
the sound of their voice and the use of this information to discriminate on the basis of race, has
been documented in the home rental market, and Squires and Chadwick 2006 analyse its impact
in the home insurance sector. Based on an analysis of paired tests conducted by fair housing
organisations, they show that home insurance agents are generally able to detect the race of a
person who contacts them by phone and that this information affects the services provided to
people inquiring about purchasing a home insurance policy. Finally, as an anecdote, Durry 2001
reports thatin 1982 an insurance company was sued for refusing to provide car insurance to people
who could not read or write. On the legal basis that “everything that is not [explicitly] prohibited is
permitted” (mentioned in the introduction), the court ruled that the insurance company could not
be held liable. (However, the chosen criterion arguably led to the elimination of foreigners more
often than French citizens, Durry 2001 pointed out. More recently, to return to our introductory
discussion, the chat bot has shown itself capable of reproducing discrimination, mostly in relation
to the speaker’s gender, as explained by Feine et al. 2019, Aran et al. 2019, McDonnell and Baxter
2019 or Maedche 2020, but also be clearly racist, as shown by Schlesinger et al. 2018. One should
then be careful when using voice in a “black box” algorithm.

2.3.7 The geographical address as a proxy

Historically, the address was used to associate an insured with a urban area. On Figure 2.7 we can
visualize, by IRIS zone25, the median income (per household) of the neighborhood, the proportion
of people over 65 years old, the rate of dwellings of less than 40 m? and of more than 100 m?. We
could have statistics, by IRIS, on the dilapidation of buildings, the burglary rate, etc. But it is now
possible to leave a rough and imprecise redlining by using satellite imagery, or Google Street View
(in some cities), as in Figure 2.8.

Initially, Jean et al. 2016 had noted that at a fairly coarse level, night lighting was a rough indicator of
economic wealth. Indeed, world nighttime maps show that many developing countries are poorly lit.
Jean et al. 2016 combined nighttime maps with high-resolution daytime satellite imagery, and the
combined images allowed - “with a bit of machine-learning wizardry” - to obtain accurate estimates
of household consumption and assets (two quantities often difficult to measure in poorer countries).
Subsequently, Seresinhe et al. 2017 suggested to estimate the amount of green space in different
locations based on satellite images. Taking this a step further, Gebru et al. 2017 claimed to be
able to quantify socioeconomic attributes such as income, ethnicity, education, and voting patterns
from cars detected in Google Street View images. For example, in the United States, if the number
of Sedans in a neighbourhood is greater than the number of pickup trucks, that neighbourhood is
likely to vote Democrat in the next presidential election (88% chance); otherwise, the city is likely to
vote Republican (82% chance).

As Law et al. 2019 puts it, when an individual buys a home, they are simultaneously buying its
structural characteristics, its accessibility to work, and the neighbourhood’s amenities. Some
amenities, such as air quality, are measurable, while others, such as the prestige or visual
impression of a neighbourhood, are difficult to quantify. Rundle et al. 2011 notes that Google Street
View provides a sense of neighbourhood safety (related to traffic safety), if looking for crosswalks,
the presence of parks and green spaces, etc. Using street and satellite image data, Law et al. 2019

BIRIS = lits Regroupés pour I'Information Statistique, a division of the French territory into grids of homogeneous size,
with a reference size of 2,000 inhabitants per elementary grid. France has 16,100 IRIS, including 650 in the overseas
departments, and Paris (intra muros) has 992 IRIS.
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Figure 2.7: Median income per household, proportion of elderly people, proportion of dwellings
according to their size, by neighborhood (IRIS), in Paris. This statistical information on the
neighborhood (and not the insured) can be used to rate a home insurance policy, for example (source:
author).

Figure 2.8: Examples of images associated with housing, with street photos on the left, with Google
Street View (project launched in 2007), and aerial imagery, with Google Earth (project launched in
2001), on the right.

shows that it is impossible to capture these un-quantifiable features and improve the estimation of
housing prices, in London, U.K. A neural network, with input from traditional housing characteristics
such as age, size and accessibility, as well as visual features from Google Street View and aerial
images, is trained to estimate house prices. It is also possible to infer some possibly sensitive
personal information, such as a possible disability with the presence of a ramp for the house (the
methodology is detailed in Hara, Sun, Moore, et al. 2014), or sexual orientation with the presence of
a rainbow flag in the window, or political with a Confederate flag (as mentioned in Mas 2020). llic et
al. 2019 also evokes this “deep mapping” of environmental attributes. A Siamese Convolutional
Neural Network (SCNN), trained on temporal sequences of Google Street View (GSV) images is
trained. The evolution over time confirms some urban areas known to be undergoing gentrification,
while revealing areas undergoing gentrification that were previously unknown. Finally, Kita and
Kidzinski 2019 discusses possible direct applications in insurance.
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300-619 620-659 660-699 700-759 760-850
Total credit amount | $283,319 $251,617 $245,508 $239,479 $233,532
Rates 4.8% 3.8% 3.6% 3.4% 3.2%
Amount of insurance | $2580 $2400 $2150 $2000 $1500

Table 2.5: Top, amount of a 30-year credit, for an amount of $150,000, according to the credit score
(with 5 categories, going from the most risky on the left to the least risky on the right), with the average
rate proposed. Below, insurance premium charged to a 30 year old driver, with no convictions, driving
an average car, 12,000 miles per year, in the city, based on the same credit score categories (source:
InCharge Debt Solutions).

2.3.8 Credit score as a proxy

Credit scores are an important piece of individual information in the United States or Canada, widely
used in many lines of insurance, not just loan insurance. As noted, a (negative) credit event, such
as a default (or late) payment on a mortgage, or a bankruptcy, can impact an individual for a
considerable period of time. These credit scores are numbers that represent an assessment of a
person’s creditworthiness, or the likelihood that he or she will pay back their debts. But increasingly,
these scores are being used in quite different contexts, such as insurance. Guseva and Rona-Tas
2001 recalls that in North America, Experian, Equifax and TransUnion keep records of a person’s
borrowing and repayment activities. And FICO (Fair Isaac Corporation) has developed a formula
(not known) that calculates, based on these records, a score, based on debt and available credit,
income, or rather their variations (along with payment history, number of recent credit applications
and negative events - such as bankruptcy or foreclosure - as well as changes in income due to
changes in employment or family situation). The FICO score starts at 300 and goes up to 850, with
a poor score below 600, and an “exceptional” score above 800. The average score is around 711.
This score, created for banking institutions, is now used in pre-employment screening, as Bartik
and Nelson 2016 reminds us. For O’Neil 2016, this use of credit scores in hiring and promotion
creates a dangerous vicious cycle in terms of poverty. The Credit-Based Insurance Scores cannot
use any personal information to determine the score, other than that on the credit report, specifically
race and ethnicity, religion, gender, marital status, age, employment history, occupation, place of
residence, child/family support obligations or rental agreements. On the Table?® 2.5, we can see
the evolution of the proposed credit rate according to the credit score, over 30 years, for a “good
risk” (3.2%) and a “bad risk” (4.8%), with the total amount of credit (a “bad risk” will have an extra
cost of 20%), and on an insurance premium, for the same profile, a “bad risk” having an extra
premium of about 70%.

As noted by Lauer 2017, credit institutions have long compiled data on individuals’ financial
histories, such as timeliness of loan repayment’s, total amount borrowed, frequency of applying for
new loans, among others. Insurers quickly realized that this information was highly predictive of all
kinds of risks. As early as the 1970s, companies in the United States were required by law to notify
people when credit reports resulted in adverse actions, such as an increase in insurance premium or
credit. Decades later, this rule let people know that credit scores were causing their auto insurance
rates to suddenly rise. For Kiviat 2019, it is only recently that it has become clear how important
credit score is in insurance product pricing, especially in auto insurance. Miller et al. 2003 illustrate

26Via https://www.incharge.org/debt-relief/credit-counseling/credit-score-and-credit-report/.
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credit reports contain a wide variety of credit information on an individual consumer. In addition
to information that identifies a particular person, the report contains data on credit card and loan
balances, types of credit, the status of each account, judgments, liens, collections, bankruptcies
and credit inquiries.

These credit scores have long been used by lending institutions to predict the risk associated
with repaying a loan or meeting another financial responsibility. Insurance score modellers have
begun to combine and weight selected credit attributes to develop a single insurance score. These
“insurance scores” are added as a risk factor to create risk classification schemes in order to obtain
more accurate results. Although both the credit score and the insurance score are derived from a
person’s credit report, the two scores are different. There is no reason to believe that a credit
score measuring the likelihood of loan repayment will be based on the same attributes (or that each
attribute will be given the same weight) as those used to calculate an insurance score, and vice
versa. Unfortunately, some in the insurance industry have come to call credit-based insurance
scores simply “credit score”. This abuse of language may have led some to conclude that the
advantages and disadvantages of using credit scores in the lending industry are directly related to
the advantages and disadvantages of insurance. It may also have led some to attempt to apply
the results of studies of credit scores by lending institutions to the use of insurance scores by
insurers. Morris et al. 2017 points out that credit-based insurance scores are perhaps the most
important example of insured’s characteristics that is regulated because it may yield potentially
suspect classifications. Any correlation between insurance scores and race or income is potentially
troubling. First, insurance scoring can have a disparate impact on racial minorities racial minorities
and low-income households, causing members of these groups to pay higher premiums on average.
Creditinformation, for example, has been used for auto and home insurance underwriting for several
years, despite its potential for proxy discrimination (as classified by Kiviat 2019 and Prince and
Schwarcz 2019).

In particular, Brockett and Golden 2007 questioned the use of credit scores to price insurance
contracts. As noted by Kiviat 2019, inspired by Morris et al. 2017, policyholder income, in particular,
could be predictive of future insurance claims if low-income policyholders are more likely to file
claims even when losses are only slightly above their deductible. Some insurers may not even
be aware that there is a correlation between the proxy variable (credit scores) and the suspect
variable (race and income). Even if insurers are aware of this correlation, they may not believe that
this correlation helps explain the power of credit information to predict claims. Instead, they may
believe, as in fact much available evidence indicates, that credit information is predictive of claims
because it measures policyholder care levels. Some insurers, such as Root Insurance explain that
they refuse to use these credit scores because they consider them discriminatory: “for decades, the
car insurance industry has used credit score as a major factor in calculating rates. By basing rates
on demographic factors like occupation, education, and credit score, the traditional car insurance
industry has long relied on unfair, discriminatory biases in its pricing practices. These practices
unfairly penalize historically under-resourced communities, immigrants, and those struggling to pay
large medical expenses”.

2.3.9 Networks as proxy

Boyd et al. 2014 asserted that there is a new kind of discrimination associated not with personal
characteristics (like those discussed in the previous section) but with personal networks. Beyond
their personal characteristics (such as race or gender), an important source of information is “who

70



they know”. In the context of usage-based auto insurance, the nuance is that personal networks
are not those represented by driving behavior (strictly speaking), but those defined by the places to
which people physically go.

In many countries, when it comes to employment, most companies are required to respect equal
opportunity: discrimination on the basis of race, gender, beliefs, religion, color, and national origin is
prohibited. Additional regulations prohibit many employers from discriminating on the basis of age,
disability, genetic information, military history and sexual orientation. However, nothing prevents
an employer from discriminating based on a person’s personal network. And increasingly, as Boyd
et al. 2014 reminds us, technical decision-making tools are providing new mechanisms by which
this can happen. Some employers use Linkedln (and other social networking sites) to determine a
candidate’s “cultural fit” for hire, including whether or not a candidate knows people already known
to the company. While hiring on the basis of personal relationships is by no means new, it takes
on new meaning when it becomes automated and occurs on a large scale. Algorithms that identify
our networks, or predict our behaviour based on them, offer new opportunities for discrimination
and unfair treatment. In recent years27 several organizations have proposed to use information
about our “friends” in order to learn more about us, following an homophily principle (in the sense
of Miller et al. 2001), because as popular saying goes, “birds of a feather flock together”. Therefore
Bhattacharya 2015 noted that “you apply for a loan and your would-be lender somehow examines
the credit ratings of your Facebook friends. If the average credit rating of these members is at least
a minimum credit score, the lender continues to process the loan application. Otherwise, the loan
application is rejected”.

2.4 To take it a step further

2.4.1 Proving Discrimination

As noted by Parquet and Petit 2021, in France, at the end of the 2010s, “testing” (according to the
terminology used) is at the heart of the public policy system for fighting discrimination?®. However,
this testing covers a large number of procedures. So-called “legal testing”, which has been practised
in France since the 1990s by various organisms, consists of a series of trap operations aimed at
catching discriminating establishments, such as nightclubs or real estate agencies, and having them
convicted in court. This practice was validated by the June 11, 2002 decision of the Paris Court of
Appeals (01-85.560). There is also so-called “scientific testing”, based on experiments launched
in 1967 in Great Britain, and called “practice testing” or “situation testing” (see Riach and J. Rich
1991), aimed at comparing the chances of success of three fictional individuals, British citizens
originating from Hungary, the Caribbean and England in the fields of employment, housing, and
insurance, as recalled by Héran 2010. Smith 1977 also mentions a protocol used in 1974, based
on a random selection of job offers and sending identical written applications. In the United States
at the same time, Fix and Turner 1998 Blank et al. 2004 mention affirmative action (peer-testing).
The so-called scientific-testing relies on strict, demanding and often expensive protocols.

The typical approach to testing discrimination in employment has three components: the protocol

?"French poet Paul Verlaine warned us: “il ne faut jamais juger les gens sur leurs fréquentations. Tenez, Judas, par
exemple, il avait des amis irréprochables” (you should never judge people by who they associate with. Take Judas, for
example, he had friends who were beyond reproach).

*Even if older examples can be found, for instance in 1939, when French Caribbean students tried to prove that a
dancing-bar in Paris was discriminating against them. They were inspired by a procedure used in the 20’s, again El Gardn.
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design, the random dimension and the data construction. In this context, the first step aims at
identifying and creating the standard profile of candidates, which will then serve as a basis (by
modifying a single characteristic). The random component consists in adding a little noise, to control,
so as not to have job applicants who look alike. These procedures make it possible to neutralize
selection bias and the usually unobserved heterogeneity, as noted by Heckman 1992, since the
counterfactual is constructed from scratch: the fictional candidates are created in such a way as to
be perfect replicas with the exception of the characteristic whose effect we wish to test. That said,
this is often done with a third variable, seeking to test discrimination by gender or race, often the
name and surname of the candidate (as mentioned by Baptiste Coulmont on page 64), the place
of residence (with a “priority district of the city policy”, in Bunel et al. 2016, in France) or by another
supposedly strong signal (like Ahmed et al. 2013 that mentioned voluntary work in a gay-lesbian
organization to test discrimination according to sexual preferences, while Valfort 2017 used the
languages spoken to indicate a religion).

From an ethical point of view, there is a major issue, arising from the right to fairness and
transparency, associated with the right to information of individuals. According to this principle, the
experimenter would have to provide full information in clear terms about the treatment, which would
undermine the very idea of testing. Proving discrimination is a complex exercise. A series of three
tests led to quantify discrimination in access to banking and insurance in France is presented in
I'Horty et al. 2019. However as noted by Barnard and Hepple 1999 or Ellis and Watson 2012, finding
statistics to prove that there is discrimination is complex: “in order to be reliable sophisticated
statistical techniques are required which lie beyond the resources of parties in individual legal suits”
affirmed Browne 1993. Statistics on sensitive issues, for example in relation to disability, sexual
orientation or ethnicity, are often not available, see Tobler 2008, Farkas 2011.

Racial discriminations have also been identified in the United States while studying access to
insurance (Wissoker et al. 1998), to real estate credit (Turner and Skidmore 1999) or to health-
care for cardiac patients. However, in insurance, does price segmentation imply discrimination? In
the credit and insurance markets, suppliers have unequal information regarding the real quality of
applicants (Stiglitz and Weiss 1981). To limit this imbalance, they use scoring methods to estimate
the risk in their transactions and adjust their pricing. Bankers and insurers thus practice customer
segmentation and risk assessment based on statistical and actuarial data. These practices are
not considered to be discriminatory, but rather a differentiation of pricing according to risk intensity,
provided that credit or insurance providers only use segmentation criteria that have a proven impact
onrisk. Although differential treatment according to age is considered legal, it is worth documenting
its extent. However, not every differentiation is discrimination. What is discriminating is not
necessarily discriminatory. Discrimination requires two elements: unfavourable treatment and a
comparable situation. “Two people of different ages are not in a comparable situation with regard
to life insurance and that proportionate differences in treatment, based on a sound assessment of
the risks, therefore do not constitute discrimination”. 'Horty et al. 2019 tested 38 car insurance
institutions, 52 supplementary health institutions and 20 financial institutions to apply for consumer
credit to buy a used car, sending each the 6 requests for quotes from the fictional individuals in the
testing, i.e. a total of 228, 312 and 120 requests sent respectively. In the car insurance market,
35 establishments replied to at least one fictional individual in the test (agreement in principle for
car insurance) and 26 establishments sent an agreement in principle to the six individuals. In the
supplementary health insurance market, all the institutions responded favourably to at least one
fictional test subject (agreement in principle for supplementary health insurance) and 41 institutions
sent an agreement in principle to the six individuals. In car insurance, L'Horty et al. 2019 noted the
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absence of discrimination in market access and, on the other hand, the existence of discrimination
in the form of differentiated tariffs according to gender and the reputation of the place of residence.

2.4.2 Privacy, prediction and attacks

Kelly 2021 reminds that “often the location data is used to determine what stores people visit.
Things like sexual orientation are used to determine what demographics to target”. Each type of
data can reveal something about our interests and preferences, our opinions, our hobbies and our
social interactions. For example, a MIT study29 demonstrated how email metadata can be used
to map our lives, showing the changing dynamics of our professional and personal networks. This
data can be used to infer personal information, including a person’s background, religion or beliefs,
political views, sexual orientation and gender identity, social relationships or health. For example,
it is possible to infer our specific health conditions simply by connecting the dots between a series
of phone calls. For Mayer et al. 2016, the law currently treats call content and metadata separately
and makes it easier for government agencies to obtain metadata, in part because it assumes
that it should not be possible to infer specific sensitive details about individuals from metadata
alone.Chakraborty et al. 2013 reminds us that current approaches to privacy protection, typically
defined in multi-user contexts, rely on anonymization to prevent such sensitive behaviour from being
traced back to the user - a strategy that does not apply if the user’s identity is already known. In
time, a tracking system may be accurate enough to place a person in the vicinity of a bank, bar,
mosque, clinic or other privacy-sensitive location. In 2015, as told in Miracle 2016, Noah Deneau
wondered if it would be possible to identify devout Muslim drivers in New York City by looking at
anonymised data and inactive drivers during the five times of the day they are supposed to pray.
He quickly searched for drivers who were not very active during the 30-45 minute Muslim prayer
period and was able to find four examples of drivers who might fit this pattern. This brings to mind
Gambs et al. 2010, who conducted an investigation on a dataset containing mobility data of taxi
drivers in the San Francisco Bay Area. By finding places where the taxi’'s GPS sensor was turned off
for a long period of time (e.g. two hours), they were able to infer the interests of the drivers. For
20 of the 90 analysed users, they were able to locate a plausible home in a small neighbourhood.
They even confirmed these results for 10 users by using a satellite view of the area: It showed the
presence of a yellow taxi parked in front of the driver’s supposed home. Dalenius 1977 introduced
an interesting concept of privacy. Nothing about an individual should be learned from a dataset if it
cannot be learned without having access to the dataset. We will return to this idea when we define
the fairness criteria, and when we require that the protected variable p cannot be predicted from
the data, and from the predictions.

2.4.3 Multidimensionality of discrimination

It is important to take into account the multidimensional character of the data (even more so in
a context of “massive data”), including with regard to discrimination. As Coluche®® told us in le
blouson noir, “God said: there will be white men, there will be black men, there will be tall men,
there will be short men, there will be handsome men and there will be ugly men, and all will be

2 Project https://immersion.media.mit.edu/.

%%French stage comedian (1944-1986) who became popular for his irreverent attitude towards politics and the
establishment, and he incorporated this into much of his material. He was one of the first major comedians to regularly
use profanities as a source of humour on French television. He also founded the charity Les Restaurants du Cceur which
still provides free meals and other products to people in need for almost 40 years.
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equal; but it won’t be easy... And then he added: there will even be some who will be black, short
and ugly, and for them, it will be very hard!”

In the middle of the XIXth century, Adolphe Quételet introduced the concept of “average man”
in Quetelet 1846. In the following years, under the impulse of Francis Galton, the English
school of eugenics, was interested in the deviations compared to this average (deviation upwards
and downwards). As Bulmer 2003 reminds us, “deviations from that average-upwards towards
genius, and downwards towards stupidity-must follow the law that governs deviations from all true
averages”. Suppose that we are interested in a measurable quantity of interest (for example,
a person’s weight), that it is centered and reduced so that it approximately follows a normal
distribution A/(0,1). Let us suppose that “abnormality” corresponds to one person in twenty, that
is to say 5% of the population. An individual is then “normal” if the quantity of interest is between
-2 and +2, because P[X € [-2,+2]] ~ 95% if X ~ N(0,1). If we now consider a second quantity,
and suppose that a person is “normal” if he is normal in both dimensions, the proportion of normal
persons will be P[-2 < Xy, Xy < +2] = P[X € [-2, +2]]2 if we suppose the two quantities to be
independent, i.e. 90% of the population. Quite naturally, the proportion of “normal” people increases
with the dimension (ind — 1 — 0.95d). If we assume that the quantities are independent of each
other, we note that in dimension 14, a minority of people are “in the norm”. The average individual
then becomes exceptional. This is what Rose 2016 explains, through two examples. The first is
taken from problems encountered by the American Army in the 1950s. Indeed, when designing
the cockpits of fighter planes, the engineers used the dimensions of more than 4000 pilots to
optimally position the seat in relation to the pedals, the joystick, the height of the windshield, but
also the shape of the seat, the helmet, etc. These measurements made it possible to calculate the
mensuration of the aircraft. These measurements made it possible to calculate the measurements
of the “average” rider in about ten dimensions. For example, the average height of the pilots was
179cm, which made it possible to define the height of an average pilot between 175 and 185cm.
While a majority of pilots are average height, among the 4000 pilots, none were “average” in all
dimensions. As Daniel 1952 stated, “there was no such thing as an average pilot. If you've designed
a cockpit to fit the average pilot, you've actually designed it to fit no one”. The second example
is related to two statues, those of Norma and Normann (historically exhibited in Cleveland, now
housed in the Harvard Library). The artist Abram Belskie and the obstetrician Robert Latou Dickinson
created these statues together in 1943. The particularity is that no model was represented. In fact,
it was a question of representing a woman and a man who had the average measurements of the
time (from measurements taken from thousands of subjects). Once these statues were made, a
contest was held to find out who the statues might represent. Several thousand people from Ohio
sent in their measurements, but none of them matched the statues. Certainly, several hundred
were the same height. Several hundred had the same chest size. But none of them had the
same measurements. Because as Todd Rose explains, people are not one-dimensional: they are
measured on several dimensions. And the problem with working in a multivariate context is that
the average loses its interpretation in terms of “majority”. In fact, from a probabilistic point of view,
being average can be extraordinary.
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Chapter 3

Data and Bias

Most books and articles that talk about fairness and discrimination, in the context of artificial
intelligence (O’Neil 2016, Hajian et al. 2016, Pleiss et al. 2017, Hoffmann 2019, Cowgill and Tucker
2019, Rambachan et al. 2020, Mehrabi et al. 2021, among others) emphasize the importance of
bias in all these “new” data that insurers wish to use (including perhaps in more traditional data as
well). Barocas, Hardt, et al. 2017 has proposed several definitions of bias, closely related to the
data used to train a model. These biased data are to be handled with care, if you do not want to
fall into the famous “garbage-in, garbage-out”, a colloquial expression dating back more than half
a century ago (mentioned in the introduction of Mellin 1957) which means that using poor quality
data as input will lead to unreliable conclusions, as output.

3.1 Observations and experiments

To take up the classification of Rosenbaum 2018, it is important to distinguish, when trying to model,
experiment and observation data. In the latter case, we will use data also called “administrative
data”, which show what people do, and not what they say they do (as in surveys, for example). This
data allows us to see what people buy, eat, where they travel, etc., from what they leave behind.
There were 185 billion transactions using Visa cards in 2019, and 85 billion using Mastercard. This
massive data gives us information on the holder’s behaviour, without their knowledge. Looking at
transactions probably allows us to better quantify the number of air travels for a given person than
a survey or a quick poll would, we also suspect that these records are biased and do not reflect all
transactions, and probably give a biased view of their behaviour.

In an article entitled Medicaid is worse than no coverage at all (Gottlieb 2011), Scott Gottlieb stated
that “dozens of recent medical studies show that Medicaid patients suffer for it. In some cases,
they’d do just as well without health insurance. Specifically, he relied on LaPar et al. 2010, which
showed, statistically, that uninsured patients were about 25% less likely than those with Medicaid
to have an ‘in-hospital death’, see Table 3.1.

Several studies have found that Medicaid patients with specific conditions (e.g. cancer) or who have
undergone specific treatments (e.g. lung transplantation or coronary angioplasty) had significantly
poorer health outcomes than patients with private insurance, the same conditions, or same
procedures. For example, for major surgery, uninsured patients were about 25% less likely than
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Medicare Medicaid Uninsured Insurance
In-hospital mortality 4.4% 3.7% 3.2% 1.3%
Pulmonary resection 4.3% 4.3% 6.2% 2.0%
Esophagectomy 8.7% 7.5% 6.5% 3.0%
Colectomy 7.5% 5.4% 3.9% 1.8%
Pancreatectomy 6.1% 5.8% 8.4% 2.7%
Gastrectomy 10.8% 5.4% 5.0% 3.5%
Aortic aneurysm 12.4 14.5 14.8 7.0
Hip replacement 0.4% 0.2% 0.1% 0.1%
Coronary artery bypass grafting 4.0% 2.8% 2.3% 1.4%
Number of cases 491,829 40,259 24,035 337,535
Age (years) 73.5+ 8.6 49.8 + 16.4 51.8 £12.8 55.5x 114
Women 49.6% 48.8% 35.8% 39.7%
Length of stay (days) 9.5+£0.1 127+ 0.4 10.1 £ 0.3 7.4+0.1
Total Cost ($) 76,374 +53.1 93,567 +251.4 78,279 +231.0 63,057 = 53.0
Rural location 10.1% 8.5% 9.8% 6.6%

Table 3.1: In-hospital mortality for all patients undergoing major surgery, by major payer group (source
LaPar et al. 2010, Tables 4, 5).

Medicaid patients to die in the hospital. Being insured by Medicaid would almost seem to make the
risk worse! The potential problem with this type of study is that the comparison groups, Medicaid
patients and privately insured or uninsured patients, may be subject to self-selection. It is likely that
many patients do not enroll in Medicaid until after, sometimes long after, the onset of a serious
medical problem. In this case, those who choose to enroll in Medicaid may be sicker than those
with private insurance or those who are uninsured. In a way, this self-selection effect is a form of
reverse causation. Being sick drives people to enroll in Medicaid, not the other way around. This is
the concern with observational data.

In 2008, due to severe budget constraints, Oregon found itself with a Medicaid waiting list of 90,000
people and only enough money to cover 10,000 of them. So the state created a lottery to randomly
select people who would qualify for Medicaid, therefore recreating the necessary preconditions.
The reality, however, was a bit more complex, as many of the lottery winners were not eligible
for Medicaid or chose not to submit their paperwork to enroll in the program. Compared to the
control group (people who did not have access to Medicaid), A. Finkelstein et al. 2012 observed
that the treatment group had substantially and statistically significantly higher health care use
(including primary and preventive care as well as hospitalizations), lower out-of-pocket medical
expenditures and medical debt (including fewer bills sent to collection), and better self-reported
physical and mental health. These experiments, which are often difficult to implement (for financial
and sometimes ethical reasons), make it possible to bypass the bias of administrative data.
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Figure 3.1: The databases of an insurer, with an underwriting database (in the center), with one line
perinsurance policy. This database will be linked to the claims database, which contains all the claims,
and an associated policy number. Other data can be used to enhance the database, for example based
on the insured’s home address, with either socio-economic information (aggregated by neighborhood,
wealth, number of crimes, etc.) but also other information, extracted from maps, satellite images
(distance to the nearest fire hydrant, presence of a swimming pool, etc.) In car insurance, it is possible
to find the value of a car from its characteristics, etc.
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3.2 Data in insurance

Traditionally, insurance companies use two kinds of databases: an underwriting database (one
line represents a policy, with information on the policyholder, the insured property, etc.) and a
claims database (one line corresponds to a claim, with the policy number, and the last view of the
associated expenses), as in Figure 3.1. These two bases are linked by the policy number. In recent
years, however, companies have increasingly relied on data obtained from a wide variety of external
sources. This data is either about the insured property, with information about the car model, or
about the house, obtained from the address, as in Figure 3.1. The address historically allowed to
have (aggregated) information on the neighborhood, with numbers of violations, on past floods, on
the distance to the nearest fire station, etc. We can also use satellite images (via Google Earth)
or information from OpenStreetMap. And insurers rely on data that is becoming more and more
extensive, with sensors deployed everywhere, in the car, or cell phones, as Prince and Schwarcz
2019 recall. This data boom raises the question of whether an increasingly detailed insight into the
lives of policyholders can lead to more accurate pricing of risks.

Costing is a technical process that involves the statistical analysis of an insurer’s loss history in
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Figure 3.2: Bias in data generation, and in model building (loosely based on Suresh and Guttag 2019).

order to forecast the costs of particular groups of policyholders. Underwriting, on the other hand,
is a business process by which a policy is offered at a certain premium based on a wide range of
calculations on different customers, their acquisition cost, their readiness to buy, and to switch. For
example, new customers who do extensive research and read policy information may be offered
lower prices than loyal customers, as noted by Minty 2016. Technical refinements in costing do
not necessarily mean that prices more accurately reflect risk, as pricing decisions also always
involve business and marketing considerations, as Swedloff 2014 states. Lancaster and Ward
2002 pointed out that auto insurers have long known that risk is very strongly correlated with driver
behavior and personality, but this certainty was of no use to them for many years, as this information
was often unobservable.

Hand 2020 speaks of “dark data”, noting that all data has a hidden side, which could potentially
generate bias. We will formalize in the following sections these notions of bias, some of which can
be visualized on Figure 3.2, inspired by Suresh and Guttag 2019. The “historical bias” is the one
that exists in the world as it is. This is the bias evoked in Garg et al. 2018 in contextualization in
textual analysis (“word embedding”) where the vectorization reflects the biases existing between
men and women (the word “nurse” (non-gendered) is often associated with words associated with
women, while “doctor” is often associated with words associated with men), or towards minorities.
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The “sampling bias” is the one mentioned in Ribeiro et al. 2016, where a classification algorithm
is trained, to distinguish dogs from wolves, except that all the images of wolves are taken in
the snow, and the algorithm just looks at the background of the image to assign a label. For
“measurement bias”, Dressel and Farid 2018 refers to reoffending in predictive justice, which
is sometimes measured not as a new conviction, but as a second arrest. The “cultural bias”
(called “aggregation bias” in Suresh and Guttag 2019) refers to the following problem: a particular
dataset might represent people or groups with different backgrounds, cultures or norms, and a given
variable can mean something quite different for them. Examples include irony in textual analysis,
or a cultural reference (which the algorithm cannot understand). Hooker et al. 2020 observe that
compression amplifies existing algorithmic biases (where compression is similar to tree pruning,
when attempting to simplify models). Another example is Bagdasaryan et al. 2019 who point out that
data anonymisation techniques can be problematic. Differential privacy learning mechanisms such
as gradient clipping and noise addition have a disproportionate effect on under-represented and
more complex subgroups. This phenomenon is called “learning bias”. Evaluation bias takes place
when the reference data used for a particular task is not representative. This can be seen in facial
recognition algorithms, trained on a population that is very different from the real one. Buolamwini
and Gebru 2018 note that darker-skinned women make up 7.4% of the Adience database, and this
lack of representativeness of certain populations can be an issue (e.g. for an algorithm to detect skin
cancers). Finally, “deployment bias” refers to the gap between the problem a model is expected to
solve, and the way it is actually used. This is what Collins 2018 or Stevenson 2018 show, describing
the harmful consequences of risk assessment tools for actuarial sentencing, particularly in justifying
an increase in incarceration on the basis of individual characteristics.
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f—[ Decision bias, by Olivier I’Harridon31}

The literature developed in behavioural economics and risk psychology has highlighted several “biases” that affect
decision-making in times of uncertainty. Typically, a decision bias corresponds to an observed deviation from a norm
of rational behaviour or judgment. Traditionally, economic theory provides, with the expected utility theory of von
Neumann, Morgenstern and Savage and Bayes’ theorem, a norm of rational behaviour in the face of uncertainty,
whether the probabilities associated with events are known or not. Any deviation from this clearly defined norm
is generally qualified as a decision bias in the face of uncertainty, even if this deviation can be justified by the
particular decision context, the decision-making speed, or the lack of probabilistic information.

Among decision biases, there are numerous choice heuristics, which are mental shortcuts corresponding to intuitive
and rapid mental operations. It is important to keep in mind that these shortcuts can be justified by the need to
obtain a satisfactory answer, having the advantage of being fast without necessarily being optimal. The most
famous choice heuristic in the field of uncertainty is certainly the representativeness heuristic. It occurs when
individuals misjudge the frequency of an event by an abusive generalization of a similar past event. The direct
translation of the representativeness heuristic is the use of stereotypes to make predictions: events that have
only been observed on a limited sample are generalized to the whole population, extreme events are trivialized,
phenomena for which more details are known are considered more probable, data on recent events are favoured
over initial data on the situation, etc. This last characteristic can be reinforced by the availability heuristic, where
individuals that have a better memory of events are more easily available in their representations, i.e. they are
significant for them, such as frequent events, more recent events, or even larger events. The last major heuristic
identified by the literature is the anchoring heuristic, which refers to the tendency to set beliefs at a certain level
and to maintain this anchor in subsequent evaluations of uncertainty, leading to a conservatism bias. The use
of these heuristics is fundamentally linked to the decision-making process: by providing frequent feedback on
past decisions, or by emphasising decisions, the impact of these heuristics on decision-making can be significantly
reduced.

In addition to these heuristics, motivational biases are more difficult to account for, particularly in respect of how
to reduce them. For instance, behavioural economics has demonstrated that individuals tend to set up a separate
mental accounting for each small risk they face, without taking into account their potential offsets. Moreover, for
even small risks, individuals are much more sensitive to those that lead to losses than those that lead to gains,
thereby displaying a strong aversion to losses. Individuals therefore tend to over-insure themselves for these small
risks but also to choose low-deductible policies even if they are less beneficial for them. It is worth noting that loss
aversion also generates a kind of risk conservatism by encouraging individuals to remain in their status quo, their
reference point, rather than risk losses, even for greater prospects of gains. On a different note, risk decisions
are also biased by the strong tendency of individuals to overestimate small probabilities and underestimate large
probabilities, both of which are important sources of optimism and pessimism regarding the subjective vision of
luck and uncertainty.

Moreover, the absence of information, or the need to own it before making a decision, also results in a certain
number of decision biases. For example, individuals may react strongly to ambiguity, typically when they are aware
of the absence of information that might be available but is not given to them. Some individuals also have difficulty
taking into account new information, positive or negative, that they learn about risk factors, and these difficulties
can have particularly important consequences when they involve risk factors affecting health, such as heredity,
smoking, or information on cardiovascular risks.

Finally, decision biases arising from fields related to uncertainty, typically involving the perception of the present
and the future, can strongly interact with risky decision making. Therefore, the immediacy bias, which is a
strong variation in impatience towards immediate consequences, coupled with loss aversion leads individuals to
overestimate present costs despite future benefits outcome and to neglect prevention and predictability, whether
in the monetary or health domain.

31professor at Université de Rennes 1
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3.3 Omitted variable bias and Simpson’s paradox

Omitted variable bias occurs when a regression model is fitted without considering an important
(predictor) variable. For example, Pradier 2011 noted that actuarial textbooks, such as Depoid
1967, state that “the pure premium of women in the North American market would be equal to that
of men if it were conditioned on mileage”. But the latter is a priori unobserved.

Omitted variable in a linear model

The sub-identification corresponds to the case where the true model would be y;, = 5y + :clTBl +
m;ﬂQ + ¢;, but the estimated model is y; = by + mlTbl + n; (i.e., the variables x5 are not used
in the regression). The maximum likelihood estimator of b; is (with the standard matrix writing in
econometrics, like Davidson and MacKinnon 2004 or Charpentier, Flachaire, et al. 2018)

b = (X\X1) Xy
= (X1 X)X [X18) + X8, +¢]
= (X1 X)) 7' X{ X8, + (X] X1) 7 X] XoBy + (X1 X)) X e
= B+ (XI1X1)_1X1TX2,32 + (XlTXl)_leTs
\ 81z o b '
so that E[El] = (B + B3, the bias (what we have noted (3;,) being null only in the case where

XlTXg = 0 (thatisto say X1 L X5): we find here a consequence of the Frisch-Waugh theorem.
If we simplify a bit, let us suppose that the real underlying model of the data

y = Po + Biz1 + Paxg + €,

where x1 and x, are explanatory variables, y is the target variable, and ¢ is random noise. The
estimated model by removing x5 gives

~

y="bo+ bz

One can think of a missing significant variable x4, or the case where x5 is a protected variable.
Estimates of the regression coefficients obtained by least squares are (usually) biased, in the sense

that — —
B — covlzy,y]  covlzy, By + Bi71 + B + €]

Var|z] Var|z]
> [1, 1] [1, 5] [z1,¢] (1, 5]
-~ Cov|ri, T CovV|xq1, T2 cov|ry,€ Cov|T1, T2
by =01 ———+0 — + —= =/ +0y ———
Var|z] Var|z] Var|z] Var|z]
\ﬁ_l

=1 =0

When x4 is omitted, 51 is biased especially since 1 and x5 are correlated. Therefore, in most realistic
cases, not only does the removal of the sensitive variable (if zo = p) not make the regression models
fair, but on the contrary, such a strategy is likely to amplify the discrimination. For example, in labor
economics, if immigrants tend to have lower levels of education, then the regression model would
“punish” low education even more by offering even lower wages to those with low levels of education
(who are mostly immigrants). Zliobaite and Custers 2016 suggests that a better strategy for sorting
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regression models would be to learn a model on complete data that includes the sensitive variable,
then remove the component containing the sensitive variable and replace it with a constant that
does not depend on the sensitive variable. A study on discrimination prevention for regression,
Calders and Zliobaité 2013, is related to the topic, but with a different focus. Our goal is to analyze
the role of the sensitive variable in suppressing discrimination, and to demonstrate the need to
use it for discrimination prevention. Calders and Zliobaité 2013 does, of course, use the sensitive
variable to formulate non-discrimination constraints, which are applied during model fitting. But a
discussion of the role of the sensitive variable is not the focus of their study. Similar approaches
have been discussed in economic modeling, as in Pope and Sydnor 2011, where the focus was
on the sanitization of regression models, our focus in this paper is on the implications for data
regulations.

Returning to our example, there are cases where 51 < 0 (for example) while in the true model,
B1 > 0. This is called a (Simpson) paradox or spurious correlation (in ecological inference) in the
sense that the direction of impact of a predictor variable is not clear.

School admission and affirmative action

While examples of such paradoxes are numerous (Alipourfard et al. 2018 compiles a substantial
list), Simpson’s paradox has historically been on college admissions, in Bickel et al. 1975, as in
Table 3.2.

Total Men Women Proportions

Total | 5233/12763 ~ 41% | 3714/8442 ~ 44% 1512/4321 ~ 35% 66%-34%
Top6 | 1745/4526 ~ 39% | 1198/2691 ~ 45%  557/1835 ~ 30% 59%-41%

A 597/933 ~ 64% 512/825 ~ 62% 89/108 ~ 82% 88%-12%
369/585 ~ 63% 353/560 ~ 63% 17/ 25 ~ 68% 96%- 4%
321/918 ~ 35% 120/325 ~ 37% 202/593 ~ 34% 35%-65%
269/792 ~ 34% 138/417 ~ 33% 131/375 ~ 35% 53%-47%
146/584 ~ 25% 53/191 ~ 28% 94/393 ~ 24% 33%-67%

43/714 ~ 6% 22/373 ~ 6% 24/341 ~ 7% 52%-48%

m m O O W

Table 3.2: Admission statistics on the six largest programs graduating at Berkeley, with the number of
admits/number of applications received the percentage of admissions. The bolded numbers indicate,
by row, which men or women have the highest admission rate. The proportion column shows the male-
female proportions in the application submissions. The total corresponds to the 12763 applications
in 85 graduate programs; the six largest programs are detailed below, and the “top 6” line is the total
of these six programs, i.e. 4526 applications (source: Bickel et al. 1975).

Mathematically, there is no real paradox, in the sense that

ay < a9 a b1 b2 ay + b1 as + bQ
€1 C2 dy  dy c1+dy ey +dsy

The conclusion of Bickel et al. 1975 emphasizes “the bias in the aggregated data stems not from
any pattern of discrimination on the part of admissions committees, which seems quite fair on
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the whole, but apparently from prior screening at earlier levels of the educational system. Women
are shunted by their socialization and education toward fields of graduate study that are generally
more crowded, less productive of completed degrees, and less well funded, and that frequently
offer poorer professional employment prospects”. In other words, the source of the gender bias in
admissions was a field problem: through no fault of the departments, women were “separated by
their socialization” that occurred at an earlier stage in their lives.

Survival of the sinking of the Titanic

Another illustration is found in the Titanic data, specifically when using information about crew
members to passengers. Table 3.3 shows the same paradox, in the context of survival following
the sinking.

Total Women Men

third class 181/709 ~ 25.5% | 106/216 ~ 49.1% 75/493 ~ 15.2%
crew member | 211/890 ~ 23.7% | 20/ 23 ~ 86.9% 191/867 ~ 22.0%

Table 3.3: Survival statistics for Titanic passengers and crew (z) and their gender (x5).

But let’s look at the survival rates for men and women separately, as presented in Table 3.3. For
men, among the crew, there were 885 men, of whom 192 survived, for a rate of 21.7%. Among the
third class passengers, 462 were men, and 75 survived, for a rate of 16.2%. For women, among
the crew, there were 23 women, and 20 of them survived, for a rate of 87.0%. And among the third
class passengers, 165 were women, and 76 survived, for a rate of 46.1%. In other words, for males
and females separately, the crew had a higher survival rate than the third-class passengers; but
overall, the crew had a lower survival rate than the third-class passengers. As with the admissions,
there is no miscalculation, or catch. There is simply a misinterpretation, because gender x5 and
status x; (passenger/crew member) are not independent, just as gender x5 and survival y are not
independent. Indeed, while women represent 22% of the total population, they represent more than
50% of the survivors... and 2.5% of the crew.

Simpson’s Paradox in Insurance

In a demographic context, Cohen 1986 looked at mortality in Costa Rica and Sweden (Sweden was
then known, and promoted, for its excellent life expectancy). Not surprisingly, he found that in 1960,
the mortality rate for women in all age groups was higher in Costa Rica than in Sweden, as shown in
Figure 3.3. Yet the overall mortality rate for women in Costa Rica was lower than in Sweden, with a
mortality rate of 8.12%o in Costa Rica, compared to 9.29%0 in Sweden. The explanation is related
to Simpson’s paradox, and it comes from the different structure of the populations. The population
of Costa Rica is much younger on average than that of Sweden, and therefore the younger age
groups (which have a low mortality rate) weigh more in the average for Costa Rica than for Sweden,
leading to a fairly low overall mortality rate in Costa Rica, despite a fairly bad rate in each age group,
as seen in the age pyramid, right of the Figure 3.3.

Davis 2004 studied the relationship between the number of pedestrian-vehicle accidents and the
average speed of vehicles at various locations in a city. Specifically, the study assessed the value
of imposing stricter speed limits on vehicles in cities, and unexpectedly, the model showed that
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Figure 3.3: Annual mortality rate for women, Costa Rica and Sweden, and age pyramid for both
countries (inspired by Cohen 1986, data source: Keyfitz, Flieger, et al. 1968).

lowering the speed limit from 30 mph to 25 mph would increase the number of accidents. The
explanation is that an unfortunate aggregation of the data (which did not take into account that
the number of accidents was much lower in residential areas, for example) led to a paradoxical
conclusion (the number of accidents is expected to decrease when the speed limit is reduced).

Ecological Fallacy

Problems similar to Simpson’s paradox also occur in other forms. For example, the ecological
paradox (analyzed by Freedman 1999, Gelman 2009, King et al. 2004) describes a contradiction
between a global correlation and a correlation within groups. A typical example was described by
Robinson 1950. The correlation between the percentage of the foreign-born population and the
percentage of literate people in the 48 states of the United States in 1930 was +53%. This means
that states with a higher proportion of foreign-born people were also more likely to have higher
literacy rates (more people who could read, at least in American English). Superficially, this value
suggests that being foreign born means that people are more likely to be literate. But if we look at
the state level, the picture is quite different. Within states, the average correlation is —11%. The
negative value means that being foreign born means that people are less likely to be literate. If the
within-state information had not been available, an erroneous conclusion could have been drawn
about the relationship between country of birth and literacy.

Another recent example is the case of vaccination, as noted by Kugelgen et al. 2021. Using the
statistics collected by Morris 2021, one can obtain the Table 3.4, where effectiveness is defined as
the rate of infected among the non-vaccinated reduced to the rate of infected among the vaccinated.
If there is no Simpson’s paradox stricto sensu, on the other hand, it should be noted that not
segmenting according to age leads to a strong underestimation of the effectiveness of the vaccine.
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Total young senior

vaccinated 301/5634634~ 0.053%0 | 11/3501118 ~ 0.003%0 290/2133516 ~ 0.136%o
non vaccinated | 214/1302912~ 0.164%o | 43/1116834 ~ 0.039%. 171/ 186078 ~ 0.919%0

efficiency 3.1x 13.0x 6.7X

Table 3.4: Severe COVID-19 cases, in Israél, (source Morris 2021)

3.4 Self-selection bias and Berkson’s paradox

Non-response is a form of self-selection where individuals refuse to be part of the learning sample.
In fact, this situation is increasingly found in administrative files, as pointed out by Westreich 2012.
Until very recently, our data was often stored automatically, without our knowledge, and without us
having any say in the matter. The European Union’s General Data Protection Regulation (GDPR)
has changed that, as you probably realize from all the invitations to check boxes indicating that
you understand and consent to the storage of your personal data when you browse websites. In
application of this principle, many countries have passed laws giving those who request it the
opportunity to have their data deleted. This concept of opting-out is restrictive, and can strongly
bias the retained data. One can think of Dilley and Greenwood 2017 who noted that the number
of abandoned emergency calls (to 99932) in the U.K. had more than doubled in 2016. How do we
account for these unsuccessful calls if we want to seriously study feelings of insecurity?

This problem of self-selection can also resurface when we try to model admission to a university
program (to echo the problem presented in the previous section). Here we consider three indicator
variables (y1.;, y2.i, y3.;) Where (1) the first variable indicates whether a person has applied to a
program (2) the second indicates admission to a program (3) and the third indicates enrolment in a
program. Assume two more that the records are evaluated on the basis of two quantities (z1.;, 2.;),
or ;. In the examples from the United States, the two main measures studied are the GPA score
(Grade Point Average, often ranging from 1 to 4, respectively for a D and an A or an A+) and the
SAT score (Scholastic Aptitude Test, ranging from 400 to 1600). For simplicity, let us assume that
both scores are normalized on a scale of O to 100, as in Figure 3.4. Suppose that very simple rules
are adopted for each of the classes (j): y;.; = 1[acTﬁj > sj]. For example no student whose sum
x1+ xo does not exceed 60 is admitted (yy.; = 1[z1.; +x2; > 60]), any student whose sum of scores
exceeds 120 is admitted (y2.; = 1[x1.; + x2,; > 120]) and students who are too good do not come in
the end (y3.; = 1[x1,; + x2; € (120, 160]]). As can be seen in the figure 3.4, depending on the data
used, the correlation between the variables x1 and x5 can strongly change: globally the variables
are strongly correlated, positively, but on the sub-base of the students enrolled in the program (i.e.
{i : y3,; = 1}), the variables z; and z, are strongly correlated, but negatively this time

This example on school admissions can be found in many cases, in insurance or banking. In credit
risk, we try to estimate the probability that an underwriter will default. But we can wonder about the
data available to estimate this probability (or to build a credit score). The first barrier is self-selection,
as some people do not apply for credit, for several reasons.

This self-selection is all the more disturbing since we often have no information on the people who

32Equivalent in the U.K. of 911 in North America, 112 in many European countries, and sometimes 0118 999 881
999 119 725 3.
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who applied to the program (r ~ 0.45), population of students admitted to the program at the bottom
left (r ~ —0.05), and population of students enrolled in the program on the bottom right (r ~ —0.7)

(source: author, dummy data).
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do not apply for credit>®. We can also think of speed cameras to identify areas where speeding
would be frequent. Are all the speeds of the cars measured and recorded? or only the cars that
have committed a speeding offence? Do the cameras operate permanently, or only at times when
children are playing in the street? Does the device record only speed or also other suspicious
behaviour? One can also think of a relatively popular database of road traffic accidents, where
is recorded “every road traffic accident known to the police is the subject of a Bulletin d’Analyse
d’Accident Corporel (BAAC)”. We can imagine that some accidents do not appear in the database,
and that some information is only partially reported, such as information related to blood alcohol
content, as pointed out by Carnis and Lassarre 2019: does a missing information mean that the
test was negative or that it was not done? It is crucial to know how the data was collected before you
begin to analyze it. Missing information is also common in health insurance, as medical records are
often relatively complex, with all kinds of procedure codes (that vary from one hospital to another,
from one insurer to another). In France, the majority of drugs are pre-packaged (in boxes of 12, 24,
36), which makes it difficult to quantify the “real” consumption of drugs.

3.5 Feedback bias, Goodhart’s law and deployment bias

3.5.1 Feedback bias and Goodhart’s law

When we want to measure a population’s wealth, we can think of surveys or tax data. The former are
expensive and complex to organize. The latter are biased, especially for very high incomes, which
practice tax optimization (and that will change over time). In this area, the imagination is grand.
For example, in the U.K., we can avoid inheritance tax by borrowing against a taxable asset (e.g.,
your home) and investing the loan in a non-taxable asset, such as a woodland; one can buy property
through an offshore company, since non-U.K. companies and residents do not pay tax in the U.K.
When loopholes in a tax system are discovered and people begin to make extensive use of it, but
often this only leads to even more elaborate structures, which in turn have their own loopholes. This
is Goodhard’s Law.

As Marilyn Strathern has stated, Goodhart’s Law says that “once a measure becomes a goal, it
ceases to be a good measure”. In U.S. Healthcare, Poku 2016 notes that starting in 2012, under
the Affordable Care Act, Medicare began charging financial penalties to hospitals with “higher than
expected” 30-day readmission rates. Consequently, the average 30-day hospital readmission rate
for fee-for-service beneficiaries decreased. Is this due to improved efforts by hospitals to transition
and coordinate care, or is it related to the increase in “observed” stays over the same period? Very
often, setting a target based on a precise measure (here the 30-day readmission rate) makes this
variable completely unusable to quantify the risk of getting sick again, but also has a direct impact
on other variables ( in this case the number of “observation” stays), making it difficult to monitor over
time. On the Internet, algorithms are increasingly required to sort content, judge the defamatory or
racist nature of tweets, see if a video is a deepfake, put a reliability score on a Facebook account,
etc. Many people ask that algorithms be used to evaluate websites, to assess the quality of their
content. A lot of people are asking for the reliability of content to be measured. Many people also
demand that algorithms be made transparent, so that they know how these scores are created.
Unfortunately, as noted by Dwoskin 2018 “not knowing how [Facebook is] judging us is what makes

3370 continue the analogy, in credit risk, we find the three previous levels, with (1) those who do not apply for credit,
(2) those to whom the institution does not offer credit and (3) those who are not interested in the offer made.
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us uncomfortable.But the irony is that they can'’t tell us how they are judging us - because if they
do, the algorithms that they built will be gamed” , exactly as Goodhart’s law implies.

As Desrosiéres 2016 wrote, “quantitative indicators retroact on quantified actors”. In the spring of
2020, television news channels were giving, in continuous time, the number of people in intensive
care, and the number of deaths in hospitals, measures that we will then find in the form of graphs,
updated every week, or even every evening, on dedicated websites. In this period of crisis, at the
height of hospital saturation, the National Health Service (NHS) in England asked each hospital to
estimate its bed capacity in order to reallocate resources globally. Announcing that few beds were
available was the best strategy to obtain more funding. This raises the question of how full the
system really is, with each hospital having understood the rule and manipulating the measure as it
sees fit. And just as troubling, while governments focused on hospitals (providing the official data
used to make most indicators), nursing homes experienced disastrous death tolls, which took a long
time to be quantified, as told by Giles 2020.

But aside from data errors, the idea of crime maps raises more subtle issues related to hidden data
and feedback. Attention was drawn to these problems when the British insurance group Direct Line
conducted a survey that found that “10% of all British adults would definitely or probably consider
not reporting a crime to the police because it would appear on an online crime map, which could
have a negative impact on their ability to rent/sell or reduce the value of their property”. Instead
of showing where incidents have occurred, the maps may show where people don’t care to report
them. This is quite different, and anyone making decisions based on this data could easily be misled.
O’Neil 2016 also recalls the selection bias in early telematics data systems: “in these early days, the
auto insurers’ tracking systems are opt-in. Only those willing to be tracked have to turn on their black
boxes. They get rewarded with a discount of between 5% and 50% and the promise of more down
the road. (And the rest of us subsidize those discounts with higher rates).”. More than twenty years
ago, this problem had already been talked about, e.g. Morrison 1996, which recalls (quoting Stein
1994), that certain insurance companies, in the United States, used the proof of domestic violence
to discriminate against the victim by refusing her access to any form of insurance. The argument
was the same as the one used centuries ago to prohibit life insurance: “There is some fear that if
the beneficiary is the batterer, we would be providing a financial incentive, if it’s life insurance, for
the proceeds to be paid for him to kill her”, reported Seelye 1994. Therefore, victims realized that if
they sought medical or police protection, the resulting records could compromise their insurability.
As a result, Morrison 1996 asserts that victims could stop seeking help, or reporting incidents of
violence, in order to preserve their insurance coverage.

Another example is connected objects, finally providing insight into the behaviour of policyholders.
Car insurers have known for a long time that the risk is very strongly linked to the behaviour of
the motorist, but, as Lancaster and Ward 2002 pointed out, this hunch has never been used.
“As certainty replaces uncertainty”, in the words of Zuboff 2019, “premiums that once reflected
the necessary unknowns of everyday life can now rise and fall from millisecond to millisecond,
informed by the precise knowledge of how fast you drive to work after an unexpectedly hectic early
morning caring for a sick child or if you perform wheelies in the parking lot behind the supermarket”.
Policyholders are rewarded when they improve their driving behaviour, “relative to the broader policy
holder pool” as stated by S. Friedman and Canaan 2014. This approach, sometimes referred to as
“gamification”, may even encourage drivers to change their behaviour and risks. Jarvis et al. 2019
goes so far as to assert that “insurers can eliminate uncertainty by shaping behaviour”.
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insurers each having a (linear) model 7 (x5) = o + a5 and (source: dummy
data).

3.5.2 Deployment bias

As discussed in Figure 3.5, deployment bias can mean that when confronted with the market,
a “good” model can turn out to be disastrous. Formally, this means that a model estimated
to minimize an accuracy error on a “biased” learning base can perform all sorts of things when
pitted against other models. For example, in Figure 3.5, we assume that each insurer has data
(vi, 1,4, 2,:), where y denotes the cost of a claim, x; is a characteristic of the policyholders
(schematically, x; € {0, 0}, squares or circles), and x, denotes the age of the policyholders.
And as we can see, x1 and x4 are highly correlated (perfectly correlated in this example, but we
could relax this assumption without too much difficulty). Let us suppose moreover that there are
2 insurers, and that for historical reasons, the squares O were insured by the insurer A while the
circles o0 were insured by . Each insurer had its linear pricing model, 74 (z5) = g + a9
and (since they only have one type of 1, they do not use this variable as a
pricing criterion). As shown on the right-hand side of Figure 3.5, each insurer had a “good” model,
allowing it to be in equilibrium on average, in the sense that

Z Yi = Z ma(22,;) and Z Yi = Z T (2,)-

IS xy,4=0 i xy ;=0 1 T1,;=0 IS T1,;=0

Now let’'s assume either that competition becomes more severe, or simply that the two indepen-
dently developed models are launched on the same market. The advantage of linear models is that
they offer prices for all ages, even if they have not been observed in the data, as seen on the left

of Figure 3.6. We see that, for squares O, 7 4(z;) > , in other words, all squares should
(rationally) choose to be insured by . And in a symmetrical way, for the circles 0 we have
ma(x;) < in other words, all of them should be insured by the insurer A. Also, during the
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Figure 3.6: Competitive patterning with data from Figure 3.5, (source: dummy data).

deployment, the portfolios of the two insurers will change radically. And worse, as seen on the right
side of Figure 3.6, Insurer A will lose money on almost all of its policyholders (as well as B).

3.6 Other biases and “dark data”

In attempting to typify dark data biases, Hand 2020 listed dozens of other existing biases.
Beyond the missing variables mentioned above, there is a particularly important selection bias.
In 2017, during one of the debates at the NeurlPS conference on interpretability,34, an example
on pneumonia detection was mentioned: a deep neural network is trained to distinguish low-risk
patients from high-risk patients, in order to determine who to treat first. The model was extremely
accurate on the training data. Upon closer inspection, it turns out that the neural network found
out that patients with a history of asthma were extremely low risk, and did not require immediate
treatment. This may seem counter-intuitive, as pneumonia is a lung disease and patients with
asthma tend to be more inclined to it (typically making them high-risk patients). Looking more in
detail, asthma patients in the training data did have a low risk of pneumonia, as they tended to
seek medical attention much earlier than non-asthma patients. In contrast, non-asthmatics tended
to wait until the problem became more severe before seeking care.

Survival bias is another type of bias that is relatively well known and documented. The best known
example is the one presented by Mangel and Samaniego 1984. During World War Il, engineers
and statisticians (British) were asked how to strengthen bombers that were under enemy fire. The
statistician Abraham Wald began to collect data on cabin impacts. To everyone’s surprise, he
recommended armoring the aircraft areas that showed the least damage. Indeed, the aircraft used
in the sample had a significant bias: only aircraft that returned from the theatre of operations were
considered. If they were able to come back with holes in the wingtips, it meant that the parts were

34Called “The Great Al Debate: Interpetability is necessary for machine learning”, opposing Rich Caruana and Patrice
Simard (for) to Kilian Weinberger and Yann LeCun (against) https://youtu.be/93Xv8vJ2acl.
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strong enough. And since no aircraft came back with holes in the propeller engines, those are the
parts that needed to be reinforced. Another example is patients with advanced cancer. To determine
which of two treatments is more effective in extending life spans, patients are randomly assigned to
the two treatments and the average survival times in the two groups are compared. But inevitably,
some patients survive for a long time - perhaps decades - and we don’t want to wait decades to find
out which treatment is better. So the study will probably end before all the patients have died. That
means we won’t know the survival times of patients who have lived past the study end date. Another
concern is that over time, patients may die of causes other than cancer. And again, the data telling
us how long they would have survived before dying of cancer is missing. Finally, some patients might
drop out (for reasons unrelated to the study, or not). Once again, their survival times are missing
data. Related to this example, we can return to another important example: why more people are
dying from Alzheimer’s disease than in the past? One answer may seem paradoxical: it is due to the
progress of medical science. Thanks to medical advances, people who would have died young are
now surviving long enough to be vulnerable to potentially long-lasting diseases, such as Alzheimer’s
disease. This raises all sorts of interesting questions, including the consequences of living longer.
Another more complex example is linked to the definition of variables: is the observed variable
really the quantity that we are trying to quantify? A typical example is that of the average duration
of ownership of a stock shares: more than ten years ago, Creswell 2010 stated that the average
duration was 11 seconds, whereas Zweig 2010 mentioned an average duration of 17 months. As
surprising as it may seem, both can be seen as right, the difference is the way this average duration
is calculated (and defined). Indeed, let’s consider a stock (A) bought in 2020, and sold 3 years later,
while during the same period, a stock (B) changed hands every 5 seconds (and therefore was sold
and bought n = 18 million times). The average duration of ownership calculated on the two stocks
gives an average duration y of about 18 months (the average between 3 years and 5 seconds),
while if the average is calculated on all n 4 1 transactions, we obtain

n X 5 seconds + 3 years
n+1

Y= =~ 10 seconds.

This example can easily be generalized, for example, to the average occupancy time of a hospital
room, or to the average length of a car journey. As we can see, the way in which the different
quantities are calculated is far from neutral.

Among the other typical biases, we can mention the errors in the data, which are often important.
As was pointed out by Klein 1997, there is strong proof that the elements stored in organizational
databases have a significant error rate. If left undetected during use, errors in data can significantly
affect business results. As statistician William Kruskal stated, “a reasonably perceptive person,
with some common sense and a head for figures, can sit down with almost any structured and
substantial data set or statistical compilation and find strange- looking numbers in less than an
hour”. For example, a report on drug prices in The Times (London) on May 26, 2018, mentions
the pharmacy in Shropshire, U.K., that was paid £6,030 for a drug that should have cost £60.30,
and another in Greenwich, U.K., that was paid £7,450 for painkillers costing £74.50, according to
Kenber et al. 2018, cited by Hand 2020.
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Chapter 4

Fairness and Predictive Models

In a classification problem, given predictive data o, we will use a learning model (or logistic
regression) to compute a score s(x) that will be used to predict a binary outcome y € {0,1}. The
assignment to classes for  will be done according to the interpretation of i and s,

* increditrisk, y designates a credit default (y = 1 in case of default), and often the credit score
(in the FICO sense35) will be all the higher as the risk is low. In other words, s and y (and 7)
evolve in opposite directions: with this interpretation of the score, y = 14(2)<thresholds

* in death insurance, y denotes a death (y = 1 in case of death) and the score s will be the
probability of dying. In other words s and y (and 7) evolve in the same direction: with this
interpretation of the score, § = 15(2)>thresholds

For a regression problem, we will predict y € R from a model m(x), and we will pose y = m(x).
The subtlety, in the classification problem, is the intermediate passage through this score s (which
will not have values in {0, 1} - like y - but in [0, 1] or in R). Finally, we will suppose that there is a
protected attribute p (we consider here that it is binary, with p € {0, 1}).

4.1 Completion on the classifiers

As we have already mentioned, the binary classification (when y € {0, 1}) is a bit particular because
of the intermediate construction of a score s, before constructing the classifier y stricto sensu
(y € {0, 1}). By analogy with logistic or probit regressions, in all the following, the score s will

be a function X — [0, 1], where X’ C R*, and with, for example®®.

B exp[mTﬁ] B T
= m or 8(33) = <I>(a: $),

respectively for the logistic model and the probit model. Figure 4.1 schematically resumes the
analysis of a (linear) classifier, with the confusion matrix, which will be used as a basis to build

*see also https://www.fico.com/en/products/fico-score and also Section 2.3.8.
%®Some works define the score as :cTﬂ, which has values in R. The score we define is an increasing function of this
linear combination.
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Figure 4.1: Construction of the confusion matrix for a classifier, y = 1(xy + x5 > t), where the
blue points e represent points y = 0 and the red points e represent points y = 1. The blue zone
corresponds to the predictions § = 0 and the red zone to the predictions 4 = 1. The red points in
the blue area, and the blue points in the red area are bad classifications, corresponding to errors,
respectively false negatives and false positives.

the ROC curve,
(P[S > t|Y = 0], P[S > t|Y = 1])¢efo,1]

where S = s(X), or, noting Y = 1., for a threshold ¢,
(P[Y =1|Y = 0],P[Y = 1]Y = 1]) = (FPR,TPR)

which is the true positive rate (TPR) versus false positive rate (FPR) curve as the threshold ¢ varies.
In the example of Figure 2, the false positive rate (FPR) is 2 out of 7 (out of the 7 blue points e, 2
points are misclassified, and announced as positive), that is 28.57%; the true positive rate (TPR) is
5 out of 6 (out of 6 red points e, 1 point is misclassified, and announced negative), that is 83.33%.

In Figure 4.3, we can visualize a credit score (in accordance with the approach in econometrics,
statistics and machine learning, a low s score indicates a good risk, and therefore less chance
of default). We can visualize on the left the distributions of the score, conditionally to y, with
respectively in dotted line the density of S when y = 1 and in solid line, that of S when y = 0.
Let us suppose that the threshold allowing to change class is 60%, so that 4 = 1 if s > 60%. We can
observe on the left that

P[S > 60%|Y = 1] = P[Y = 1|Y = 1] ~ 66.3% true positive rate
P[S > 60%|Y = 0] = P[Y = 1]Y = 0] ~ 9.6% false positive rate

(because y = 1 corresponds to a “positive”). The ROC curve is the curve obtained by representing
the true positive rates according to the false positive rates, by changing the threshold. It is therefore
the parametric curve

C = {P[S > t|Y = 0,P[S > t|Y = 1]}, fort € [0, 1],
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when the score S and Y evolve in the same direction (a high score indicates a high risk). We define
the convex envelope C, as in Hardt et al. 2016. The convex envelope is interesting because it allows
us to describe the set of classifiers that can be constructed from the s score. On the left of Figure
4.2, we can see the convex envelope C of the ROC curve of the example in Figure 4.7. C is here a
quadrilateral, the edges consisting of four segments. For example the segment [AB] is obtained by
using the classifier s, but by drawing the threshold at random: either the threshold associated to
the point A, or the threshold associated to the point B.

For the right-hand side of Figure 4.2, regall that the accuracy (noted a) associated with a ROC curve
is the proportion of good prediction, P[Y = Y], that is

_TP+TN _ TPR-TPR+ (1 —FPR) - N
PN T PN

The iso-accuracy curves have the equation

N a-[P+N]-N
TPR = B FPR + —p
which is linear in FPR: they are (parallel) lines of slope N/P, corresponding to the ratio P[Y =
0]/P[Y = 1]. The curve with the highest accuracy will be the highest, and it is “tangent” to the
ROC curve in B.
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Figure 4.2: On the left, ROC curve C' and its convex envelope C. On the right, optimal precision from
N/P ratio

ROC curves and “optimal” accuracy, when N/P is 2/1 on the left and 1/3 on the right.

One can also construct p-conditional ROC curves,

C

() = {P[S > t]Y =0, P = p|,P[S > t|Y = 1,P = p]}, fort € [0, 1],

for the two classes p = 0 (the blue points ¢) and p = 1 (the red points e), as well as their convex
envelope C, (as on Figure 4.4).

Note that we can also write C'(t) = TPR o FPR_l(t), where FRP(t) = P[S > ¢t|Y = 0] and TPR(¢) =
P[S > t|Y = 1]. In other words, the ROC curve is the difference between two distributions, FPR and
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Figure 4.3: Distributions of .S score conditional on y = 1 and y = 0, left, and ROC curve, right, for a
credit (risk) score s, with y = 1 denoting an incident. The areas on the left and the point on the right
of the ROC curve correspond to a threshold ¢ of 60%.

TPR. For the p-conditional ROC curve, C)(t) = TPR;l(t), where FRP(t) = P[S > t|Y = 0, P = p]
and TPR(t) = P[S > ¢|Y = 1, P = p|. Note that the AUC, the area under the curve, is then written

1 1
AUC = { C(t)dt = f TPR o FPR™' ()d.
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Figure 4.4: ROC curves Cp on the left, and the convex envelope on the right Cp, forp =0and

In this chapter, when we are interested in a classification problem, with a binary variable y € {0, 1},
we will also condition by the value taken by the protected variable p.

If y has values in ) (corresponding to {0, 1} for a classifier, N for a counting, R for a regression
problem), we define a loss function as a function defined on ), with real values, such that ¢(y, y') >0
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Figure 4.5: Conditional distributions of S|Y = 1, P = 0 and S|Y = 0, P = 0, on the left (population
assumed favored), and conditional distributions of S|Y =1, P =1and S|Y = 0, P = 1, on the right
(population assumed ).

and {(y,y) = 0. Therefore, the risk of a predictor m is
R(m) = E[L(Y, m(X))],

In regression, for example, we generally work with a quadratic cost function, £(y,y') = (y — y')Z,
and we obtain the risk function
2
R(m) =E[(Y —m(X))],

called squared risk. And since the exact distribution of Y is not known, it is not possible to calculate
the risk function. We construct the empirical risk function

Rulm) = =y ml@),
=1

where {x;, yi}i:L...’n is a random sample (we will speak of in-sample risk). In a regression context,
we usually work with the mean squared error (or MSE), given by

(yi — m(wi)Q'

S
IngE

EQM,, = MSE,, =
1

]

In the context of a classifier, Y = {0, 1}, the Bayes classifier is

y = argmax{P(Y = y| X = z)} noted m” ().
yey

Note that
PY #Y)=E[P(Y # YX)=1- E[m%;(P(Y = y|X)].
IS
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The (mis)classification risk (or error rate) of a classifier’’ m is
R(m) =Pm(X) + Y]

and the associated empirical risk of m is written

(we will find the N/P ratio on the right).

4.2 Blinding criterion

The notion of discrimination being closely linked to an independence between the protected variable
p and the variable of interest y (or the score s). Recall that the independence between two variables
X and Y is written

PY =y|X =2) =P =vy) Vz, Yy, ify e {0,1}

Y1 X
PY|X =z)=PY =y) Va, Vy, ifyeR

and the independence between two variables X and Y conditional on a third Z is written

PY=ylX=2,Z=2)=PY =y|Z =2) Vz,z, Yy, ifye{0,1}

YU X|Z = .
PY=ylZ=2)=PY =y|lZ=2)Va,z, Yy, ifyeR

A consequence (it would be equivalent only in the case of a binary variable y), will be respectively
EY|X =z]=E[Y], orEY|X =2,Z = 2] =E[Y|Z = 2|, Vz, 2.

In the discrimination literature, we note either p (for pprotected variable), s (for sensitive variable),
or even a (for aprotected attribute). In the causal inference literature, we use t (for tprocessing). We
will use here the notation p for the protected variable, s will be used for the score, allowing to rank.
We will refer to p = 0 as the (assumed) advantaged population, and p = 1 as the disadvantaged
population.

The most popular approach to having a fair classifier is to prohibit the use of a protected variable
in a predictive model. This approach is called “fairness by ignorance” or “fairness through
unawareness”.

Fairness Through Unawareness (Kusner et al. 2017)}

We will speak of fairness through ignorance if the protected attribute p is not explicitly used in the decision function
¥, i.e. neither in the construction of the score s, nor in the choice of the threshold level, allowing to pass from s to

Y.

3"With the previous notations, m(x) = 1,005¢-
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It is assumed here that the threshold choice does not depend on the protected criterion p, as in
Figure 4.6. In this case, for the advantaged population (curve red on the left, p = 0), more people
in this subpopulation have a lower score (and therefore risk) than for the disadvantaged population
(curve on the right, p = 1).

Figure 4.6: Distributions of s conditional on y = 1,p = 0 and s conditional on y = 0, p = 0 on the left
(population assumed favored), and distributions of s conditional on y = 1,p = 1 and s conditional on
y=0,p =1, on the right (population assumed ). The threshold to go from 37 =0to § =1is
set to 60%.

Removing a protected variable from the learning base might seem like a step forward. However,
some of the unprotected predictor variables may in fact be (highly) correlated with the protected
variable, allowing discrimination to go on and even eliminate all highly correlated variables as well.
But this comes at a price, because each deletion of a variable also deletes valuable information for
the prediction task.

Gajane and Pechenizkiy 2017, Zliobaité 2017 Verma and Rubin 2018, or Friedler, Scheidegger,
Venkatasubramanian, et al. 2019 have identified several concepts of algorithmic fairness. Most
definitions of fairness are based on group fairness, which addresses statistical fairness in the
population as a whole. In addition, individual fairness states that similar individuals should be
treated the same, regardless of their group membership. In this blog, we will focus primarily on
group fairness, which has the following three definitions: (i) demographic parity, (ii) equality of
opportunity, and (iii) equality of opportunity. We will now examine these in turn, before proposing
some extensions, inspired by Zliobaité 2017 (which mentions about twenty measures) and Gajane
and Pechenizkiy 2017 (which considers seven major approaches).

4.3 Group-level fairness

Toillustrate, let’s consider a dummy dataset, like the one in Kearns and Roth 2019 (in their example,
there are two types of individuals, circles and squares, as in Ruillier 2004), as in Figure 4.7. In our
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,—[ Equalized Odds (Hardt et al. 2016) } .

The parity of false positives and true positives is called equality of opportunity,
PY =1|P=0,Y =1]=P[Y =1|P=1,Y =1]
PY =1|P=0,Y =0 =P[Y =1|P=1,Y =0

or
PY =1|P=0,Y =y]=P[Y =1|P=1,Y =], Vy € {0,1}

in other words, YLUP conditionally to Y.

AUC fairness (Borkan et al. 2019) } .

We will have AUC fairness if AUC; = AUC,,, where AUC,, is the AUC for the p group.

We find a similar idea in Beutel, Chen, Doshi, et al. 2019. The problem with the AUC is that we can
have identical AUCs, but very different underlying ROC curves. So, it can be interesting to consider
a notion of fairness based on the ROC curves. As a reminder, we had defined the ROC curve as
C(s)=TPRo FPR_I(s), where FRP(t) = P[S > t|Y = 0] and TPR(t) = P[S > t|Y = 1].

Equality of ROC curves (Vogel et al. 2021) }

LetFRP,(t) = P[S > t|Y = 0, P = p]and TPR,(t) = P[S > t|Y = 1, P = p|. Set Agpp(s) = TPR; o TPRy ' (s) —
et Appp(s) = FPR; o FPR; ' (s) — s. We will have an fairness of ROC curves if || Arprlow = [|Arprle = 0.

An (implicit) assumption made here is that class O (or e in our illustration) in the protected attribute
P represents a socially protected group, i.e., a minority group that is discriminated against), such
that disparate impact is defined by positive (i.e., desirable) outcomes.

Equal opportunity is satisfied if the prediction Y is conditionally independent of the protected
attribute P, given the actual value Y,

Vy: Y1 P|Y =y
or
{classifier: PY=1P=0Y=y)=PY =1P=1Y =y)=PY =1|Y =y), Vy € {0,1}
regression: (Y <v|p=0,Y =y)=P(Y <v|lp=1,Y =9) =Py <~|y), Yy e R
Again, in the first case, the condition is equivalent to having
E(ylp=0,Y =y) =E(ylp =1,Y = y) = E(y|Y =y), Yy € {0,1},

but not in the second, when y is continuous. The latter will be true, but it will not be enough. This
means that the true positive rate and the false positive rate will be the same for each population;
each type of error is matched between each group.

In our illustration, equality of opportunity is impossible to achieve. Indeed, this definition of fairness
suggests that the false positive and true positive rates be the same for both populations. This
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Disparate impact: (Feldman et al. 2015)}

A decision function Y has a disparate impact, for a given threshold T, if,

PY =1|P=0] P[Y =1|P =1]
P[Y =1|P=1] P[Y = 1|P = 0]

min{

} < T (usually 80%).

This so-called “four-fifths rule”, coupled with the 7 = 80% threshold, was originally defined by the
State of California Fair Employment Practice Commission (FEPC) Technical Advisory Committee on
Testing, which issued the California State Guidelines on Employee Selection Procedures in October
1972, as recalled in Feldman et al. 2015, Mercat-Bruns 2016 or Biddle 2017. This standard was
later adopted in the 1978 Uniform Guidelines on Employee Selection Procedures, used by the
Equal Employment Opportunity Commission (EEOC), the U.S. Department of Labor, and the U.S.
Department of Justice. An important point here is that this form of discrimination occurred even
when the employer did not intend to discriminate, but by looking at employment statistics (on gender
or racial grounds), it was possible to observe (and correct) discriminatory bias.

For example, on the data in Figure 4.9,

=1|P = 1
— = 7 K 80%.
PY =1|P=e] 3

Another approach, suggested to relax the equality }P’(? =1|P=0)= IP’(? = 1|P = 1), consists in
introducing a notion of e-fairness

PY=1P=0)-P(Y =1|P=1)| <.

The left deviation is sometimes called “statistical parity difference” (SPD). Zliobaite 2015 suggests
normalizing the statistical parity difference,

nspp = 3P
Dmax

P
where Dy = mm{IF’
so that NSPD = 1 for maximum discrimination.

Endogenous threshold and confidence intervals

Besse et al. 2018 proposes another approach, based on confidence intervals for fairness criteria.
For example, for the disparate impact, we have seen that we should calculate

whose empirical version is

2 yil(pi = 0) ) Yilpi=1)

Y, ul(pi=1) Y,1(p; =0)

which can be used to construct a confidence interval for T' (Besse et al. 2018 proposes an
asymptotic test, but resampling methods are possible).

T,
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Figure 4.18: Continuous example, with the same single (60%) in both groups, p € {e, e} orp € {0, 1},
with the density of s on top, and its survival function on the bottom, and y = 160%,100%] (s).

The three previous criteria are all group-based, whereas individual fairness, as the name suggests,
is based on the individual. It was first proposed in Dwork et al. 2012. The notion of individual
fairness emphasizes that similar individuals (on unprotected attributes) should be treated similarly.

4.4.1 Proximity between individuals (and Lipschitz property)

The natural idea, found in Luong et al. 2011, is that two “close” individuals (in the sense of
unprotected characteristics ) must have the same forecast. Let us consider two metrics, one on
[0,1] x [0,1] or {0, 1} noted D, and one on X" noted d, such that we will have individual fairness on
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Figure 4.19: Continuous example, with different thresholds (55% and 65%) in the two groups, p €
{textcolortikrouges, o} or p € {0, 1}, with the density of s at the top, and its survival function at the
bottom, and y = 1(55%,100%(s) if p = ® and y = 1(g5%,100%] (5) if p = .

a database of size n if we have the following property (called Lipschitz property)

D(:D’Lag]) OrD(si7Sj) = d(ml7wj)7 VZ,] = 17 NI
Duivesteijn and Feelders 2008 talked about monotonic classification. It is difficult to determine
which metric to use to measure the similarity of two individuals (i.e. between x; and x;), as explained

by Kim et al. 2018. The most usual is to use a Mahalanobis type distance, to take into account the
different scales between the variables.
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Name Probabilistic formula /0 o/1 diff (%)

statistical parity P[Y = 1|P = o] 25.0% 75.0% | 50.0 +200.0%
equalized opportunity IP’[? =1|P =0,Y =1] 40.0% 88.9% | 48.9 +122.2%
predictive equality P[Y =1|P =0,Y =0 0.0% 57.1% | 57.1 -
conditional accuracy P[Y =0|P =0,Y =0] | 50.0% 75.0% | 25.0 +50.0%
[ ]

predictive parity PY =1|P = o, Y = 100.0% 66.7% | -33.3 -33.3%
accuracy equality IP’[? =Y|P = o] 62.5% 68.8% 6.2 +10.0%
treatment equality FN, /FP, - 25.0% - -

Table 4.5: Different concepts of fairness based on Figure 4.19, with the values of the measures for
the two groups, p € {e, e}, the absolute difference, and the relative difference (in percent), with a
different threshold (55% if p = e and 65% if p = e) in the two groups to obtain g from the score s.

4.4.2 Causality in a dynamic context

Before defining causality in the context of individual data, let us recall that, In a context of temporal
data, Granger 1969 introduced a concept of “causality” which takes a relatively simple form for
dynamics described by a correlation

{xl,tﬂ =c1+a11%1:+a12%2; + €1

Tott1 = Co+ U2 1T1 + A22%2¢ + €9

also noted x; = ¢ + Ax;_; + €; where the off-diagonal terms of the autoregression matrix A allow
to quantify the lagged causality, i.e. a lagged causal effect (between t and ¢ + 1) with respectively
x1 — 5 0r xy < 9. For example Figure 4.20 shows the scatterplot (1 ¢+, 22 141) and (zo4, 1 441),
left and right, where respectively x; denotes the number of cyclists in Stockholm, per day, in 2014
(at a given road intersection) and x5 denotes the (average) temperature on the same day. The
graph on the left is equivalent to asking whether the temperature cause the number of cyclists
(if the temperature rises, the number of cyclists on the roads rises) and the graph on the right is
equivalent to asking whether the number of cyclists cause the temperature (if the number of cyclists
on the roads rises, the temperature rises). In both cases, if we estimate

Ty = X9t Tyl = V1 @ 1T1t T N1,
Ty Tot Tigpl = Vo T 12Tt + Mo,

we observe significant regressions (but this is not a causal test)

T ™ Tg: T t+1 = 4320 + TBT Tt —+ Mt R2 = 7572%
’ (234)  (23) 7 '

21— a0t Ty =—1.98+ 0.001 2oy + 10y, R =72.41%
’ (0.04) (0.00003) ’

We can use the Granger test, on the data of Figure 4.20, on the two causal hypotheses (not on the
levels but on the daily variations, of the number of cyclists, and of the temperature)

1 = 1o Hg:iasy =0, p—value = 56.66%
xy < x9: Hpy:app =0, p—value = 0.004%

118



Figure 4.20: Number of cyclists per day (z3), in 2014, in Stockholm, and average daily temperature
(z1). The regression lines are estimated only on days when the temperature exceeded 0'rc C.

In other words, it is logical to observe that temperature is causally related to the presence of cyclists
on the road, but not vice versa.

In a non-dynamic context, defining causality will be a more perilous exercise.

4.4.3 Causality and directed graphs

Again, having causal predictors, in insurance, is especially important. Swedloff 2014 asserted “The
problem, of course, is that finding such non-causally related correlations means that the policyholder
cannot, and likely should not, try to minimize the activity, behavior, or characteristic”. Unfortunately,
“strong” correlations (sometimes enough in machine learning) are not enough, and Spirtes et al.
1993 noted that it would be difficult to define what causality is, and that it would probably be simpler
to axiomatize it. In other words, we will start by determining the attributes that would be considered
necessary for a relation to be considered causal, we formalize these properties mathematically, and
we look to see if these axioms translate into an interpretable characterization of a causal relation.

For example, it seems legitimate that these relations are transitive: if 1 causes x5 and if o causes
x3, then it must also be true that x; causes x3. We could then talk about global causality. But a local
version seems to exist: if x1 causes x3 only through x5, then it is possible to block the influence of
x1 on x3 if we prevent x5 from being influenced by x1. One could also ask that the causal relation
be irreflexive, in the sense that x; cannot cause itself. The danger of this property is that it tends
to seek a causal explanation for any variable. Finally, an asymmetry property of the relation is often
desired, in the sense that x; causes x5 implies that x5 cannot cause x;. Here again, a precision is
necessary, especially if the variables are dynamic: this property does not prevent a lagged feedback
effect: It is indeed possible for x; ; to cause x5 ;1 and for x5 ;11 to cause xy ;1 o, but not for zq ; to
cause z,; and for x5 ; to cause x4, with this approach. As noted by Wright 1921, well before Pearl
1988, the most natural tool to describe visually and simply these causal relations is probably that
of directed graphs.
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po(w) =PY =1|W = w, X = z]

~ ( eXp[BO + wa + wa]
xT w) = -~ -~ -~
L+ exp[ 5y + Bor + Buw]

the average causal effect, ACE = E(u1 (W) — uo(W)) will be estimated by

ATE = 33 (s (i) = o))

In the causal diagram (a) in Figure 4.30, U = (x,e) and V. = y, such that y = f(z,¢), or
y = fy(x,e). Here, x represents the parent of y, and ¢ the structural errors due to unmodelled
factors, which will generate uncertainty. As explained in Pearl 1998, the structural equation
Yy = fy(x,e) represents a causal mechanism that specifies the value taken by the variable Y in
response to each pair of values taken by the variable x and the factors . y = fy(as, ¢) is computed
under the formal intervention “X is set to z”, which Pearl 1998 notes “do(X = z)” (or simply do(x)),
then assigned to Y (historically, from Wright 1921 to Holland 1986, passing by Neyman et al. 1923
or Rubin 1974, various notations have been proposed). To use the notation and interpretation of
Pearl 2010, Y would be y had X been x in situation ¢ will be written Y,.(¢) = y, the structural error
€ not being impacted by an intervention on x.

In probabilistic terminology, P[Y = y|X = z| denotes the population distribution of Y among
individuals whose X value is z. Here, P[Y = y|do(X = x)] represents the population distribution
of Y if all individuals in the population had their X value set to . And more generally, P(Y =
yldo(X = z),Z = z) will denote the conditional probability that Y = y, given Z = z, in the
distribution created by the intervention do(X = x). Also, in the literature, the average causal effect
(ACE) corresponds to E[Y |do(X = 1)] = E[Y |do(X = 0)], or Y; = Y, if Y, = E[Y|do(X = z)]
(which we will also note hereafter Y)}Ll - Y)Z_O). To calculate this quantity, given a causal graph,

PY =yldo(X =x)] = ) P[Y =y|X =2, PA=z]-P[PA="]

where PA denotes the parents of x, and z covers all combinations of values that the variables in
PA can take. A sufficient condition for identifying the causal effect P(y|do(z)) is that each path
between X and one of its children traces at least one arrow emanating from the measured variable
(Tian and Pearl 2002).

4.4.6 Counterfactual Fairness

In Figure 4.30, we can visualize two causal diagrams, where y is our variable of interest, p is the
protected variable, x is a (potentially) explanatory variable, and u is an unobserved characteristic.
In the (b) diagram, p does not cause y because there is no causal path where p would cause v, i.e.
y is never a parent (even distantly) of y. In the (c¢) diagram, this time p causes (indirectly) y (via the
path p — x — y).

A model satisfies the “counterfactual fairness” property if “had the protected attributes (e.g., race)
of the individual been different, other things being equal, the decision would have remained the
same”. Also, a classifier will be counterfactually fair if for all individuals the outcome is equal to
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Figure 4.30: Causal diagrams, with a protected variable p, an explanatory variable z and an outcome
Y.

C

the outcome of its counterfactual individual (i.e., the same individual with one protected attribute
reversed).
P[Ypo, =Y|X =a] =P[Yp_, = Y|X =x], Vp,q

where Y7, is the prediction of the classifier if p takes the value z.

f—[CounterfactuaI fairness (Kusner et al. 2017)}

If the prediction in the real world is the same as the prediction in the counterfactual world where the individual
would have belonged to a different demographic group, we have counterfactual fairness, i.e.

fairness through awareness Dwork et al. 2012 D(yi, yj) < d(z;, z;), Yi,j

counterfactual fairness Kusner et al. 2017 IP’[YIS(_p =y|X ==z, P =p| =cst, Vp

no proxy discrimination Kilbertus et al. 2017 P[Y = y|do(P = p)] = cst,, Vp

Table 4.6: Definitions of individual fairness.

4.5 Correcting an inequity

4.5.1 Pre-processing approaches

A straightforward approach to removing bias from datasets would be to remove the protected at-
tribute and other data elements that are suspected of containing related information. Unfortunately,
such removal is rarely sufficient. There are often subtle correlations in the data that mean the pro-
tected attribute can be reconstructed. For example, we may delete race, but retain the subject’s
address information, which may be highly correlated with race.

The extent to which there are dependencies between the « data and the protected attribute p can
be measured using the mutual information

P(z,p)

w?p
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which Kamishima, Akaho, and Sakuma 2011 calls the “latent prejudice”. As this measure
increases, the protected attribute becomes more predictable from the data. Indeed, Feldman et al.
2015 and Menon and Williamson 2018 have shown that the predictability of the protected attribute
puts mathematical limits on the potential discrimination of a classifier.

In the literature, there are four approaches to removing bias by manipulating the data set.
Respectively, these approaches modify the labels y the observed data x, the data/label pairs x, y}
and the weighting of these pairs.

Manipulation of labels

Kamiran and Calders 2009 and 2012 proposed to modify some of the training labels, which they
call data manipulation. They compute a classifier on the original dataset and find examples close to
the decision surface. They then swap the labels so that a positive outcome for the disadvantaged
group is more likely and retrain. This is a heuristic approach that empirically improves fairness at
the expense of accuracy.

Manipulation of observed data

Feldman et al. 2015 proposed to manipulate the individual dimensions of the o data in a way
that depends on the protected attribute p. The idea is to align the cumulative distributions Fj|x]
and F[x] for the feature  when the protected attribute p is 0 and 1, respectively, to a median
cumulative distribution F,,,[x]. This method is similar to the normalization of test scores across
different schools, and is called “disparate impact suppression”. This approach has the disadvantage
of treating each input variable x separately, and ignores their (possible) interactions.

Manipulation of labels and data

Calmon et al. 2017 learns a t-transformation that transforms {x, y} data pairs into new {x’, y'}
data values in a way that explicitly depends on the protected attribute p. Calmon et al. 2017
formulates this problem as an optimization problem in which the change in data utility must be
minimized, subject to bounds on the harm and distortion of the original values. Unlike disparate
impact removal, this method takes into account interactions between all dimensions of the data.
However, the randomized transformation is formulated as a probability table, which is only suitable
for data sets with a small number of discrete input and output variables.

Pairwise weighting of data

Kamiran and Calders 2012 proposes to reweight the {x, y} observations in the training dataset so
that cases where the protected attribute p predicts that the disadvantaged group will have a positive
outcome are more heavily weighted. They then train a classifier that uses these weights in its cost
function. They also propose to resample the training data according to these weights and use a
standard classifier.

4.5.2 Reprocessing algorithms

In the previous section, we introduced the latent prejudice measure based on the mutual
information between the data x and the protected attribute p. Similarly, we can measure the
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