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Probabilistic Scores
Let (Y ,X) be a random pair with Y ∈ {0, 1} and X ∈ X . A predictive classifier is a
function X → {0, 1}, while a predictive score is

π : X → [0, 1], and Bayes’ predictor is µ∗(X) = E(Y | X) = P(Y = 1 | X).

Given training dataset {(yi , x i)} (i.i.d. under P), predicted score is

π̂ : X → [0, 1], interpreted as “π̂(X) = P̂(Y = 1 | X )”.

Running Example Motor insurance dataset, exposure 1 year, y occurrence of a claim
- GLM , plain logistic regression
- GAM , logistic regression with smoothing splines
- Random Forest , ℓ2 loss (and not majority rule of classifiers)
- Gradient Boosting , logistic loss (cross validation stopping rule)
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Probabilistic Scores

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Histograms of {π̂(x i)}’s
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Probabilistic Scores

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Histograms of {π̂(x i)}’s (zoom on [0 ; 0.4])
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Probabilistic Scores

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Densities of {π̂(x i)}’s (zoom on [0 ; 0.4])
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Probabilistic Scores
Let (Y ,X) be a random pair with Y ∈ {0, 1} and X ∈ X . A predictive classifier is a
function X → {0, 1}, while a predictive score is

π : X → [0, 1], and Bayes’ predictor is µ∗(X) = E(Y | X) = P(Y = 1 | X).

Given training dataset {(yi , x i)} (i.i.d. under P), predicted score is

π̂ : X → [0, 1], interpreted as “π̂(X) = P̂(Y = 1 | X )”.

Following some lectures notes, given a threshold t ∈ [0, 1],

TPR(t) = P(π̂(X) > t | Y = 1) = P(π̂(X+) > t), true positive rate
FPR(t) = P(π̂(X) > t | Y = 0) = P(π̂(X−) > t), false positive rate
FNR(t) = P(π̂(X) ≤ t | Y = 1) = P(π̂(X+) ≤ t) = 1 − TPR(t), false negative rate
TNR(t) = P(π̂(X) ≤ t | Y = 0) = P(π̂(X−) ≤ t) = 1 − FPR(t), true negative rate
PR(t) = P(π̂(X) > t), positive rate and NR(t) = P(π̂(X) ≤ t) negative rate
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Probabilistic Scores

Densities, t 7→ ∂TNR(t)
∂t and t 7→ ∂FNR(t)

∂t , of π̂(X) | Y = 0 and π̂(X) | Y = 1.
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Probabilistic Scores

Survival functions, t 7→ FPR(t) and t 7→ TPR(t)
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Probabilistic Scores

ROC curve, {(FPR(t),TPR(t)), t ∈ [0, 1]}, or ROC(u) = TPR
(
FPR−1(u)

)
.
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Probabilistic Scores
The ROC Curve is {(TPR(t),FPR(t)), t ∈ [0, 1]}, or equivalently

ROC : [0, 1] → [0, 1], defined as ROC(u) = TPR
(
FPR−1(u)

)
.

The Area Under the ROC Curve (AUC) is defined as

AUC =
∫ 1

0
TPR

(
FPR−1(u)

)
du=

∫ 1

0
TNR

(
FNR−1(u)

)
du

(based on the mirror ROC Curve), or

AUC = E
(
TPR(π̂(X−))

)
= E

(
TNR(π̂(X+))

)
AUC = P

(
π̂(X+) > π̂(X−)

)
+1

2P
(
π̂(X+) = π̂(X−)

)
where X+ denotes an instance with Y = 1 and X− an instance with Y = 0.
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Probabilistic Scores

AUC =
∫ 1

0
ROC

(
u

)
du =

∫ 1

0
TPR

(
FPR−1(u)

)
du
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Probabilistic Scores

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
ROC of {π̂(x i)}’s, training and validation datasets.
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Probabilistic Scores

Let I+ and I− be the sets of positive and negative indices respectively.

ÂUC = 1
n+ n−

∑
i+∈I+

∑
i−∈I−

(
1{π̂i+ > π̂i−} + 1

2 1{π̂i+ = π̂i−}
)
.

that can be related to Mann–Whitney U test.

ÂUC = 1
n+ n−

∑
i+∈I+

∑
i−∈I−

[
1

(
R+

i+ > R−
i−

)
+ 1

2 1
(
R+

i+ = R−
i−

)]
.

where, if S1, . . . ,Sn+ are the scores of positive observations and T1, . . . ,Tn− are the
scores of negative observations, we define R+

i as the (increasing) rank of Si among all
scores {S1, · · · , Sn+} ∪ {T1, · · · ,Tn−} = {π̂1, · · · , π̂n}, and similarly for R−

j , among
negative observations. Thus, AUC depends only on ranks of predictive scores, not the
value themselves.
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Probabilistic Scores
Let π̂(X) be a scoring function and let g : [0, 1] → [0, 1] be a strictly increasing
function. Define the transformed score π̂ g(X) = g(π̂(X)) , then

AUC(π̂ g) = AUC(π̂) .

If a predicted score π̂(X) is replaced by any miscalibrated transformation g(π̂(X))
(e.g., overconfidence, underconfidence, temperature scaling), then

AUC remains unchanged.

For any α > 0,
AUC( π̂ α ) = AUC(π̂).

For any T > 0, the temperature-scaled scores satisfy

AUC
(
logit−1(T logit(π̂)

))
= AUC(π̂).
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Probabilistic Scores

π̂ → π̂α = log−1 (
α log(π̂)

)
, α = 2, power parameter
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Probabilistic Scores

π̂ → π̂α = log−1 (
α log(π̂)

)
, α = 1/2,
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Probabilistic Scores

π̂ → logit−1(
α logit(π̂)

)
, α = 2, temperature parameter
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Probabilistic Scores

π̂ → logit−1(
α logit(π̂)

)
, α = 1/2,
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Probabilistic Scores

The Gini index is defined as

Gini = 2 · AUC − 1 = 2
∫ 1

0

(
ROC(u) − u

)
du.

The log-loss (cross-entropy) is defined as

LogLoss = −1
n

n∑
i=1

[
Yi log π̂(X i) + (1 − Yi) log

(
1 − π̂(X i)

)]
.
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Averages and Expectations
Consider a random pair (Y ,X) where:

• Y ≥ 0 : insurance loss (response variable),
• X ∈ X : vector of covariates.{

µ∗(X) = E[Y | X ] (true pure premium),
π(X) (some predicted premium from pre-trained a model).

yn = argmin
γ∈R

{1
n

n∑
i=1

(
yi − γ

)2 }
or E[Y ] = argmin

γ∈R

{
E

[
(Y − γ)2] }

least squares

average losses / empirical losses

i.e. we want to minimize the error between observed loses y and predictions ŷ .

E
[
Y | X = x

]
= ψ⋆(x) where ψ⋆ = argmin

ψ measurable

{
E

[
(Y − ψ(X))2] }
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Averages and Expectations

More generally than ℓ(y , ŷ) =
(
y − ŷ

)2, consider Bregman losses
ℓ(y , ŷ) = φ(y) − φ(ŷ) − φ′(ŷ) ·

(
y − ŷ

)
for some differentiable convex function φ

E
[
Y | X = x

]
= ψ⋆(x) where ψ⋆ = argmin

ψ measurable

{
E

[
ℓ(Y , ψ(X))

] }
If Y has a distribution in the exponential family, Generalized Linear Model

Y | X ∼ f (y | θ, ϕ) = exp
(yθ − b(θ)

ϕ
+ c(y , ϕ)

)
, where µ∗ = E[Y | X = x] = b′(θ).

then ℓ(y , µ) = b(θ(µ)) is a Bregman loss
If Y is binary {0, 1}, E[Y | X = x] = P

[
Y = 1 | X = x

]
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Averages and Expectations

argmin
γ∈R

{ n∑
i=1

ℓ
(
yi , γ

) }
, for three (Bregman) loss functions

... in all cases, γ⋆ = yn.
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Balance
Let Fπ be its cumulative distribution function with quantile function F −1

π , i.e.,

Fπ(t) = P[π(X) ≤ t] and F −1
π (u) = sup

t∈R+
{Fπ(t) ≤ u}

i.e., with a predictive score

Fπ(t) = P[π(X) ≤ t]= NR(t) and F −1
π (u) = sup

t∈R+
{Fπ(t) ≤ u}= NR−1(u).

A predictor satisfies the balance property if:

E
[
π(X)

]
= E[Y ] (= E

[
µ∗(X)

]
).

The (in-sample) translation is that
n∑

i=1
π̂n(x i) =

n∑
i=1

yi ,

which is a well-known property of the logistic regression...
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Balance
{(yi , x i)} sample, from of i.i.d. vectors (Yi ,X i) where (Y | X = x) ∼ B(µ∗(x)) ,

where P[Y = 1 | X = x] = µ∗(x) = ex⊤β

1 + ex⊤β
= π logistic(x)

When inference is done using maximum likelihood ,

logit(πi) = log
(

πi
1 − πi

)
= x⊤

i β or πi = sβ(x i) = logit−1(x⊤
i β) = exp[x⊤

i β]
1 + exp[x⊤

i β]

log L(β) =
n∑

i=1
yi log(πi(β)) + (1 − yi) log(1 − πi(β))

−ℓ(yi , πi)
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Balance

First order conditions yield

∂ log L(β)
∂βk

∣∣∣∣
β=β̂

=
n∑

i=1

yi
πi(β)

∂πi(β)
∂βk

− 1 − yi
πi(β)

∂πi(β)
∂βk

= 0

or because of the analytical expression of pi(β),

∂πi(β)
∂βk

= πi(β)[1 − πi(β)] · xk,i

we obtain
∂ log L(β)

∂βk

∣∣∣∣
β=β̂

=
n∑

i=1
xk,i · [yi − πi(β̂)] = 0 , ∀k.

X⊤(y − π̂) = 0
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Balance

Side note :
∂ log L(β)

∂β0

∣∣∣∣
β=β̂

= 0 ⇐⇒
n∑

i=1
yi =

n∑
i=1

πi(β̂)

This corresponds to balance in-sample

(more generally, MLE in GLMs under the canonical link ensures balance in-sample)
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Calibration
The calibration function describes the conditional expectation of the observed loss
given the predicted premium:

Cal(t) = E[Y | π(X) = t].

The model is auto-calibrated if each price cohort is self-financing,

π(X) = E[Y | π(X)] a.s..

Empirical version. On a dataset {(yi , x i)}n
i=1, or actually {(yi , π̂(x i))}n

i=1:

Ĉal(t) =

n∑
i=1

yi · 1{π̂(x i) ∈ B(t)}

n∑
i=1

1{π̂(x i) ∈ B(t)}
,

where B(t) denotes a bin or neighborhood of t (quantile binning, or kernel based).
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Calibration

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Quantile-bins, B(t) =

{
i ∈ {1, · · · , n} : Qπ̂(π̂(x i)) ∈ (⌊10t⌋, ⌈10t⌉)

}
Also called “reliability diagrams”
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Calibration

or smoothing regression Bh(t) = {i ∈ {1, · · · , n} : |π̂(x i) − t| ≤ h}
For kernel smoothing, see Nadaraya–Watson estimator:

C̃alh(t) =

n∑
i=1

yi · Kh(π̂(x i) − t)

n∑
i=1

Kh(π̂(x i) − t)
,

where Kh(u) = K (u/h)/h for some kernel (density function on R) K .
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Calibration

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Kernel smoothed calibration (Gaussian kernel), one could also consider local regression
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Calibration

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
and isotonic regression, see [Barlow and Brunk, 1972]
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Calibration
Let B1, . . . ,BK be a partition of [0, 1] into bins. The Expected Calibration Error
(ECE) is defined as

ECE =
K∑

k=1

|Bk |
n |acc(Bk) − conf(Bk)| ,

while the Expected Squared Calibration Error (ESCE), [Murphy, 1973]

ESCE =
K∑

k=1

|Bk |
n (acc(Bk) − conf(Bk))2 = Reliability,

defined where

acc(Bk) = 1
|Bk |

∑
i∈Bk

Yi and conf(Bk) = 1
|Bk |

∑
i∈Bk

π̂(X i).
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Calibration

It measures the average discrepancy between predicted probabilities and empirical
frequencies.
The Maximum Calibration Error (MCE),

MCE = max
1≤k≤K

| acc(k) − conf(k) | .

This describes the worst calibration error across bins.
A standard calibration metric is Brier Score , from [Brier, 1950] which is a strictly
proper scoring rule defined as

BS = E
[
(Y − π̂((X))2

]
.

It penalizes both miscalibration and lack of resolution. Lower is better.
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Calibration

Also, the Brier Score decomposes into

BS = Uncertainty︸ ︷︷ ︸
V(Y )

− Resolution︸ ︷︷ ︸
variance of bin-wise event rates

+ Reliability︸ ︷︷ ︸
calibration error

.

The reliability term is

Reliability =
K∑

k=1

|Bk |
n (acc(k) − conf(k))2 .
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Lorenz Curve

The Lorenz curve of the premium is defined for α ∈ [0, 1] by:

LC [π(X);α] =
E

[
π(X) 1{π(X) ≤ F −1

π (α)}
]

E[π(X)] .

It measures the concentration (inequality) of predicted premiums.
See [Denuit et al., 2019, Denuit and Trufin, 2024].

Empirical version.

L̂C [π(X);α] =

∑
i :π(X i )≤F̂ −1

π (α)

π(x i)

n∑
i=1

π(x i)
.
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Lorenz Curve

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Lorenz curves
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Concentration Curve

The concentration curve compares the cumulative share of losses to the cumulative
share of predicted premiums, see [Denuit et al., 2019]:

CC [Y , π(X);α] =
E

[
Y 1{π(X) ≤ F −1

π (α)}
]

E[Y ] .

“Among the α smallest predicted premiums, what fraction of total losses do we
observe?”

Empirical version.

ĈC [Y , π(X);α] =

∑
i :π(X i )≤F̂ −1

π (α)

yi

n∑
i=1

yi

.
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Concentration Curve

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Concentration curves
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Calibration, Lorenz and Concentration Curves

We cab rewrite

CC [Y , π(X);α] =
E

[
Y 1{π(X) ≤ F −1

π (α)}
]

E[Y ] =
E

[
Y 1{Fπ((X)) ≤ α}

]
E[Y ]

where U = Fπ(π(X)) is uniform on [0, 1] (“rank transformation”), so that

CC [Y , π(X);α] = 1
E[Y ]

∫ α

0
Cal

(
F −1
π (u)

)
du

see [Denuit et al., 2019, Denuit et al., 2021].
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Calibration, Lorenz and Concentration Curves

If the model is auto-calibrated , i.e., Cal(t) = t, or

π(X) = E[Y |π(X)],

then the concentration curve of losses coincides with the Lorenz curve of premiums:

CC [Y , π(X);α] = LC [π(X);α], ∀α ∈ [0, 1].

Thus:
• the calibration curve encodes local calibration,
• the Lorenz curve encodes global calibration under auto-calibration,
• the concentration curve becomes identical to the Lorenz curve.
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Calibration, Lorenz and Concentration Curves

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Difference α 7→ CC [Y , π(X);α] − LC [π(X);α]
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Calibration, Lorenz and Concentration Curves

Since CC(1) = LC(1) = 1 always, the balance property means that

E[π(X)] :=
∫ 1

0
Cal

(
F −1
π (u)

)
du =

∫ 1

0
F −1
π (u) du =: E[Y ].
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Calibration, Lorenz and Concentration Curves

Empirically:
1
n

n∑
i=1

π(X i) = 1
n

n∑
i=1

yi .

GLMs with canonical link satisfy this identity exactly (in-sample). Machine learning
models typically do not, and must be corrected.
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Multi-class Model

For Y ∈ {1, . . . ,K}, a predictive model outputs a probability vector

π̂(X) =
(
P̂(Y = 1 | X), · · · , P̂(Y = K | X)

)
∈ SK ⊂ RK

+,

where SK =
{
p ∈ RK

+, s.t. ∥p∥ℓ1 = p1 + · · · + pK = 1
}
.

A multi-class model is calibrated if

P(Y = k | π̂(X) = p) = pk , for all k = 1, . . . ,K .
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Regression

For regressions , the standard accuracy metric is

RMSE =

√√√√1
n

n∑
i=1

(
yi − π̂(x i)

)2
.
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Elasticity
Let each individual be assigned a random price perturbation ∆ ∈ {−δ, 0,+δ}. For
each g ∈ {−δ, 0,+δ}, define

pg = P(Y = 1 | ∆ = g), and p̂g = E[π̂(X) | ∆ = g ].

The observed elasticity of the conversion probability with respect to the price
perturbation is

Eobs = p+δ − p−δ
2δ .

The predicted elasticity is

Epred = p̂+δ − p̂−δ
2δ .

The elasticity capture (EC) measures how well the model reflects the observed
experimental effect:

EC = Epred
Eobs

.
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Elasticity

“EC close to 1 indicate that the model accurately reproduces the causal effect of price
changes on conversion probability.”

§ freakonometrics freakonometrics.hypotheses.org – Arthur Charpentier, December 2025 46 / 92

https://freakonometrics.github.io/
https://freakonometrics.hypotheses.org/


Group Calibration

Let the population be partitioned into groups G1, . . . ,GK . A model is
group-balanced if for every group Gk ,

E[Y | X ∈ Gk ] = E[π̂(X) | X ∈ Gk ].

The model is locally calibrated within group Gk if

E[Y | π̂(X) = t, X ∈ Gk ] = t, ∀t ∈ supp(π̂(X) | X ∈ Gk).

The group balance error is defined as

GBE = max
k=1,...,K

|E[Y | X ∈ Gk ] − E[π̂(X) | X ∈ Gk ]| .
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Calibration and Recalibration Maps
Given a predictive score π̂(X ) ∈ [0, 1], the calibration function is

Cal(t) = E[ Y | π̂(X) = t ].

A model is auto-calibrated when

π̂(X) = E[ Y | π̂(X) ] = Cal(π̂(X)).

A recalibration map is any measurable function g : [0, 1] → [0, 1] such that

πnew(X) = g(π̂(X))

Given scores π̂i = π̂(xi) from any classifier, Platt scaling , from [Platt, 1999], fits
parameters (a, b) ∈ R2 solving

π̃i = logit−1(a π̂i + b) = 1
1 + exp(−(a π̂i + b))
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Calibration and Recalibration Maps
by minimizing the negative log-likelihood

L(a, b) = −
n∑

i=1

(
yi log π̃i + (1 − yi) log(1 − π̃i)

)
.

The recalibrated score is

π̂Platt(x) = logit−1(a∗ π̂(x) + b∗).

Temperature scaling rescales the logit of the predicted probability:

π̂T (X ) = logit−1
(
T · logit(π̂(X ))

)
, T > 0.

The temperature parameter T is chosen to minimize the validation negative
log-likelihood,

T ∗ = arg min
t>0

{
−

m∑
i=1

[
yi log π̂t(xi) + (1 − yi) log(1 − π̂t(xi))

]}
.
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Calibration and Recalibration Maps

Note that temperature scaling preserves AUC:

AUC(π̂T ) = AUC(π̂).

Isotonic regression estimates a monotone function g : [0, 1] → [0, 1] solving

g⋆ = argmin
h nondecreasing

n∑
i=1

(
yi − h(π̂(xi))

)2
,

over the set of nondecreasing functions on [0, 1].
The solution is obtained via the Pool-Adjacent-Violators (PAV) algorithm,
[Barlow and Brunk, 1972]. The recalibrated score is

π̂iso(X ) = g⋆(π̂(X )).
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Calibration and Recalibration Maps
Partition [0, 1] into K bins B1, . . . ,BK (e.g., equal mass bins according to π̂). For each
bin Bk , define

acc(Bk) = 1
|Bk |

∑
i∈Bk

yi , conf(Bk) = 1
|Bk |

∑
i∈Bk

π̂(xi).

The histogram-binned calibrated predictor is

π̂bin(X ) = acc(Bk) if π̂(X ) ∈ Bk .

Calibration metrics:

ECE =
K∑

k=1

|Bk |
n

∣∣acc(Bk) − conf(Bk)
∣∣,

ESCE =
K∑

k=1

|Bk |
n

(
acc(Bk) − conf(Bk)

)2
,
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Calibration and Recalibration Maps

MCE = max
k

∣∣acc(Bk) − conf(Bk)
∣∣.

Define the Nadaraya–Watson estimator:

Ĉalh(t) =
∑n

i=1 Kh(π̂(xi) − t) yi∑n
i=1 Kh(π̂(xi) − t) ,

where Kh(u) = K (u/h)/h.
The recalibrated kernel-smooth score is then

π̂ker(X ) = Ĉalh(π̂(X )).
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Calibration and Recalibration Maps

Given predictions π̂(xi) and observed labels yi on a validation set, find c ∈ R solving

c = arg min
d∈R

m∑
i=1

(
yi − (π̂(xi) + d)

)2
.

The recalibrated predictor is
π̂′(x) = π̂(x) + c.

This ensures the (empirical) balance property:

1
m

m∑
i=1

π̂′(xi) = 1
m

m∑
i=1

yi .
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Calibration and Recalibration Maps

Many calibration methods can be written as the optimization problem

g⋆ = arg min
g∈G

n∑
i=1

ℓ
(
yi , g(π̂(xi))

)
,

where
- G = {all measurable maps [0, 1] → [0, 1]} gives nonparametric calibration,
- G = {σ(as + b) : a, b ∈ R} gives Platt scaling,
- G = {logit−1(T · logit(s)) : T > 0} gives temperature scaling,
- G = nondecreasing functions gives isotonic regression,
- G = piecewise-constant on bins gives histogram binning.
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Calibration and Recalibration Maps

If g is (strictly) increasing , the ranking of risks is preserved:

π̂(x1) < π̂(x2) ⇒ g(π̂(x1)) < g(π̂(x2)).

Hence all rank-based notions are unchanged (ROC/AUC, Gini, selection ordering). In
pricing terms, higher predicted risk never receives a lower recalibrated premium.
If g is not increasing , there exist s1 < s2 such that g(s1) > g(s2). This creates rank
inversions:

- ROC/AUC (and Gini) may change because the ordering of pairs is modified.
- Pricing incoherence: two policyholders with different scores can be re-ordered after

recalibration, leading to local cross-subsidies and potential arbitrage/instability.
- All objects depending on the distribution of πnew (e.g. Lorenz and concentration

curves) can also change because Fπnew differs from Fπ̂.
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Calibration and Recalibration Maps

Which methods guarantee monotonicity?
- Isotonic regression: g constrained to be nondecreasing (PAV algorithm).
- Platt scaling / logistic calibration: g(s) = σ(as + b) is increasing when a > 0.
- Temperature scaling: g(s) = σ(T · logit(s)) is increasing for T > 0.
- Histogram binning: piecewise-constant not necessarily monotone unless

post-processed (e.g. isotonic regression on the bin accuracies).
The plug-in map g(s) = Ĉalh(s) is not guaranteed to be monotone and may oscillate.
A practical fix is to enforce monotonicity by applying isotonic regression (or monotone
rearrangement) to the estimated calibration curve.
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Calibration and Recalibration Maps

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Histograms of recalibrated scores πnew(x) = g(π̂(x)), where g = C̃alh.

§ freakonometrics freakonometrics.hypotheses.org – Arthur Charpentier, December 2025 57 / 92

https://freakonometrics.github.io/
https://freakonometrics.hypotheses.org/


Calibration and Recalibration Maps

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
ROC curves of recalibrated scores πnew(x) = g(π̂(x)), where g = C̃alh.
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Calibration and Recalibration Maps

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Calibration curves of recalibrated scores πnew(x) = g(π̂(x)), where g = C̃alh.
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Calibration and Recalibration Maps

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Difference α 7→ CC [Y , πnew(X);α] − LC [πnew(X);α]

§ freakonometrics freakonometrics.hypotheses.org – Arthur Charpentier, December 2025 60 / 92

https://freakonometrics.github.io/
https://freakonometrics.hypotheses.org/


Calibration and Recalibration Maps

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Previous difference was α 7→ CC [Y , π̂(X);α] − LC [π̂(X);α]
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GLM: well specified + in-sample

Consider a true data-generating process of the form

Y | X ∼ Poisson(v µ∗(X)), where logµ∗(X) = β∗
0 + (β∗)⊤X ,

or, more generally, any GLM with canonical link function and correctly specified linear
predictor.
Let Z := µ∗(X). By the tower property of conditional expectation,

E
[Y

v

∣∣∣∣ Z
]

= E
[
E

[Y
v

∣∣∣∣ X
] ∣∣∣∣∣ Z

]
= E[µ∗(X) | Z ] = Z .

Hence the true GLM is auto-calibrated:

µ∗(X) = E
[Y

v

∣∣∣µ∗(X)
]
.
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GLM: well specified + in-sample

In a well-specified GLM with canonical link, the log-likelihood score equation
corresponding to the intercept enforces

n∑
i=1

vi µ̂n i =
n∑

i=1
Yi ,

i.e. the fitted model exactly reproduces the total of the observed response (in-sample).
This is the balance property:

E[π(X)] = E[Y ],

where π(X) = v µ̂n(X) is the fitted premium.
Define the calibration function

Cal(t) = E[Y | π(X) = t].
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GLM: well specified + in-sample
If the GLM is well specified, the fitted predictor satisfies

Cal(t) = t for all t in the support of π(X),

i.e. the model is auto-calibrated pointwise.
Let Fπ be the CDF of π(X). The concentration curve of losses is

CC(α) = 1
E[Y ]

∫ α

0
Cal

(
F −1
π (u)

)
du.

Under auto-calibration (Cal(t) = t),

CC(α) = 1
E[π(X)]

∫ α

0
F −1
π (u) du = LC(α),

where LC is the Lorenz curve of predicted premiums.
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GLM: well specified + in-sample

For a well-specified GLM:
• the calibration curve satisfies Cal(t) = t (local calibration),
• the concentration curve equals the Lorenz curve (global calibration),
• the fitted predictor is auto-calibrated and satisfies the balance property.

Thus, under correct specification, GLMs achieve both local and global consistency
between losses and predicted premiums.

Works also for a well-specified logistic regression.
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GLM: well specified + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Histograms of {π̂(x i)}’s (zoom on [0 ; 0.6])
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GLM: well specified + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
ROC curves of {π̂(x i)}’s (training and validation samples)
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GLM: well specified + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Calibration curves of {(π̂(x i), yi)}’s, deciles (reliability diagram)
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GLM: well specified + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Calibration curves of {(π̂(x i), yi)}’s, Kernel smoothed
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GLM: well specified + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Calibration curves of {(π̂(x i), yi)}’s, isotonic regression
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GLM: well specified + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Lorenz curves of {(π̂(x i), yi)}’s, α 7→ LC(α)
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GLM: well specified + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Concentration curves of {(π̂(x i), yi)}’s, α 7→ CC(α)
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GLM: well specified + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Differences α 7→ CC(α) − LC(α)
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GLM: mispecified case (omited variable) + in-sample
Consider a true data-generating process of the form

Y | (X ,Z ) ∼ Poisson(v µ⋆(X ,Z )), where logµ⋆(X ,Z ) = β⋆0 + (β⋆)⊤X + γ⋆Z ,

where Z is an important covariate (possibly correlated with X ), but it is not included
in the fitted model.
The practitioner fits a reduced GLM of the form

Y | X ∼ Poisson(v µ̂(X)), where log µ̂(X) = β̂0 + β̂⊤X .

Since the model excludes Z , the fitted predictor generally satisfies

µ̂(X) ≈ E[µ⋆(X ,Z ) | X ] ,

i.e. it estimates a conditional average over the omitted variable Z .
Let π(X) = v µ̂(X) be the fitted premium and define the calibration function

Cal(t) = E[Y | π(X) = t].
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GLM: mispecified case (omited variable) + in-sample
In the misspecified setting,

Cal(t) = E
[
v µ⋆(X ,Z )

∣∣∣ v µ̂(X) = t
]
.

Because different values of Z may correspond to the same fitted premium t, we
generally have

Cal(t) ̸= t.

Hence a misspecified GLM fails auto-calibration:

µ̂(X) ̸= E
[Y

v

∣∣∣ µ̂(X)
]
.

This discrepancy persists even asymptotically.
The concentration curve is

CC(α) = 1
E[Y ]

∫ α

0
Cal

(
F −1
π (u)

)
du, π(X) = v µ̂(X).
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GLM: mispecified case (omited variable) + in-sample
The Lorenz curve is

LC(α) = 1
E[π(X)]

∫ α

0
F −1
π (u) du.

Since Cal(t) ̸= t under misspecification,

CC(α) ̸= LC(α) ∀α ∈ (0, 1).

Thus the equivalence between concentration and Lorenz curves, which characterizes
global calibration, is lost.
Even when the model is misspecified, a GLM with canonical link satisfies the in-sample
balance property

n∑
i=1

vi µ̂(X i) =
n∑

i=1
Yi ,

because this identity is enforced by the score equation for the intercept.
Hence:
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GLM: mispecified case (omited variable) + in-sample

• the model is globally balanced in-sample,
• but locally biased across cohorts of predicted premium.

Because the omitted variable Z is averaged out inside µ̂(X), different subpopulations
with different risks are mapped to the same premium level. This creates:

• systematic mispricing within segments,
• deviations of Cal(t) from the identity line,
• lack of self-financing of price cohorts,
• discrepancies between concentration and Lorenz curves,
• persistent calibration errors even asymptotically.

Thus, a misspecified GLM may remain globally correct on average (balance) while
being locally incorrect everywhere (calibration failure), with severe implications for
pricing and portfolio stability.
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GLM: mispecified case (omited variable) + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
mispecified logistic model
Histograms of {π̂(x i)}’s (zoom on [0 ; 0.6])
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GLM: mispecified case (omited variable) + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
mispecified logistic model
ROC curves of {π̂(x i)}’s (training and validation samples)
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GLM: mispecified case (omited variable) + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Calibration curves of {(π̂(x i), yi)}’s, deciles (reliability diagram)
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GLM: mispecified case (omited variable) + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Calibration curves of {(π̂(x i), yi)}’s, Kernel smoothed
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GLM: mispecified case (omited variable) + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Calibration curves of {(π̂(x i), yi)}’s, isotonic regression
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GLM: mispecified case (omited variable) + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Lorenz curves of {(π̂(x i), yi)}’s, α 7→ LC(α)
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GLM: mispecified case (omited variable) + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Concentration curves of {(π̂(x i), yi)}’s, α 7→ CC(α)
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GLM: mispecified case (omited variable) + in-sample

On simulated data GLM , GAM , Random Forest and Gradient Boosting , with
well specified logistic model
Differences α 7→ CC(α) − LC(α)
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GLM: out-of-sample

For a fitted GLM with canonical link, the score equation for the intercept enforces the
in-sample identity

n∑
i=1

vi µ̂n(x i) =
n∑

i=1
yi ,

where µ̂n(x i) denotes the fitted mean response. This balance property holds for any
GLM fit, even under misspecification, because it is a direct consequence of the
likelihood equations.
However, there is an out-of-sample discrepancy

∆out := E
[
µ̂n(X)

]
− E[Y ],
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GLM: out-of-sample

which is not automatically exactly zero.
Assume the true data-generating process belongs to the GLM family, with canonical
link, and let µ∗(X) = E[Y | X ] denote the true conditional expectation. Then
maximum-likelihood estimation yields

µ̂n(X) P−→ µ∗(X), as n → ∞.

Since E[µ∗(X)] = E[Y ], we obtain

∆out = E
[
µ̂n(X)

]
− E[Y ] = Op

( 1√
n

)
.

Thus, under correct specification, the out-of-sample imbalance decreases at the
parametric rate n−1/2 and vanishes asymptotically.
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GLM: out-of-sample

Consider a test sample {(Yi ,X i)}m
i=1, independent of the training data, and define

D =
m∑

i=1

(
Yi − µ̂n(X i)

)
,

where µ̂n(x) = logit−1(x⊤β̂n). Conditionally on β̂n, a first-order Taylor expansion
around the true parameter β yields

E
[
D | β̂n

]
≈ −

m∑
i=1

µ̂n(x i)
(
1 − µ̂n(x i)

)
x⊤

i (β̂n − β),

and
Var

(
D | β̂n

)
=

m∑
i=1

µ̂n(x i)
(
1 − µ̂n(x i)

)
.
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GLM: out-of-sample

This expansion shows that the out-of-sample imbalance decomposes into an estimation
component (through β̂n − β) and an intrinsic Bernoulli variability term. Under correct
specification, the expectation term vanishes at rate n−1/2, while under misspecification
a structural bias persists.
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GLM: out-of-sample

Without assuming correct specification, the out-of-sample error can be decomposed.
Generalization error If µ̂n(X) ∈ [0, 1], Hoeffding’s inequality yields, for any ε > 0,

P

∣∣∣∣∣∣ 1
m

m∑
j=1

µ̂n(xtest
j ) − E[µ̂n(X)]

∣∣∣∣∣∣ > ε

 ≤ 2 exp(−2mε2),

where m is the test sample size.
If the model is estimated from data and belongs to a hypothesis class F , Rademacher
complexity arguments yield∣∣∣∣∣E[µ̂(X)] − 1

n

n∑
i=1

µ̂n(x i)
∣∣∣∣∣ = Op

(Rad(F)√
n

)
,

where Rad(F) is the Rademacher complexity of the family.
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GLM: out-of-sample
Specification bias Even asymptotically, if the GLM is misspecified,

E[µ̂n(X)] ̸= E[Y ],

and the discrepancy is structural.

Methods to enforce balance out-of-sample

When out-of-sample balance is required, several corrections are available:
Recalibration of the intercept On a validation set, find cm ∈ R solution of

cm = argmin
c∈R

m∑
j=1

(
yj − (µ̂n(x j) + c)

)2
.

The corrected predictor µ̂′(x) = µ̂n(x) + cm satisfies

1
m

m∑
j=1

µ̂′(x j) = 1
m

m∑
j=1

yj .

§ freakonometrics freakonometrics.hypotheses.org – Arthur Charpentier, December 2025 91 / 92

https://freakonometrics.github.io/
https://freakonometrics.hypotheses.org/


GLM: out-of-sample

Temperature or scaling calibration For probabilities in (0, 1),

µ̂′(x) = logit−1(T logit(µ̂n(x))) ,

where T is adjusted to improve global calibration.
Constrained estimation. One may impose the constraint

E[µ̂(X)] = E[Y ]

during estimation, e.g., via a Lagrangian penalty. Although uncommon in GLMs, this
approach is standard in some machine-learning calibration procedures.
A well-specified GLM is automatically balanced out-of-sample at rate n−1/2, whereas a
misspecified model may display a persistent imbalance.
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