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Fairness: Mathematical Formulation & Algorithms
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COMPAS: Demographic Parity, or Independence (Ŷ ⊥⊥ S)

“Correctional Offender Management Profiling for
Alternative Sanctions” (COMPAS)

From Feller et al. (2016),
• for White people , 58% were classified

as high risk (ŷ = high),

• for Black people , 33% were classified
as high risk ,

• Problem, since 58% ≫ 33%

P[ Ŷ = high | S = black ] = 58% ?= P[ Ŷ = high | S = white ] = 33%,
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COMPAS: Equalized Odds, or Separation (Ŷ ⊥⊥ S | Y )

From Feller et al. (2016),
• for White people , among those who did

not re-offend (y), 22% were wrongly
classified (ŷ),

• for Black people , among those who
did not re-offend , 42% were wrongly
classified ,

• Problem, since 42% ≫ 22%

P[ Ŷ = high | Y = no , S = black ] = 42% ?= P[ Ŷ = high | Y = no , S = white ] = 22%,
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COMPAS: Calibration, or Sufficiency (Y ⊥⊥ S | Ŷ )

From Dieterich et al. (2016),
• for White people , among those who were

classified as high risk (ŷ), 40% did not
re-offend (y),

• for Black people , among those who were
classified as high risk (ŷ), 35% did not
re-offend (y),

• No problem, since 35 ≈ 40%

P[ Y = no | Ŷ = high , S = black ] = 35% ?= P[ Y = no | Ŷ = high , S = white ] = 40%.
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Mathematical definitions of “fairness” or “non-discriminatory”

demographic parity → E[ Ŷ | S = A ] ?= E[ Ŷ | S = B ]
score ŷ

sensitive sensitive

equalized odds → E[ Ŷ | Y = y , S = A ] ?= E[ Ŷ | Y = y , S = B ], ∀y
score ŷ

outcome y

calibration → E[ Y | Ŷ = u , S = A ] ?= E[ Y | Ŷ = u , S = B ], ∀u
score ŷ

outcome y
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Mathematical definitions of “fairness” or “non-discriminatory”

What is ŷ ? In the classification case,
▶ ŷ ∈ {0, 1}, or more generally a class
▶ ŷ ∈ [0, 1], i.e. a score, or a probability...

For demographic parity,
▶ if ŷ ∈ {0, 1}, Ŷ ⊥⊥ S ⇐⇒ E[Ŷ | S = A ] = E[Ŷ | S = B ]
▶ ŷ ∈ [0, 1], ˙ Ŷ ⊥⊥ S =⇒ E[Ŷ | S = A ] = E[Ŷ | S = B ] (weak version)

⇐⇒ L[Ŷ | S = A ] = L[Ŷ | S = B ] (strong version)
need a distance between (conditional) distributions, e.g.,

CvM =
∫ 1

0
|FA(y) − FB(y)|2 dy or W2

2 =
∫ 1

0

∣∣∣F−1
A (u) − F−1

B (u)
∣∣∣2 du
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Mathematical definitions of “fairness” or “non-discriminatory”

CvM =
∫ 1

0
|FA(y) − FB(y)|2 dy or W2

2 =
∫ 1

0

∣∣∣F−1
A (u) − F−1

B (u)
∣∣∣2 du =

∫ 1

0
|T ⋆(u) − u|2 du

Univariate predictions for n individuals in two groups, {zi , si = A} and {zi , si = B}.

T̂ ⋆
n (·) = F̂n,B

−1 ◦ F̂n,A(·), Ŵ
2
n,2 = 1

n

n∑
i=1

∣∣zA
i :n − zB

i :n
∣∣2 = min

σ

1
n

n∑
i=1

∣∣zA
i − zB

σ(i)
∣∣2.

Optimal transport , with optimal mapping T ⋆(·) = F−1
B ◦ FA(·).
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Algorithmic discrimination, group or individual fairness?
▶ Those concepts are group fairness
▶ Individual fairness

A decision satisfies individual fairness if “similar individuals should receive similar
outcome,” Luong et al. (2011).
▶ Counterfactual fairness

A decision satisfies counterfactual fairness if “had the protected attributes (e.g.,
race) of the individual been different, other things being equal, the outcome
would have remained the same,” Kusner et al. (2017).

(should be related to classical causal inference problem, (conditional) average
treatment effect (the “treatement” being the sensitive attribute))

“other things being equal” ? ceteris paribus ? or mutatis mutandis ? See
“resolving variable” in Kilbertus et al. (2017). See also Kitagawa (1955); Oaxaca
(1973); Blinder (1973).
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Algorithmic discrimination, group or individual fairness?

(Fictitious maps, inspired by Home Owners’ Loan Corporation map, 1937, “redlining”)

decision ŷ legitimate ratemaking variable x sensitive attribute s
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Algorithmic discrimination, group or individual fairness?

”What is unique about insurance is that even statistical discrimination which
by definition is absent of any malicious intentions, poses significant moral and
legal challenges. Why? Because on the one hand, policy makers would like
insurers to treat their insureds equally, without discriminating based on race,
gender, age, or other characteristics, even if it makes statistical sense to
discriminate (...) On the other hand, at the core of insurance business lies
discrimination between risky and non-risky insureds. But riskiness often
statistically correlates with the same characteristics policy makers would like to
prohibit insurers from taking into account,” Avraham (2017)

All variables are correlated, hard to assess without a causal model.
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Algorithmic discrimination, group or individual fairness?

(source Munroe (2014))
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Algorithmic discrimination, group or individual fairness?
Classic in epidemiology
▶ What if we helped pregnant women who smoke to quit (or substantially reduce)

smoking, what would happen to birth weight and to the baby’s risk of low birth
weight? Sexton and Hebel (1984)

▶ What if we actively promoted exclusive breastfeeding, what would happen to
gastrointestinal infections in infants? Kramer et al. (2001)

Classic in public policy evaluation
▶ What if we raised the minimum wage, what would happen to employment in

low-wage sectors? Card and Krueger (1994)
▶ What if we expanded access to public health insurance (Medicaid) for poor

uninsured adults, what would happen to health-care use, health outcomes, and
financial security? Finkelstein et al. (2012)

▶ What if we reduced class size, what would happen to students’ academic
achievement? Angrist and Lavy (1999)
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Algorithmic discrimination, group or individual fairness?

Classic in public policy evaluation

▶ What if we reduced class size , what would happen to students’ grades ?
How should we take into account “heterogeneity” (i.e. x)?

treatment (t) outcome (y)
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Algorithmic discrimination, group or individual fairness?

▶ Individual fairness , ∥x − x ′∥ ≤ ε =⇒ ∥ŷ − ŷ ′∥ “small”

▶ Counterfactual fairness ,
E[Ŷ ⋆

S←A|X = x] = E[Ŷ ⋆
S←B|X = x], ∀x,

where Ŷ ⋆
S←A and Ŷ ⋆

S←B denote ”potential outcomes”. Ceteris Paribus .

E[Ŷ ⋆
S←A|X = x] = E[Ŷ ⋆

S←B|X = x⋆
S←B], ∀x,

Mutatis mutandis . Where x is a reference in group A and x⋆
S←B denote ”potential

feature” in group B.
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Algorithmic discrimination, group or individual fairness?

P[ Ŷ = yes | S = white , X = x] ?= P[ Ŷ = yes | S = black , X = x] , ∀x
having surgery

sensitivesensitive

e.g., x is the “weight of the baby” (at birth), in g.
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Discrimination, with different perspectives

P[ Ŷ = yes | S = white , X = x] ?= P[ Ŷ = yes | S = black , X = x⋆ ] , ∀x
having surgery

sensitivesensitive

e.g., x is the “weight of the baby” (at birth), in g.
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Mitigating Algorithmic Discrimination
▶ Supreme Court Justice Harry Blackmun stated, in 1978,

“In order to get beyond racism, we must first take account of race. There is
no other way. And in order to treat some persons equally, we must treat
them differently,” Knowlton (1978), cited in Lippert-Rasmussen (2020)
To counteract disparate impact , intentional disparate treatment is necessary
See philosophical discussions about affirmative action, e.g., Rubenfeld (1997);
Pojman (1998); Anderson (2004)

▶ In 2007, John G. Roberts of the U.S. Supreme Court submits
“The way to stop discrimination on the basis of race is to stop
discriminating on the basis of race,” Sabbagh (2007) and Turner (2015)
corresponds to the “colorblind” approach
Rejects any form of disparate treatment , even for corrective purposes, and
reproduction of historical inequalities will lead to disparate impact
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Mitigating Algorithmic Discrimination
Let G denote a set of models (for Y ). Consider some data (Y , X , S), and some loss ℓ,

m⋆ := argmin
m∈G

{
R(m)

}
, where R(m) := E

[
ℓ(Y , m(X , S))

]
.

If m⋆ is unfair, what can we change to ensure that we get a fair model ?

m⋆ := argmin
m∈ G

{
R(m)

}
, where R(m) := E

[
ℓ(Y , m( X , S))

]
.

Suppse that we want demographic parity, m⋆(X , S) ⊥⊥ S ,

▶ pre-processing distort features X , i.e. X̃ ⊥⊥ S or reweighting

▶ in-processing , distort the set of models, G̃ = {m ∈ G : m(X , S) ⊥⊥ S}.

▶ post-processing , distort outcomes m⋆, i.e. m̃⋆ (X , S) = φS(m⋆(X , S)).

� @freakonometrics § freakonometrics freakonometrics.hypotheses.org – Arthur Charpentier, June 2026 19 / 52

https://twitter.com/freakonometrics
https://freakonometrics.github.io/
https://freakonometrics.hypotheses.org/


Mitigating Algorithmic Discrimination
▶ post-processing , distort outcomes m⋆, i.e. m̃⋆ (X , S) = φS(m⋆(X , S)).

In the case of a binary sensitive attribute S,m̃⋆(x, s = A) = P[S = A] · m⋆(x, s = A) + P[S = B] · F−1
m⋆|B ◦ Fm⋆|A

(
m(x, s = A)

)
m̃⋆(x, s = B) = P[S = A] · F−1

m⋆|A ◦ Fm⋆|B
(
m⋆(x, s = B)

)
+ P[S = B] · m⋆(x, s = B).

or, more generally, m̃⋆(x, s) =
∑
α∈S

P[S = α] · F−1
m⋆|α ◦ Fm⋆|s

(
m⋆(x, s)

)
that satisfies important properties (balance, monotone per subgroup, etc),
Chzhen et al. (2020); Gouic et al. (2020).

▶ in-processing , distort the set of models, G̃ = {m ∈ G : m(X , S) ⊥⊥ S}.
Could be interesting, to stay in the same family of models, e.g., linear models.
See Tierny et al. (2025) for linear models, Tierny et al. (2026) for GLMs.
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Pricing and “fair contribution”
“Insurance is the contribution of the many to the misfortune of the few”

policyholder insurer

premium

indemnity

Following Arrow (1963), “actuarially fair premiums” = “expected losses”
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Pricing and “fair contribution”
▶ There is no “law of one price” in insurance, see Froot et al. (1995)
→ with different models and different portfolio, we can have two different premiums

“Insurance is the contribution of the many to the misfortune of the few”

▶ Insurance is a risk transfer (from a policyholder to an insurance company)

policyholder insurer

premium

indemnity

▶ Actuarial Fairness is about the balance of this risk transfer
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Pricing and “fair contribution”

policyholder

“Insurance is the contribution of the
many to the misfortune of the few”

▶ As discussed in Charpentier (2025),
insurance is also a risk sharing
(among policyholders)

▶ Fairness (and equity) have to do with
risk sharing and cross-subsidies within
risk classes

▶ what is “expected losses”?
E(Y ) or E(Y | X)?
and what should be X?
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Actuarial Fairness, Solidarity and Causal Responsibility : Three Pillars
Let S be a protected attribute, X rating variables, Y the loss, and π the premium.

1. Actuarial adequacy
▶ If S is excluded from

pricing, π(x)

E[Y | X = x]

may depart from πact(x, s)

E[Y | X = x, S = s].

▶ Adequacy requires

E[Y − π(X) | H] ≃ 0

for relevant segments H.

2. Solidarity
▶ A solidaristic premium

πsol(x, s),

πact(x, s) + τ(x, s),

τ encodes cross-subsidy.
▶ Transfers should be

budget-balanced

E[τ(X , S)] = 0,

with the direction of
Ts = E[τ(X , S) | S = s]
normatively defended.

3. Causal legitimacy
▶ Rating factor Xj is

legitimate only if its
contribution is supported
by an admissible causal
pathway Xj → Y .

▶ Proxy effects are flagged
when

S → Xj → π(X),

unless this pathway is
explicitly justified.
Charpentier et al. (2026)
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Explaination, Interpretation & Justification

Following Kitagawa (1955); Oaxaca (1973); Blinder (1973){
YA = X⊤A βA + εA, E[εA|XA] = 0, in group A,

YB = X⊤B βB + εB, E[εB|XB] = 0, in group B.

or synthetically YS = X⊤S βS + εS . Write ȲS = E[YS ] and X̄S = E[XS ].
The overall disparity between groups A and B is

∆Y = ȲA − ȲB = X̄⊤A βA − X̄⊤B βBβ∗ = βB (Blinder’s version): ∆Y = (X̄A − X̄B)⊤βB + X̄⊤A (βA − βB)
β∗ = βA (Oaxaca’s version): ∆Y = (X̄A − X̄B)⊤βA + X̄⊤B (βA − βB)
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Explaination, Interpretation & Justification

Visualization of Oaxaca-Blinder decomposition of yA − yB, as xA(β̂A − β̂B) and
(xA − xB)β̂B on the left, and xB(β̂A − β̂B) and (xA − xB)β̂A (on the right).
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Explaination, Interpretation & Justification
See causal mediation analysis, Machado et al. (2026). Classical Markov assumption,

X1

X2

T Y

child = hc(parents, U) = parents⊤β + U
T = ht(Ut) = Ut

X1 = hx1(T , Ux1) = Tα1 + Ux1

X2 = hx2(T , Ux2) = Tα2 + Ux2

Y = hy (X1, X2, T , Uy ) = X1β1 + X2β2 + Tγ3 + Uy

On dispose d’une observation (t, x1, x2, y),
ut = t
ux1 = x1 − tα1

ux2 = x2 − tα2

uy = y − x1β1 − x2β2 − tγ3
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Explaination, Interpretation & Justification

X1

X2

T Y

On dispose d’une observation (t = 0, x1, x2, y)

La version contrefactuelle serait (t = 1, x ′1, x ′2, y ′)
t = 1
x ′1 = α1 + x1

x ′2 = α2 + x2

y ′ = α1β1 + α2β2 + γ3 + y

so that potential gain is

δ = α1β1 + α2β2 + γ3 ?

indirect effect

direct effect
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Performance Loss & Operationalization at Scale
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Performance v.s. Fairness
Let M denote a set of models. Consider some data (Y , X), and a “model” for Y , and
some loss ℓ,

m⋆ := argmin
m∈M

{
R(m)

}
, R(m) := E

[
ℓ(Y , m(X))

]
.

If ℓ(y , m) = (y − m)2 and M the set of all measurable models,

η := argmin
m∈M

{
R(m)

}
is η(x) := E[Y |X = x] ,

corresponding to the regression function, or Bayes regressor.

For a subclass of models G, the excess of risk of class G is

E(G) = min
m∈G

{
R(m)

}
− min

m∈M

{
R(m)

}
= min

m∈G

{
R(m)

}
− R(η)

Gfair :=
{
m ∈ G s.t. m(X , S) ⊥⊥ S

}
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Performance v.s. Fairness

price of fairness : E(Gfair) := min
m∈Gfair

{
R(m)

}
− min

m∈M

{
R(m)

}
≥ 0

so indeed, there is a loss of performance...
With the ℓ squared loss,

E(Gfair) = inf
m∈Gfair

∑
s

P[S = s] · W2(Fη|s , Fm|s)2= inf
G∈P

∑
s

P[S = s] · W2(Fη|s , G)2

We recognize on the right the barycenter, with weights P[S = s] and Wasserstein-2
distance, see Chzhen et al. (2020) and Gouic et al. (2020).

m̃⋆(x, s) =
∑
α∈S

P[S = α] · F−1
m⋆|α ◦ Fm⋆|s

(
m⋆(x, s)

)
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Performance v.s. Fairness

What is ŷ ? In the classification case,
▶ ŷ ∈ {0, 1}, or more generally a class
▶ ŷ ∈ [0, 1], i.e. a score, or a probability...

What is performance about ? A good prediction of classes, or probabilities ?
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Performance v.s. Fairness

In insurance, the goal is to assess properly probabilities, not predict who will die.
Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Histograms of {π̂(x i)}’s (zoom on [0 ; 0.4])
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Performance and Accuracy

Following some lectures notes, given a threshold t ∈ [0, 1],

TPR(t) = P(π̂(X) > t | Y = 1) = P(π̂(X+) > t), true positive rate
FPR(t) = P(π̂(X) > t | Y = 0) = P(π̂(X−) > t), false positive rate
FNR(t) = P(π̂(X) ≤ t | Y = 1) = P(π̂(X+) ≤ t) = 1 − TPR(t), false negative rate
TNR(t) = P(π̂(X) ≤ t | Y = 0) = P(π̂(X−) ≤ t) = 1 − FPR(t), true negative rate
PR(t) = P(π̂(X) > t), positive rate and NR(t) = P(π̂(X) ≤ t) negative rate
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Performance and Accuracy

Densities, t 7→ ∂TNR(t)
∂t and t 7→ ∂FNR(t)

∂t , of π̂(X) | Y = 0 and π̂(X) | Y = 1.
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Performance and Accuracy

Survival functions, t 7→ FPR(t) and t 7→ TPR(t)
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Performance and Accuracy

ROC curve, {(FPR(t), TPR(t)), t ∈ [0, 1]}, or ROC(u) = TPR
(
FPR−1(u)

)
.

� @freakonometrics § freakonometrics freakonometrics.hypotheses.org – Arthur Charpentier, June 2026 37 / 52

https://twitter.com/freakonometrics
https://freakonometrics.github.io/
https://freakonometrics.hypotheses.org/


Performance and Accuracy
The ROC Curve is {(TPR(t), FPR(t)), t ∈ [0, 1]}, or equivalently

ROC : [0, 1] → [0, 1], defined as ROC(u) = TPR
(
FPR−1(u)

)
.

The Area Under the ROC Curve (AUC) is defined as

AUC =
∫ 1

0
TPR

(
FPR−1(u)

)
du=

∫ 1

0
TNR

(
FNR−1(u)

)
du

(based on the mirror ROC Curve), or

AUC = E
(
TPR(π̂(X−))

)
= E

(
TNR(π̂(X+))

)
AUC = P

(
π̂(X+) > π̂(X−)

)
+1

2P
(
π̂(X+) = π̂(X−)

)
where X+ denotes an instance with Y = 1 and X− an instance with Y = 0.
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Performance and Accuracy

AUC =
∫ 1

0
ROC

(
u

)
du =

∫ 1

0
TPR

(
FPR−1(u)

)
du
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Performance and Accuracy

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
ROC of {π̂(x i)}’s, training and validation datasets.
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Performance and Accuracy

Let π̂(X) be a scoring function and let g : [0, 1] → [0, 1] be a strictly increasing
function. With transformed score π̂ g(X) = g(π̂(X)) , then AUC(π̂ g) = AUC(π̂) .
π̂ → π̂α = log−1 (

α log(π̂)
)
, α = 2, power parameter
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Performance and Accuracy

Let π̂(X) be a scoring function and let g : [0, 1] → [0, 1] be a strictly increasing
function. With transformed score π̂ g(X) = g(π̂(X)) , then AUC(π̂ g) = AUC(π̂) .
π̂ → π̂α = log−1 (

α log(π̂)
)
, α = 1/2,
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Performance and Accuracy

Let π̂(X) be a scoring function and let g : [0, 1] → [0, 1] be a strictly increasing
function. With transformed score π̂ g(X) = g(π̂(X)) , then AUC(π̂ g) = AUC(π̂) .
π̂ → logit−1(

α logit(π̂)
)
, α = 2, temperature parameter
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Performance and Accuracy

Let π̂(X) be a scoring function and let g : [0, 1] → [0, 1] be a strictly increasing
function. With transformed score π̂ g(X) = g(π̂(X)) , then AUC(π̂ g) = AUC(π̂) .
π̂ → logit−1(

α logit(π̂)
)
, α = 1/2,
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Balance and Calibration

A predictor satisfies the balance property if:

E
[
π(X)

]
= E[Y ] (= E

[
η(X)

]
).

The (in-sample) translation is that

n∑
i=1

π̂n(x i) =
n∑

i=1
yi ,

which is a well-known property of the logistic regression...
The calibration function describes the conditional expectation of the observed loss
given the predicted premium:

Cal(t) = E[Y | π(X) = t].
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Balance and Calibration

The model is auto-calibrated if each price cohort is self-financing,

π(X) = E[Y | π(X)] a.s.

Empirical version: On a dataset {(yi , x i)}n
i=1, or actually {(yi , π̂(x i))}n

i=1:

Ĉal(t) =

n∑
i=1

yi · 1{π̂(x i) ∈ B(t)}

n∑
i=1

1{π̂(x i) ∈ B(t)}
,

where B(t) denotes a bin or neighborhood of t (quantile binning, or kernel based).

� @freakonometrics § freakonometrics freakonometrics.hypotheses.org – Arthur Charpentier, June 2026 46 / 52

https://twitter.com/freakonometrics
https://freakonometrics.github.io/
https://freakonometrics.hypotheses.org/


Balance and Calibration

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Quantile-bins, B(t) =

{
i ∈ {1, · · · , n} : Qπ̂(π̂(x i)) ∈ (⌊10t⌋, ⌈10t⌉)

}
Also called “reliability diagrams”
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Balance and Calibration

or smoothing regression Bh(t) = {i ∈ {1, · · · , n} : |π̂(x i) − t| ≤ h}
For kernel smoothing, see Nadaraya–Watson estimator:

C̃alh(t) =

n∑
i=1

yi · Kh(π̂(x i) − t)

n∑
i=1

Kh(π̂(x i) − t)
,

where Kh(u) = K (u/h)/h for some kernel (density function on R) K .
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Balance and Calibration

Annual claim frequency, GLM , GAM , Random Forest and Gradient Boosting
Kernel smoothed calibration (Gaussian kernel), one could also consider local regression

See Fernandes Machado et al. (2024c,b)
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Operationalization

Simplest case, demographic parity, LP[Ŷ | S = s] similar for all s .

▶ (as) similar ? small variance,
∑
s∈S

ps(as − a)2 small

▶ how to deal with multiple s ? unobserved s ?
▶ what is P ? P̂n ? is there any selection bias ?

Which benchmark should we consider with multiple sensitive variables ?

W2
2(F , G) =

∫ 1

0

∣∣∣F−1(u) − G−1(u)
∣∣∣2 du

U2
S = min

G

∑
s∈S

psW2
2(Fs , G)

(well, defined, Wasserstein Barycenter, Fréchet (1957); Agueh and Carlier (2011))
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Operationalization

With multiple sensitive attributes, natural properties, see Hu et al. (2024a); Fernandes
Machado and Charpentier (2026) with sequential approach
We could observe a “robbing Peter to pay Paul” effect , U2

S2|S1
> U2

S2

In many applications S is not clearly defined, see Charpentier (2026a)

Category Description

Self-identification How the person understands or declares their identity.
Administrative classification How an institution records, encodes, or certifies the person.
Social ascription How others perceive, read, or categorize the person.
Algorithmic ascription How a data system infers or reconstructs a category from traces.

� @freakonometrics § freakonometrics freakonometrics.hypotheses.org – Arthur Charpentier, June 2026 51 / 52

https://twitter.com/freakonometrics
https://freakonometrics.github.io/
https://freakonometrics.hypotheses.org/


Operationalization

The (overall) weak demographic parity is EP[Ŷ | S = A] = EP[Ŷ | S = B].
The empirical version is yA = yB.

But at the individual level, there could be perceived discrimination (Charpentier
(2026b)) if for individual i (in a network with adjacency matrix M) y(i)A ̸= y(i)B

y(i) = 1
di

∑
j∈Ni

ŷj = 1
di

n∑
i=1

Mi ,j ŷj = M⊤
i · ŷ

M⊤
i · 1

while y = 1
n

n∑
j=1

ŷj = 1⊤ŷ
1⊤1

Homophily (adjacency related to sensitive attributes) could lead to perceived
discrimination without any global discrimination.

What if P is not the market probability (e.g., selection bias), Côté et al. (2026)
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