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1 Predictive Modeling for Insurance

“Insurance is the contribution of the many to the misfortunes of the few.”

This first part establishes the main notations, definitions, and mathematical tools used
throughout the lecture notes. It provides a concise yet comprehensive overview of the theoretical
background required to study predictive modeling from a statistical and causal perspective. Our
goal is to give a self-contained summary of the essential concepts of supervised learning, probabil-
ity, and inference, while highlighting some classical mathematical results that underpin modern
methods. Beyond setting the notation, this section aims to situate predictive modeling within a
broader landscape of challenges: model specification, estimation, interpretation, and evaluation.
It offers an integrated view of the predictive task, from data to decision, before turning, in the
following sections, to the central topic of these notes: the analysis of discrimination and fair-
ness in predictive models. This first lecture draws mainly on Charpentier 2023, Wüthrich et al.
2025 and the trilogy by Denuit, Hainaut, and Trufin 2019a; Denuit, Hainaut, and Trufin 2020;
Denuit, Hainaut, and Trufin 2019b, with additional material adapted from Hastie, Tibshirani,
and Friedman 2009 and classical statistical texts such as Casella and Berger 2002 and Grimmett
and Stirzaker (2020). Sections 1.4–1.6 on maximum likelihood, GLMs, and model validation
follow the standard treatment in McCullagh and Nelder 1989 and the actuarial applications in
Frees, Derrig, and Meyers 2014; Frees, Derrig, and Meyers 2016. Sections 1.2.9–1.2.10 relies
partly on Föllmer and Schied 2016, Charpentier 2018 and Pflug and Römisch 2007 for convex
risk measures.

1.1 Insurance, Risk, and Losses

Insurance can be broadly defined as a mechanism for pooling risks across a population of poli-
cyholders in order to transfer the financial burden of uncertain losses. The underlying principle
is that many contribute premiums, while only a few suffer actual losses. In this sense, insurance
operates both as an economic contract and as a social institution, embodying notions of risk
sharing, fairness, and solidarity.

1.1.1 Mutuality and Solidarity

The classical formulation of insurance, as expressed by Chaufton 1886, is the “compensation of the
effects of chance by mutuality organized according to the laws of statistics.” In mutual insurance,
participants contribute to a common pool in proportion to their own risks, so that those who
are unlucky can be compensated. This is the logic of private insurance, where premiums reflect
actuarial fairness.

By contrast, solidarity is at the core of social or public insurance schemes. As Wilkie 1997
notes, solidarity implies that contributions are not based on expected risk, but on criteria such
as income or ability to pay. Low-risk participants effectively subsidize high-risk ones, which
may seem “inefficient” economically, but serves social purposes of redistribution and fairness.
For instance, employer-based health insurance in the U.S. mandates maternity benefits for all,
regardless of sex, reflecting both legal requirements (e.g., the Pregnancy Discrimination Act of
1978) and a broader social commitment to collective health.

Mutuality and solidarity thus represent two distinct but often overlapping logics: the actu-
arial, centered on balancing risk and premium, and the social, centered on redistribution and
universality.

1.1.2 Segmentation and Underwriting as Discrimination

The principle of mutualization has always been in tension with the increasing precision of risk
assessment. As knowledge of risk factors improves, insurers can segment policyholders into more
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homogeneous categories. Segmentation involves differentiating premiums and coverage based
on observable characteristics (age, health status, driving history, etc.), with the aim of aligning
contributions more closely to expected costs.

Underwriting is the process by which insurers decide whether to offer coverage and at what
terms. As Gandy 2016 provocatively states, the “right to underwrite” is effectively the right to
discriminate. Risk classification inevitably leads to differential treatment, which raises questions
of fairness and legality, particularly when segmentation relies on sensitive or proxy variables (such
as address or occupation) that correlate with protected attributes like race or gender. Legal cases
in the U.S. and Europe have challenged the use of group-based actuarial distinctions when they
result in unequal treatment, showing the persistent tension between actuarial fairness and social
fairness.

1.1.3 Adverse Selection and Moral Hazard

Beyond fairness concerns, insurers face structural problems linked to information asymmetries.
Adverse selection occurs when potential policyholders have private information about their risks
that insurers cannot fully observe Laffont and Martimort 2002. Low-risk individuals may exit
the pool if premiums are set too high, leaving insurers with disproportionately high-risk clients.
This “selection by price” is particularly problematic in markets where risk heterogeneity is large.

Moral hazard, on the other hand, refers to the change in behavior once insurance is in place.
As Arrow (1963) defined it, individuals may take fewer precautions against loss when they know
an insurer will bear part of the costs. Classical discussions, such as Michelbacher 1926, warned
that inattentive or reckless behavior could undermine the law of large numbers by systematically
introducing avoidable risks.

Together, adverse selection and moral hazard represent two fundamental challenges to insur-
ance markets. They justify both the development of underwriting and segmentation practices,
and the regulation of insurance to maintain fairness and universal access.

1.1.4 To go further

For more on risk, insurance, and actuarial perspectives, see Charpentier 2023 (Chapters 1–2),
Denuit et al. 2007 (Chapter 1) and Denuit, Hainaut, and Trufin 2019a; Denuit, Hainaut, and
Trufin 2020; Denuit, Hainaut, and Trufin 2019b.

1.2 Mathematical Background

1.2.1 Random Vectors and Independence

Definition 1.1 (Random Vector). Let (Ω,F ,P) be a probability space. A random vector X =
(X1, . . . , Xd) is a measurable mapping

X : Ω −→ Rd,

i.e., each component Xj : Ω→ R is a real-valued random variable.

Definition 1.2 (Joint Distribution). The distribution of X = (X1, . . . , Xd) is the pushforward
measure

PX(A) = P(X ∈ A), A ∈ B(Rd),

where B(Rd) denotes the Borel σ-algebra on Rd. If X admits a density fX w.r.t. Lebesgue
measure, then

P(X ∈ A) =
∫
A
fX(x) dx.

The marginal distribution of Xj is obtained by integrating fX with respect to the other coordinates.
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Definition 1.3 (Independence of Random Variables). Random variables X1, . . . , Xd are said to
be independent if, for all measurable sets A1, . . . , Ad ⊂ R,

P
(
X1 ∈ A1, . . . , Xd ∈ Ad

)
=

d∏
j=1

P(Xj ∈ Aj).

Equivalently, the joint cdf factorizes as

FX1,...,Xd
(x1, . . . , xd) =

d∏
j=1

FXj (xj).

Any joint density f(x1, . . . , xd) on Rd can be factorized as a product of one-dimensional
conditional densities:

f(x1, . . . , xd) = f1(x1) f2(x2 | x1) f3(x3 | x1, x2) · · · fd(xd | x1, . . . , xd−1).

This is known as the “Rosenblatt decomposition,” from Rosenblatt 1952.

It shows that any multivariate distribution can be built sequentially by conditioning. In the
special case where the variables are independent, all conditional densities reduce to marginals,
and the factorization simplifies to

f(x1, . . . , xd) =
d∏
j=1

fj(xj).

This decomposition provides a natural transition to Probabilistic Graphical Models: graphical
structures specify which conditional dependencies remain in the factorization, offering a compact
and interpretable representation of complex multivariate laws (see next section).

Definition 1.4 (Independence of σ-algebras). Two sub-σ-algebras F1,F2 ⊂ F are independent
if, for all A ∈ F1, B ∈ F2, P(A ∩B) = P(A) · P(B). Random variables X,Y are independent if
and only if the σ-algebras σ(X), σ(Y ) they generate are independent.

Remark 1.1. Independence is stronger than uncorrelatedness: if X and Y are independent, then
Cov(X,Y ) = 0 whenever the covariance exists. The converse is not true in general.

Example 1.1 (Frisch–Waugh–Lovell Theorem in Regression). Consider the linear model

y = X1β1 +X2β2 + ε,

with regressors X1 ∈ Rn×p1 and X2 ∈ Rn×p2. The Frisch–Waugh–Lovell theorem (Theorem 1.14)
states that the OLS estimator β̂2 is obtained by first regressing Y and X2 on X1 (removing the
effect of X1), and then regressing the residuals of Y on the residuals of X2.

In particular, when X1 and X2 are uncorrelated, the residuals of X2 on X1 equal X2 itself, and
the coefficient β̂2 is estimated as if X1 were absent. This shows the crucial role of orthogonality
(uncorrelatedness) in regression.

However, note that uncorrelatedness is much weaker than independence: two regressors can
be orthogonal in the sample while being dependent in distribution. Thus, regression relies only on
second-moment conditions (orthogonality), not full independence.

For more details on random vectors and independence, see Casella and Berger 2002 (Chapter
2) and Grimmett and Stirzaker 2020 (Chapter 4).
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1.2.2 Probabilistic Graphical Models

Probabilistic Graphical Models (PGMs) provide a unifying framework to represent dependencies
between random variables using graph theory. They are widely used in statistics, machine
learning, and causal inference, as they allow both a compact representation of joint distributions
and a clear interpretation of conditional independence relations.

Directed Acyclic Graphs (DAGs)

Definition 1.5 (Directed Acyclic Graph). A directed acyclic graph (DAG) is a pair G = (V,E)
where V = {1, . . . , d} is a set of nodes and E ⊂ V × V is a set of directed edges (i, j) with the
following property: there is no directed cycle, i.e. no sequence i1 → i2 → · · · → ik → i1 with
k ≥ 1.

In PGMs, each node i ∈ V represents a random variable Xi, and an edge i→ j represents a
direct dependence of Xj on Xi.

Structural Equation Models (SEMs)

Definition 1.6 (Structural Equation Model). A structural equation model (SEM) associated
with a DAG G is a collection of equations

Xj = fj(XPa(j), Uj), j = 1, . . . , d,

where Pa(j) ⊂ V denotes the set of parents of j in the DAG, fj are deterministic functions, and
(Uj)

d
j=1 are jointly independent noise variables.

An SEM specifies how each variable is generated as a function of its parents and an inde-
pendent noise source. The independence of the exogenous noises (Uj) ensures that the induced
joint law of (X1, . . . , Xd) is compatible with the DAG.

Markov Property and Factorization The DAG structure induces conditional independence
relations among variables.

Definition 1.7 (Markov Property). A distribution P on (X1, . . . , Xd) satisfies the local Markov
property with respect to a DAG G if, for each node j,

Xj ⊥⊥ XV \{j∪Pa(j)∪Ch(j)}
∣∣ XPa(j),

i.e. Xj is conditionally independent of its non-descendants given its parents.

Equivalently, the joint distribution factorizes according to the DAG:

p(x1, . . . , xd) =
d∏
j=1

p(xj | xPa(j)).

Conditional Independence Conditional independence is the key relation in PGMs.

Definition 1.8 (Conditional Independence). Random variables X,Y, Z are said to satisfy X ⊥
⊥ Y | Z if

P(X ∈ A, Y ∈ B | Z) = P(X ∈ A | Z)P(Y ∈ B | Z),

for all measurable sets A,B.

Graphical separation criteria (d-separation) allow one to read conditional independence re-
lations directly from the DAG.
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Confounders, Mediators and Colliders The DAG representation provides an intuitive in-
terpretation of statistical and causal dependencies.

Confounders. A confounder is a variable C that influences both a predictorX and an outcome
Y , generating a spurious association between X and Y even if there is no direct causal effect.

X

C

Y

Adjusting for confounders is necessary to estimate causal effects.

Mediators. A mediator is a variable M lying on the directed path from X to Y :

X

M

Y

Conditioning on M blocks the indirect path X → Y through M .

Colliders. A collider is a variable Y such that two arrows meet head-to-head:

X

Z

Y

By default, X ⊥⊥ Z, but conditioning on Y (or a descendant of Y ) induces a spurious
dependence between X and Z (collider bias).

Causal Graphs and Path Structures When analyzing discrimination or fairness, causal
reasoning provides a natural framework to distinguish legitimate associations from unfair ones.
Directed Acyclic Graphs (DAGs) are a convenient way to encode assumptions about the data-
generating process and to represent how variables influence one another.

We denote by S a sensitive attribute (e.g., gender, race); X an observed non-sensitive feature
vector (e.g., education, credit score); Y the target variable (e.g., income, default indicator); and
possibly Z unobserved or latent confounders. A directed edge A→B means that variable A has
a causal influence on B.
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Baseline structures. We start with simple models illustrating which causal paths generate
associations between S, X, and Y .

1. Independent causes of Y : S→Y and X→Y , with no connection between S and X.

X

S

Y

This is the simplest case: both the sensitive attribute and the non-sensitive features affect
the outcome independently. If S represents gender or race, this graph assumes that these
attributes influence Y only through biological or social channels intrinsic to S itself, not
mediated by X.

2. More general (and interesting) cases arise if X → S or S → X.

3. Reverse mediation: X→S→Y .

X

S

Y

X

S

Y

Here, S depends on X. Such a graph is often implausible in fairness contexts: it would im-
ply that the sensitive attribute (e.g., race, gender) is determined by economic or behavioural
variables (X), which is rarely realistic or interpretable. Therefore this configuration is usu-
ally excluded.

4. Standard mediation (the fairness DAG): S→X→Y .

X

S

Y

X

S

Y

This structure is the most relevant for discrimination analysis. The sensitive attribute S
influences the features X (e.g., race affecting access to education or employment), and X
subsequently affects the outcome Y (e.g., income or credit approval). In this setting:

• the path S→Y is a direct effect of S on the outcome;

• the path S → X → Y represents an indirect effect mediated through legitimate or
illegitimate variables X.

Distinguishing these two paths is crucial for defining fair prediction rules.
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Direct and indirect discrimination.

• Direct discrimination occurs when the sensitive attribute S affects decisions or outcomes
through a direct path S→Y . For instance, if two individuals with identicalX values receive
different predicted outcomes solely because of S, then S has a direct unfair influence.

• Indirect discrimination arises when S affects Y only through mediators X that are
correlated with or influenced by S, that is, along the path S→X→Y . For example, race
influencing education level (X), which in turn affects loan approval (Y ), is an indirect (but
potentially unfair) mechanism.

In fairness analysis, deciding whether the S→X→Y path represents permissible or imper-
missible influence depends on normative and policy choices: variables like education or credit
history might be considered legitimate, while others (postal code, name, or neighbourhood) might
be proxies for S.

Adding confounders. Real-world systems often involve unobserved confounders Z that si-
multaneously influence S, X, and Y . Several important extensions follow.

1. Common causes of S and Y : Z→S→Y and Z→Y .

X

S

Y Y

The unobserved variable Z (e.g., social background or parental wealth) creates a spurious
association between S and Y . Even if S had no intrinsic causal effect on Y , a correlation
would appear because of Z.

2. Common causes of X and Y : Z→X→Y and Z→Y . Here Z (for example, ability or
motivation) influences both X (education) and Y (income), making the effect of X on Y
confounded.

3. Latent causes of both S and X: Z→S and Z→X.

X

S

Y Y

Z −→ S, Z −→ X

This configuration is particularly relevant in economic discrimination: if Z represents an
underlying socio-economic status, it may drive both sensitive-group membership S and
measurable indicators such as credit score X. Ignoring Z leads to biased estimates of
discrimination, since part of the correlation between S and X comes from unobserved
structural inequalities.
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Economic and social interpretations.

• Arrows of the form X→S or Z→S are characteristic of economic discrimination settings,
where group membership is indirectly determined by economic conditions. For instance, in
credit scoring, belonging to a certain class S may correlate with a specific income or credit
history X, but causality runs from socio-economic background (Z) to S and X jointly.

• Arrows starting from S (such as S→X or S→Y ) represent the canonical forms of protected
attributes like race or sex, which can causally influence opportunities (X) and outcomes
(Y ) but are not themselves caused by other features.

Summary of typical fairness DAGs.

Type I (independent causes): S→Y, X→Y ;

Type II (reverse mediation): X→S→Y (rare);
Type III (standard mediation): S→X→Y (core fairness case);
Type IV (combined direct/indirect): S→X→Y and S→Y ;

Type V (with confounders): Z→S, Z→X, Z→Y.

The fairness literature focuses mainly on Types III-IV, where S may affect Y directly or through
mediatorsX, and the analyst must decide which paths represent legitimate predictive information
and which should be blocked or removed.

Remark 1.2 (Direct vs. indirect discrimination). A predictor or model is said to exhibit:

• direct discrimination if it uses the variable S (or a direct proxy) in the decision rule, i.e.
it depends on S even after conditioning on X;

• indirect discrimination if it uses variables X that are descendants of S in the causal graph,
thereby reproducing the influence of S through legitimate-looking features.

Fairness constraints or causal adjustments aim to remove these unfair paths by enforcing inde-
pendence or by modifying the data-generating graph.

Link with counterfactual fairness. The causal perspective provides a foundation for coun-
terfactual fairness: a prediction Ŷ is counterfactually fair if, for each individual, Ŷ (S = s) =
Ŷ (S = s′) when evaluated in the same causal world, differing only in the value of S. Such def-
initions explicitly rely on the causal DAG and its distinction between direct and indirect paths
from S to Y .

1.2.3 Expectation

Definition 1.9 (Expectation). Let Y be an integrable random variable on a probability space
(Ω,F ,P). The expected value (or mean) of Y is

E[Y ] =

∫
Ω
Y (ω) dP(ω).

It provides the best constant approximation of Y under quadratic loss:

E[Y ] = argmin
c∈R

E
[
(Y − c)2

]
.

Let (Xi)i≥1 be i.i.d. real-valued random variables with mean µ = E[X1] and define the
empirical mean

X̄n :=
1

n

n∑
i=1

Xi.
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Theorem 1.1 (Weak Law of Large Numbers (Chebyshev), LLN). If Var(X1) <∞, then

X̄n
P−−→ µ (n→∞).

Equivalently, for every ε > 0,
lim
n→∞

P
(
|X̄n − µ| > ε

)
= 0.

Theorem 1.2 (Strong Law of Large Numbers (Kolmogorov), LLN). If E[|X1|] <∞, then

X̄n
a.s.−−−→ µ (n→∞).

Theorem 1.3 (Classical Central Limit Theorem). Let X1, . . . , Xn be i.i.d. random variables
with E[Xi] = µ, Var(Xi) = σ2 <∞. Then

1√
nσ

n∑
i=1

(Xi − µ)
L−→

n→∞
N (0, 1)..

Definition 1.10 (Lindeberg condition). Let X1, X2, . . . be independent with E[Xi] = 0 and
Var(Xi) = σ2i . Write s2n =

∑n
i=1 σ

2
i . The Lindeberg condition is that, for every ε > 0,

1

s2n

n∑
i=1

E
[
X2
i 1{|Xi| > εsn}

]
−→
n→∞

0

Theorem 1.4 (Lindeberg–Feller Central Limit Theorem). Let (Xi)i≥1 be independent, centered

random variables with variances σ2i , and s2n =
n∑
i=1

σ2i → ∞. If the Lindeberg condition holds,

then
1

sn

n∑
i=1

Xi
L−→

n→∞
N (0, 1).

Remark 1.3 (Lyapunov’s condition). A sufficient (but stronger) condition is the Lyapunov
condition: for some δ > 0,

1

s2+δn

n∑
i=1

E
[
|Xi|2+δ

]
−→
n→∞

0.

This implies the Lindeberg condition, and is often easier to check in practice.

The strong law of large numbers (SLLN) and the ergodic theorem complement the CLT. If
(Xi) is a stationary ergodic sequence with E[|X1|] <∞, then

1

n

n∑
i=1

Xi
a.s.−→
n→∞

E[X1].

Thus, the ergodic theorem guarantees almost sure convergence of averages, while the CLT (under
Lindeberg-Feller or Lyapunov conditions) describes the fluctuations around the mean at rate

√
n.

Proposition 1.1 (Jensen’s inequality). Let (Ω,F ,P) be a probability space, let I ⊂ R be an
interval, and let φ : I → R be convex. If X is an integrable random variable with X(ω) ∈ I a.s.
and E[ |φ(X)| ] <∞, then

φ
(
E[X]

)
≤ E[φ(X)] .

More generally, for any sub-σ-algebra G ⊆ F ,

φ
(
E[X | G]

)
≤ E[φ(X) | G] a.s.

If φ is strictly convex, equality holds if and only iff X is a.s. constant (or φ is affine on the
convex hull of the support of X).
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Proof. Fix G ⊆ F and set m := E[X | G]. For convex φ, the subdifferential ∂φ(m) is nonempty.
Pick any t ∈ ∂φ(m); by definition of subgradient,

φ(x) ≥ φ(m) + t (x−m) for all x ∈ I.

Apply this with x = X and take conditional expectation given G:

E[φ(X) | G] ≥ φ(m) + tE[X −m | G] = φ
(
E[X | G]

)
,

since E[X − m | G] = 0. This proves the conditional form. Taking expectations yields the
unconditional form. For the equality statement under strict convexity, Jensen‘Ă‘Źs inequality is
strict unless X = E[X | G] a.s. (i.e., X is G-measurable and a.s. constant when G is trivial), or
unless φ is affine on the convex hull of the support of X.

Convex order and risk pooling. For integrable random variables Y and Z with E[Y ] = E[Z],
we say that Y is smaller than Z in convex order, written Y ≤cx Z, if

E[φ(Y )] ≤ E[φ(Z)] for every convex φ for which the expectations are finite.

Convex order formalizes the idea that Y is “less variable” than Z without changing the mean.
A key application is risk pooling. Let X1, X2 be i.i.d. copies of an integrable random variable

X, and let φ be convex. By the midpoint convexity of φ,

φ

(
X1 +X2

2

)
≤ φ(X1) + φ(X2)

2
.

Taking expectations and using i.i.d. symmetry gives

E
[
φ

(
X1 +X2

2

)]
≤ 1

2

(
E[φ(X1)] + E[φ(X2)]

)
= E[φ(X1)].

Equivalently,
X1 +X2

2
≤cx X1,

which captures that averaging two independent risks reduces dispersion in the convex order sense.
More generally, if X1, . . . , Xn are i.i.d. copies of X, then for any convex φ,

E

[
φ

(
1

n

n∑
i=1

Xi

)]
≤ E[φ(X1)].

One proof is by induction using the elementary convexity inequality φ
(
αa+(1−α)b

)
≤ αφ(a)+

(1− α)φ(b) with α = (n− 1)/n, a =
1

n− 1

n−1∑
i=1

Xi, and b = Xn, followed by taking expectations

and using i.i.d. symmetry. Consequently,

1

n

n∑
i=1

Xi ≤cx X1,

i.e., pooling and mutualization monotonically reduce risk in convex order while preserving the
mean. In particular, if agents are risk averse with concave utility u, then Jensen’s inequality

applied to −u (which is convex) yields E[u(
1

n

∑
i

Xi)] ≥ E[u(X1)], justifying the welfare gains

from pooling.
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Proposition 1.2 (Jensen’s Inequality for Exponentials). If f(x) = eλx is convex for all λ ∈ R,
then for any random variable X,

eλE[X] ≤ E
[
eλX

]
.

This inequality is the foundation for many exponential concentration inequalities (e.g., Chernoff
and Hoeffding bounds).

Definition 1.11 (Log-sum-exp Function). The function

lse(x1, . . . , xn) = log

(
n∑
i=1

exi

)

is convex and satisfies
max
i
xi ≤ lse(x1, . . . , xn) ≤ max

i
xi + log n.

Proposition 1.3 (Convexity of Log-sum-exp). For all x,y ∈ Rn and θ ∈ [0, 1],

lse(θx+ (1− θ)y) ≤ θ lse(x) + (1− θ) lse(y).

This follows from the convexity of the exponential function and Jensen’s inequality applied to
logE[e·].

The convexity of logE[eλX ] with respect to λ implies that the cumulant generating function
ψX(λ) = logE[eλX ] is convex. This property is essential in the analysis of convex risk measures
and concentration bounds.

1.2.4 Conditional, Marginal and Causal Expectations

In statistical learning and causal inference, several related but distinct notions of expectation
arise, depending on whether we condition on variables, marginalize over them, or intervene in
the underlying data-generating process. We review these notions.

Formal Definitions

Definition 1.12 (Conditional Expectation (1)). Let (X,Y ) be a pair of random variables. The
conditional expectation of Y given X is the random variable m(X) defined by

m(x) = E[Y | X = x],

satisfying
E[Y 1{X∈A}] = E[m(X)1{X∈A}] ∀A ∈ B(X ).

Equivalently, E[Y | X] is the L2-projection of Y onto the σ-algebra generated by X. It is the best
predictor of Y based on knowledge of X under quadratic loss:

E[Y | X] = argmin
g:R→R

E
[
(Y − g(X))2

]
.

Definition 1.13 (Conditional Expectation (2)). Let X = (X1, . . . , Xd) be a random vector Rd-
valued and suppose that Y is integrable. The conditional expectation of Y given X is the random
variable m(X), where m is defined by

m(x) = E[Y |X = x], x ∈ Rd,

such that for all measurable A ⊆ Rd,

E
[
Y 1{X∈A}

]
= E

[
m(X)1{X∈A}

]
.
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Equivalently, E[Y |X] is the L2-projection of Y onto the σ-algebra generated by X = (X1, . . . , Xd).
It is the best predictor of Y based on knowledge of the whole feature vector X under quadratic
loss:

E[Y |X] = argmin
g:Rd→R

E
[
(Y − g(X))2

]
.

In practice, one may only use a subset J ⊆ {1, . . . , d} of predictors X = (X1, . . . , Xd).

Definition 1.14 (Conditional Expectation on a Subset). Let X = (X1, . . . , Xd) be a random
vector in Rd, and let Y be integrable. For a subset of indices J ⊆ {1, . . . , d}, denote by XJ =
(Xj)j∈J the corresponding subvector. The conditional expectation of Y given XJ is the random
variable mJ(XJ) defined by

mJ(xJ) = E[Y |XJ = xJ ], xJ ∈ R|J |,

such that for all measurable A ⊆ R|J |,

E
[
Y 1{XJ∈A}

]
= E

[
mJ(XJ)1{XJ∈A}

]
.

Equivalently, E[Y | XJ ] is the L2-projection of Y onto the σ-algebra generated by XJ . It is the
best predictor of Y based only on knowledge of the subvector XJ :

E[Y |XJ ] = argmin
g:R|J|→R

E
[
(Y − g(XJ))

2
]
.

Definition 1.15 (Marginal Expectation). The marginal expectation of Y given XJ = xJ is
defined as

E[Y |XJ = xJ , X−J ∼ PX−J
],

i.e. by fixing XJ and averaging the remaining coordinates X−J according to their marginal
distribution. This definition ignores potential correlations between XJ and X−J , in contrast
with the conditional expectation which incorporates them.

Finally, in the presence of a structural causal model (SCM) with a directed acyclic graph
(DAG), one may define causal expectations using Pearl’s do-operator.

Definition 1.16 (Causal Expectation). If XJ is a set of covariates, then

E[Y | do(XJ = xJ)]

denotes the expected outcome of an intervention fixing XJ to xJ , while removing incoming edges
into XJ in the causal DAG. This expectation differs from the conditional expectation E[Y |XJ =
xJ ], because the latter includes correlations induced by common causes, whereas the do-operator
represents an external manipulation of XJ .

Definition 1.17 (Conditional Expectation). The conditional expectation of Y given XJ = xJ
is

E[Y |XJ = xJ ] =

∫
y p(Y | xJ) dy,

where p(Y | xJ) is the conditional density of Y given XJ = xJ . This quantity reflects the
expected outcome when XJ is observed to take the value xJ in the joint distribution of (X, Y ).

Definition 1.18 (Marginal Expectation (ME)). The marginal expectation of Y with respect to
XJ = xJ is defined by

ME[Y |XJ = xJ ] =

∫
y p(Y | xJ ,x−J) p(x−J) dx−Jdy,

that is, by fixing XJ = xJ and averaging over the marginal distribution of the remaining covari-
ates X−J . This construction ignores statistical dependencies between XJ and X−J , effectively
treating them as independent.
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Proposition 1.4.

ME(xJ) := E[Y |XJ = xJ , X−J ∼ PX−J
] =

∫
m(xJ , x−J) p(x−J) dx−J = EX−J

[m(XJ , X−J) | XJ = xJ ].

{
ME(Y | xJ) ← ceteris paribus
E(Y | xJ) ← mutatis mutandis

Definition 1.19 (Causal Expectation (CE)). The causal expectation, denoted by

CE[Y | do(XJ = xJ)],

is the expected outcome under an intervention that fixes XJ to xJ while removing all incoming
edges into XJ in the causal graph. Formally, it is defined as

CE[Y | do(XJ = xJ)] =

∫
y p(Y | do(XJ = xJ)) dy,

where p(Y | do(XJ = xJ)) is obtained from the interventional distribution in a structural causal
model (SCM).

Remark 1.4 (Interpretation). These three expectations differ by how they handle dependencies
among features:

• E[Y |XJ ] conditions on observed correlations in the joint data distribution;

• ME[Y |XJ ] isolates the effect of XJ while ignoring correlations with other features;

• CE[Y | do(XJ)] represents the effect of externally manipulating XJ , following the causal
DAG structure.

In general, CE[Y | do(XJ)] ̸= E[Y | XJ ] ̸= ME[Y | XJ ], except under strong independence or
causal-separation assumptions.

Linear Gaussian Example (Two Predictors). Consider a simple bivariate Gaussian-linear
system: (X1, X2) ∼ N

(
0,

(
1 ρ

ρ 1

))
,

Y = X1 +X2 + ε, where ε ∼ N (0, σ2),

with |ρ| < 1 and ε independent of (X1, X2). We analyze the three types of expectations for each
predictor.

(i) Conditional expectations.
Because of joint normality,

E[X2|X1 = x1] = ρ x1, E[X1|X2 = x2] = ρ x2.

Hence {
E[Y | X1 = x1] = x1 + E[X2|X1 = x1] = (1 + ρ)x1,

E[Y | X2 = x2] = x2 + E[X1|X2 = x2] = (1 + ρ)x2.

Each variable explains more than its unit coefficient because conditioning propagates the corre-
lation with the other feature.

(ii) Marginal expectations.
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The marginal expectation ignores correlation between features by integrating over their
marginal distributions:

ME[Y | X1 = x1] =

∫
(x1 + x2) p(x2) dx2 = x1, ME[Y | X2 = x2] = x2.

Thus each variable contributes exactly according to its direct regression weight (here equal to
1), without interaction amplification.{

ME[Y | X1 = x1] = x1,

ME[Y | X2 = x2] = x2.

(iii) Causal expectations.
Suppose the underlying causal structure is

X1

X2

Y

represented by the structural equations
X1 = U1,

X2 = ρX1 +
√
1− ρ2 U2,

Y = X1 +X2 + σε,

(U1, U2, ε) i.i.d. N (0, 1).

Intervening on X1. Under do(X1 = x1), we keep the edge X1 → X2:

X1 ← x1, X2 = ρx1 +
√

1− ρ2 U2, Y = x1 +X2 + ε,

so
CE[Y | do(X1 = x1)] = (1 + ρ)x1.

Intervening on X2. Under do(X2 = x2), we cut incoming edges into X2 and fix it:

X1 = U1, X2 ← x2, Y = X1 + x2 + ε,

hence
CE[Y | do(X2 = x2)] = E[X1] + x2 + E[ε] = x2.

The three expectations coincide only if ρ = 0, i.e., when X1 and X2 are independent.{
CE[Y | X1 = x1] = (1 + ρ)x1,

CE[Y | X2 = x2] = x2.

• The Marginal Expectation (ME) isolates each variable’s intrinsic contribution, removing
all correlations with other predictors. It corresponds to the individual contribution used
in Shapley-type additive decompositions.

• The Conditional Expectation reflects predictive associations observed in the data; it cap-
tures both direct and indirect effects mediated by correlated variables.

• The Causal Expectation quantifies how an external intervention on a variable propagates
through the causal network, following the directed edges of the structural model.
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In the linear-Gaussian example with causal structure (iii), the three notions differ asymmet-
rically:

• For the upstream variable X1, the causal and conditional expectations coincide:

CE[Y | do(X1 = x1)] = E[Y | X1 = x1] = (1 + ρ)x1,

because all correlation between X1 and X2 arises through the causal link X1 → X2.

• For the mediator X2, intervening cuts this link, leaving only the direct effect:

CE[Y | do(X2 = x2)] = x2,

while conditioning or association-based explanations still attribute an inflated contribution
(1 + ρ)x2.

Thus, conditional and causal expectations coincide only for true causal ancestors of the
outcome. Downstream or correlated variables retain predictive association but smaller (or zero)
causal effect. This distinction is crucial for model interpretability and for fairness analyses that
aim to separate predictive influence from causal responsibility.

Interpretation and Partial Dependence Plots Understanding the influence of input vari-
ables on model predictions is central to both statistical interpretation and fairness assessment.
Several frameworks have been developed to quantify these effects, among which partial depen-
dence functions and their graphical representations (Partial Dependence Plots, or PDPs) play a
foundational role. They provide a bridge between purely statistical expectations and the causal
or marginal quantities discussed previously.

Let f : X → R denote a predictive model trained on a joint distribution p(x, y), and let
X = (X1, . . . , Xd) be a random input vector. We are interested in how f(x) responds to
variation in a subset of features XJ while averaging out the effect of the remaining variables
X−J .

Definition 1.20 (Partial Dependence Function). For a subset of coordinates J ⊆ {1, . . . , d}, the
partial dependence function of f on XJ is defined as the marginal expectation

PDf (xJ) = EX−J

[
f(xJ ,X−J)

]
=

∫
f(xJ ,x−J) p(x−J) dx−J .

Thus PDf (xJ) coincides with the Marginal Expectation (ME) introduced in the previous
section. It measures the isolated effect of XJ on the model output, averaging over the marginal
(rather than conditional) distribution of other features.

Definition 1.21 (Partial Dependence Plot (PDP)). A Partial Dependence Plot is a graphical
representation of PDf (xJ) as a function of xJ , typically for one or two variables (|J | ∈ {1, 2}).

Remark 1.5 (Interpretation). Partial dependence curves visualize how the model prediction
changes when we vary one (or a few) feature values, averaging over all other features. They
represent a global explanation: the effect of a feature is summarized across the entire data dis-
tribution.

Estimation. In practice, the partial dependence function is estimated empirically by

P̂Df (xJ) =
1

n

n∑
i=1

f(xJ ,x
(i)
−J),

where {x(i)}ni=1 are the observed feature vectors in the training sample. This Monte Carlo
approximation assumes that the empirical distribution of X−J is close to its population coun-
terpart.
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Remark 1.6 (Computational aspects). The computation of P̂Df requires evaluating f on n ×
|GJ | pseudo-observations, where GJ is a grid of values for xJ . While straightforward, this can
be expensive for large models or high-dimensional features. Modern implementations (e.g., in
tree-based ensembles) use sampling strategies or clustering of X−J to approximate the integral
efficiently.

(Real Data) Application On Figure 1, visualize partial dependence plots, for the age of
the drive, with four models, a plain logistic regression, GAM additive model, gradient boosting
(sequential learning) and random forest (to model claims annual occurrence). Data are third
party motor insurance, from Charpentier 2014. Each panel corresponds to one model, showing
the estimated marginal effect of age on the predicted claim frequency. Shaded areas represent
interquartile uncertainty bands (25% and 75% quantiles), providing a visual measure of model
variability.

Figure 1: Partial dependence of the predicted annual claim frequency with respect to the driver’s
age, for four predictive models (plain logistic regression, GAM additive model, gradient boosting
(sequential learning), and random forest).

Relation to Conditional and Causal Expectations. Partial dependence functions corre-
spond to marginal expectations: they ignore correlations among predictors. When features are
strongly dependent, this may lead to regions of xJ that are unlikely or even impossible under
the joint distribution, so the PDP represents a counterfactual average not supported by data.

To mitigate this, one may instead use:

• the Conditional Expectation Function

ICEf (xJ) = EX−J |XJ=xJ
[f(XJ ,X−J)],

which averages conditionally on XJ and preserves observed correlations;

• the Causal Expectation Function

CEf (xJ) = Edo(XJ=xJ )[f(XJ ,X−J)],

which corresponds to the expected prediction under a causal intervention.

Remark 1.7 (Hierarchy of interpretations).

PDf (xJ) (marginal, independent) =⇒ ICEf (xJ) (observational) =⇒ CEf (xJ) (causal).

Each step adds more structure to the expectation: the first ignores correlations, the second pre-
serves them, and the third imposes causal semantics.
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Linear Gaussian illustration. Returning to the bivariate model

Y = X1 +X2 + ε, X = (X1, X2) ∼ N
(
0,

(
1 ρ
ρ 1

))
,

the partial dependence of the true regression function f(x) = x1+x2 with respect to each variable
is

PDf (x1) = x1 + E[X2] = x1, PDf (x2) = x2 + E[X1] = x2.

Hence the PDP curves for both variables have slope one, even though the conditional expectation
of Y given X1 or X2 is steeper, equal to (1+ρ)xj . Partial dependence therefore isolates the direct
linear contribution of each variable, while conditional or causal expectations include indirect
effects transmitted through correlations or causal links.

Remark 1.8 (Interpretation under correlation). In correlated settings (ρ ̸= 0), PDPs should be
interpreted cautiously: they represent the model response if one could vary Xj independently of
others, which may not correspond to any realistic or causal scenario. Conditional or causal plots
(based on ICE or CE) respect the dependency structure and may differ significantly from PDPs.

From PDPs to local explanations. For nonlinear models, the partial dependence function
can be linearized locally:

∂

∂xj
PDf (xJ) = EX−J

[
∂f(X)

∂xj

∣∣∣∣
XJ=xJ

]
,

which defines the average marginal effect of feature Xj . Local versions of these derivatives lead
to Individual Conditional Expectation (ICE) plots and connect to additive feature attribution
methods (e.g., SHAP values).

Remark 1.9 (Connection to Shapley values). Shapley decompositions can be interpreted as
integrating partial dependence contributions over all possible conditioning subsets. They combine
marginal and conditional expectations to attribute an average share of the total model output
to each feature. Hence, PDPs visualize one slice of the same functional landscape from which
Shapley values are derived.

Practical considerations.

• PDPs are most reliable when predictors are weakly correlated or when f is additive.

• Conditional and causal expectations should be preferred for dependent or structured data
(e.g., socio-economic or insurance datasets).

• Centering PDPs at E[f(X)] helps visualize deviations around the mean prediction, facili-
tating comparison across features.

Partial dependence plots provide a simple, model-agnostic window into the global behaviour
of predictors. They operationalize the marginal expectation ME introduced earlier, but must
be interpreted in light of the underlying statistical and causal structure. Understanding their
relation to conditional and causal expectations is essential for sound interpretation and fairness
diagnostics.

On Figure 2, visualize relative differences of partial dependence plots for men and women, for
the age of the drive, with four models, a plain logistic regression, GAM additive model, gradient
boosting (sequential learning) and random forest (to model claims annual occurence). Each
panel shows the relative deviation in predicted annual claim frequency (in %) between genders
as a function of age.
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Figure 2: Relative differences in partial dependence plots between male and female drivers with
respect to the driver’s age, for four predictive models (plain logistic regression, GAM additive
model, gradient boosting (sequential learning), and random forest).

A geometric view in the L2 space. Throughout these notes, conditional, marginal, and
causal expectations can be understood as elements of the Hilbert space L2(X ,PX) of square-
integrable random variables with respect to the distribution of X. This functional space provides
a convenient geometric framework for prediction and fairness analysis.

Definition 1.22 (Inner product and norm in L2). Let U, V ∈ L2(X ,PX) be two random variables
(X ⊂ R) such that E[U2] <∞ and E[V 2] <∞. Their scalar product (or inner product) is defined
as

⟨U, V ⟩ = E[U V ].

The associated norm is
∥U∥ =

√
⟨U,U⟩ =

√
E[U2].

Two variables U and V are said to be orthogonal (denoted U ⊥ V ) if ⟨U, V ⟩ = 0, that is,
if they are uncorrelated under PX . Orthogonality in L2 is thus a geometric reformulation of
statistical uncorrelatedness.

Remark 1.10 (Geometric interpretation of conditional expectation). The conditional expecta-
tion E[Y | X] is the orthogonal projection of Y onto the subspace

HX = {g(X) : g measurable and E[g(X)2] <∞} ⊂ L2(P),

that is,
Y − E[Y | X] ⊥ HX .

This means E[Y | X] is the unique element of HX that minimizes ∥Y −g(X)∥2 over all measurable
g. Hence, expectation operators define projections and decompositions in the Hilbert space L2,
forming the basis for later results on regression, bias decomposition, and fairness constraints.

1.2.5 Convex Optimization for Risk Minimization

Let F be a class of measurable predictors f : Z → Y and let

R(f) := E
[
ℓ
(
Y, f(Z)

)]
be the (population) risk for a loss ℓ : Y × Y → R+. The Bayes predictor is

f⋆ ∈ argmin
f∈F

R(f).
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Definition 1.23 (Convex loss and empirical risk). A loss ℓ is convex in its second argument
if y 7→ ℓ(y, ŷ) is convex for each y. Given data (Zi, Yi)

n
i=1, the empirical risk is R̂n(f) :=

1

n

n∑
i=1

ℓ
(
Yi, f(Zi)

)
.

Proposition 1.5 (Existence/uniqueness under convexity). If F is a nonempty closed convex
subset of a reflexive Banach space, ℓ is convex, lower semicontinuous, and coercive in its second
argument, then R̂n attains a minimizer in F . If, in addition, ℓ is strictly convex in its second
argument and f 7→ f(Zi) is linear, the minimizer is unique.

Proof. Let (H, ∥·∥) be the ambient reflexive Banach space and F ⊂ H nonempty, closed, convex.
For fixed data (Zi, Yi)

n
i=1, the map

f 7→ R̂n(f) =
1

n

n∑
i=1

ℓ
(
Yi, f(Zi)

)
is proper, convex, l.s.c. in f by the assumptions on ℓ and continuity of f 7→ f(Zi). Coercivity of
ℓ(·, ·) in its second argument implies R̂n is level-bounded on F : if ∥f∥ → ∞, then R̂n(f) → ∞.
Since F is closed and R̂n is l.s.c., the Weierstrass theorem on reflexive spaces yields existence of
a minimizer in F . If, in addition, ŷ 7→ ℓ(y, ŷ) is strictly convex and f 7→ f(Zi) is linear, then
f 7→ R̂n(f) is strictly convex, hence the minimizer is unique.

Theorem 1.5 (Gradient descent for smooth convex objectives). Assume f 7→ R̂n(f) is convex
and L-smooth (gradient L-Lipschitz). Then gradient descent with step size η ∈ (0, 2/L) satisfies

R̂n(f
(t))− R̂n(f⋆) ≤

∥f (0) − f⋆∥2

2η t
.

If R̂n is µ-strongly convex, the gap decays geometrically at rate (1− ηµ)t.

Proof. If R̂n is L-smooth and convex, the standard descent lemma gives

R̂n
(
f t+1

)
≤ R̂n(f t)− η∥∇R̂n(f t)∥2 +

Lη2

2
∥∇R̂n(f t)∥2 = R̂n(f

t)− η
(
1− Lη

2

)
∥∇R̂n(f t)∥2.

Take η ∈ (0, 2/L). Using convexity,

R̂n(f
t)− R̂n(f⋆) ≤ ⟨∇R̂n(f t), f t − f⋆⟩ ≤ ∥∇R̂n(f t)∥ ∥f t − f⋆∥

and the three-point identity for GD iterates yields

∥f t+1 − f⋆∥2 ≤ ∥f t − f⋆∥2 − 2η
(
R̂n(f

t)− R̂n(f⋆)
)
.

Summing from 0 to t− 1 gives

1

t

t−1∑
u=0

(
R̂n(f

u)− R̂n(f⋆)
)
≤ ∥f

0 − f⋆∥2

2ηt

, and the bound for the last iterate follows by monotonicity. If R̂n is µ-strongly convex, the
Polyak-Lojasiewicz inequality gives

R̂n(f
t)− R̂n(f⋆) ≤ (1− ηµ)t

(
R̂n(f

0)− R̂n(f⋆)
)
.

Remark 1.11. In least squares (linear regression), ℓ(y, ŷ) = (y − ŷ)2 is convex and smooth; the
empirical risk is quadratic and strongly convex when the design has full column rank.
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1.2.6 Gradients, Subgradients and KKT Conditions

Convex analysis rests on a fundamental duality principle: every convex optimization problem
admits an associated dual problem whose optimal value provides a lower bound (or, under reg-
ularity, an equal value) to that of the original, or primal, problem. Formally, given a proper
convex function f : Rd → R ∪ {+∞}, its convex conjugate (or Fenchel transform) is defined by

f∗(y) = sup
x∈Rd

{
⟨x,y⟩ − f(x)

}
.

The biconjugate f∗∗ equals f whenever f is closed and convex (Fenchel-Moreau theorem), show-
ing that a convex function can be reconstructed from all its supporting affine functionals.

In optimization terms, the primal problem

inf
x∈Rd

f(x)

admits the dual formulation
sup
y∈Rd

{
− f∗(−y)

}
,

where the dual variable y corresponds to a generalized gradient or “price" vector supporting f
at optimality. The two problems satisfy the weak duality inequality:

inf
x
f(x) ≥ sup

y

{
− f∗(−y)

}
,

and under regularity conditions (e.g., Slater’s condition), equality holds (strong duality). This
dual perspective underlies most modern optimization and risk-measure theory: gradients and
subgradients represent optimality conditions in the primal space, while Lagrange multipliers
or dual variables describe the same conditions in the dual space. We now recall the main
toolsgradients, subgradients, and the Karush-Kuhn-Tucker (KKT) conditionsthat connect these
two representations.

Definition 1.24 (Gradient). For a differentiable function f : Rd → R, the gradient at x is the
vector of partial derivatives

∇f(x) =


∂f
∂x1

(x)
...

∂f
∂xd

(x)

 .

A necessary condition for x⋆ to minimize f is ∇f(x⋆) = 0.

Definition 1.25 (Subgradient and Subdifferential). Let f : Rd → R be convex. A vector g ∈ Rd
is a subgradient of f at x if

f(y) ≥ f(x) + ⟨g, y − x⟩, ∀y ∈ Rd.

The set of all subgradients of f at x is called the subdifferential, denoted ∂f(x).

Definition 1.26 (Continuity and Lower Semicontinuity). A function f : Rd → R is lower
semicontinuous (l.s.c.) if

lim inf
x′→x

f(x′) ≥ f(x), ∀x.

For convex functions, lower semicontinuity is equivalent to closedness of the epigraph.

Definition 1.27 (Coercivity). A function f is coercive if

∥x∥ → +∞ ⇒ f(x)→ +∞.

Theorem 1.6 (Existence of a Minimizer). If f is proper, convex, lower semicontinuous, and
coercive, then f admits at least one minimizer:

∃x⋆ ∈ Rd such that f(x⋆) = inf
x
f(x).
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1.2.7 Convex Functions and Properties

Definition 1.28 (Convexity). A function f : Rd → R is said to be convex if, for all x,y ∈ Rd
and all θ ∈ [0, 1],

f(θx+ (1− θ)y) ≤ θf(x) + (1− θ)f(y).

It is strictly convex if the inequality is strict whenever x ̸= y and θ ∈ (0, 1).

Definition 1.29 (Strong Convexity). A differentiable function f is µ-strongly convex (µ > 0)
if

f(y) ≥ f(x) + ⟨∇f(x),y − x⟩+ µ

2
∥y − x∥2, ∀x,y ∈ Rd.

Proposition 1.6 (First-order condition). If f is convex and differentiable, then x⋆ minimizes
f if and only if

∇f(x⋆) = 0.

More generally, for non-differentiable convex f , we have 0 ∈ ∂f(x⋆).

Proposition 1.7 (Jensen’s Inequality). For any convex function f and any integrable random
variable X,

f(E[X]) ≤ E[f(X)].

Proposition 1.8 (Fenchel-Young Inequality). Let f be a convex function and f⋆ its convex
conjugate, defined by

f⋆(y) = sup
x∈Rd

{
⟨x, y⟩ − f(x)

}
.

Then for all x,y ∈ Rd,
f(x) + f⋆(y) ≥ ⟨x,y⟩,

with equality if and only if y ∈ ∂f(x).

1.2.8 Duality and Lagrangian Formulation

Definition 1.30 (Lagrangian). Consider the constrained problem

min
x∈Rd

f(x) s.t. gi(x) ≤ 0, i = 1, . . . ,m.

The Lagrangian function is defined by

L(x,λ) = f(x) +

m∑
i=1

λigi(x), λi ≥ 0.

Definition 1.31 (Dual Function and Dual Problem). The dual function is

ψ(λ) = inf
x∈Rd

L(x,λ),

and the corresponding dual problem is

max
λ≥0

ψ(λ).

Theorem 1.7 (Weak and Strong Duality). For any λ ≥ 0, we have ψ(λ) ≤ f⋆, where f⋆ is the
optimal value of the primal problem (weak duality). If f and gi are convex and Slater’s condition
holds (there exists x such that gi(x) < 0 for all i), then

min
x
f(x) = max

λ≥0
ψ(λ).
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Definition 1.32 (Saddle Point). A pair (x⋆,λ⋆) is a saddle point of L if

L(x⋆,λ) ≤ L(x⋆,λ⋆) ≤ L(x,λ⋆), ∀x,λ ≥ 0.

When such a saddle point exists, strong duality holds.

Theorem 1.8 (Karush–Kuhn–Tucker (KKT) Conditions). Consider the optimization problem

min
x∈Rd

f(x) s.t.

{
gi(x) ≤ 0, i = 1, . . . ,m,

hj(x) = 0, j = 1, . . . , p,

where f and gi are convex and differentiable. If strong duality holds, then (x⋆,λ⋆,ν⋆) satisfies
the following KKT conditions:

∇f(x⋆) +
∑

i λ
⋆
i∇gi(x⋆) +

∑
j ν

⋆
j∇hj(x⋆) = 0,

gi(x
⋆) ≤ 0, λ⋆i ≥ 0,

λ⋆i gi(x
⋆) = 0 (complementary slackness),

hj(x
⋆) = 0.

Remark 1.12. In fairness-constrained risk minimization, these conditions express the trade-off
between empirical loss and fairness constraints via the Lagrange multipliers λi.

1.2.9 Convex Analysis and Multivariate Risk Measures

Risk measurement can be viewed as a problem of functional analysis and convex duality. From
the univariate, monetary framework to the multivariate, set-valued one, convexity provides both
a geometric and analytical foundation for the properties of coherent and convex risk measures.
We briefly present the key mathematical structures and their implications for actuarial modeling.

Convex Functionals and Dual Representations Let X denote a linear space of integrable
random variables, typically Lp(Ω,F ,P), endowed with the canonical order X ≤ Y ⇐⇒ X(ω) ≤
Y (ω) for almost every ω. A monetary risk measure is a functional

ρ : X → R ∪ {+∞}

satisfying

1. Monotonicity: X ≤ Y ⇒ ρ(X) ≥ ρ(Y ),

2. Cash-additivity: ρ(X +m) = ρ(X)−m for all m ∈ R,

3. Normalization: ρ(0) = 0.

Convexity is the natural relaxation of sublinearity:

ρ(λX + (1− λ)Y ) ≤ λρ(X) + (1− λ)ρ(Y ), λ ∈ [0, 1].

When ρ is convex and lower semicontinuous for the weak topology σ(X ,X ∗), the Fenchel-Moreau
theorem ensures the existence of a dual (penalty) representation:

ρ(X) = sup
Q∈Q

{
EQ[−X]− α(Q)

}
, (1)

where Q is a convex subset of probability measures absolutely continuous w.r.t. P, and α : Q →
R∪ {+∞} is a convex penalty function, equal to the convex conjugate α(Q) = supX{EQ[−X]−
ρ(X)}.

This duality expresses ρ as a supremum of affine functionals inX, each scenarioQ representing
an alternative probabilistic evaluation of risk. The risk measure is law-invariant when ρ(X) =
ρ(Y ) for all X,Y with identical distribution, in which case (1) reduces to Kusuoka-type integral
representations (via distortion or spectral measures).
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Example (Entropic Risk Measure). For λ > 0, define

ρλ(X) =
1

λ
logEP

[
e−λX

]
.

Then ρλ is convex, translation invariant, and its conjugate penalty is the relative entropy α(Q) =
1
λH(Q | P), where H(Q | P) = EQ[log(dQ/dP)]. Hence

ρλ(X) = sup
Q≪P

{
EQ[−X]− 1

λ
H(Q | P)

}
.

This relation, a direct application of Fenchel conjugacy for the exponential function, exemplifies
how convex analysis structures the theory.

Convex Sets, Acceptance Sets and Minkowski Functionals An alternative geometric
viewpoint defines a risk measure via its acceptance set

A = {X ∈ X : ρ(X) ≤ 0}.

Convexity and monotonicity of ρ are equivalent to A being a convex, monotone, and solid subset
of X . Conversely,

ρ(X) = inf{x ∈ R : X + x ∈ A}

is the Minkowski functional of A. In this sense, ρ is the minimal capital x to be added to X for
acceptability. The set-functional duality between convex sets and convex functionals, central in
convex analysis, transfers directly to risk theory.

Interpretation in Insurance. For an insurer, X may denote the net position (premiums
minus losses). The acceptance set A corresponds to solvency constraints (e.g. regulatory capital
conditions), while ρ(X) quantifies the minimal capital requirement to reach solvency. Convexity
captures the diversification principle: pooling independent portfolios cannot increase overall
required capital.

Multivariate and Set-Valued Risk Measures In multivariate insurance problems (e.g.
several lines of business (S1, . . . , Sd)) the space of outcomes is X d, partially ordered by a convex
cone K ⊂ Rd (typically K = Rd+). There is no total order in Rd, hence no scalar risk measure
can be monotone for all directions. Instead, we use set-valued (or vector) risk measures:

R : X d → 2R
d
, R(X) = {x ∈ Rd : X + x ∈ A},

where A is a convex, K-monotone acceptance set. The set R(X) represents the combinations of
capital allocations across branches that render the global position acceptable.

Convexity and Duality. If A is closed and convex, one can recover R by a bipolar-type
representation:

R(X) =
⋂

Z∈K∗

{x : ⟨x,Z⟩ ≥ sup
Y ∈A

E[−⟨Y ,Z⟩] + E[⟨X,Z⟩] },

where K∗ is the dual cone. This formula generalizes (1): each dual variable Z (a nonnegative
“pricing vector”) defines a scalarization ρZ(X) = supY ∈A E[−⟨Y,Z⟩] + E[⟨X,Z⟩], and R(X)
collects all m satisfying ⟨m,Z⟩ ≥ ρZ(X) for every such Z. Thus multivariate risk measurement
inherits the entire machinery of convex duality.
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Selection Risk Measures. Cascos Fernández and Molchanov 2013 introduced the notion
of selection risk measures: a multivariate portfolio X is acceptable if it admits a measurable
selection (choice of component allocation) that is acceptable componentwise. The associated
risk measure is then

Rsel(X) = cl
⋃

ξ∈Sel(X)

(
ρ(ξ1), . . . , ρ(ξd)

)
+K,

a convex set in Rd combining marginal and dependence information. Convex analysis ensures
closedness and dual representation properties similar to the univariate case, see Charpentier
2018.

Convex Potentials and Transport-Based Risk Measures Another geometric approach to
multivariate risk measures relies on optimal transport and cyclically monotone mappings. Given
a random vector X in Rd with distribution µ, the center-outward quantile map F± is the unique
(up to null sets) gradient of a convex potential ϕ such that

∇ϕ : (Rd, µ)→ (Bd, ν)

transports µ to the uniform distribution ν on the unit ball Bd. The subdifferential structure of
convex analysis ensures monotonicity:

⟨X1 −X2,∇ϕ(X1)−∇ϕ(X2)⟩ ≥ 0,

a multivariate analogue of increasing quantile functions in dimension one.
Using such transport maps, Charpentier (2018) proposed defining risk measures through

quantile regions: the vector Value-at-Risk (VaR) at level α corresponds to the boundary of the
region

Qα = {x ∈ Rd : ∇ϕ(x) ∈ B(0, α)}.

The convex potential ϕ acts as a multivariate risk functional: extreme losses correspond to outer
level sets of ϕ, and diversification corresponds to convex combinations of potentials. Convex
regularization (e.g. Moreau-Yosida envelope) ensures stability and differentiability of empirical
estimates, analogous to the regularization of expected shortfall in one dimension.

Connections with Actuarial Risk and Capital Allocation In actuarial contexts, convex
duality connects risk measures, capital allocation, and pricing principles:

• The subdifferential ∂ρ(X) represents the set of supporting prices or risk-adjusted probability
measures consistent with ρ.

• In the multivariate case, each element of the dual cone K∗ corresponds to a portfolio weight
or a risk contribution vector, allowing Euler-type decompositions:

ρ(X) =
d∑
i=1

πi
∂ρ

∂Xi
,

where (πi) act as marginal risk prices.

• The convexity of ρ guarantees the validity of the diversification principle and justifies
coherent capital allocation rules (Aumann-Shapley values, gradient allocation, etc.).

In actuarial science, convex analysis thus links risk measurement, capital allocation, and
solvency assessment under a unified formalism.
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1.2.10 Applications in Actuarial Science and Insurance Modeling

The probabilistic concepts introduced above — random vectors, expectations, and conditional
independence — provide the mathematical foundation of actuarial modeling. In insurance, each
component of a random vector can represent a distinct stochastic feature of risk: the number
of claims during a period, the severities of individual losses, or external covariates such as age,
region, or exposure.

Frequency–Severity Decomposition. Let N denote the number of claims in a portfolio
during a fixed period, and let X1, X2, . . . , XN be the individual claim amounts. The aggregate
loss is

S =
N∑
i=1

Xi.

Under the assumption that the Xi are i.i.d. and independent of N , we obtain

E[S] = E[N ]E[X1], Var(S) = E[N ] Var(X1) + Var(N) (E[X1])
2.

This simple decomposition — a direct application of the independence property of random vectors
— is the cornerstone of the collective risk model developed in non-life insurance. Departures from
independence (e.g., contagion of claims, catastrophes) motivate the use of dependence structures,
such as copulas, introduced later.

Conditional Modeling and Pricing. Let Z = (Z1, . . . , Zd) be a vector of rating factors
describing a policyholder, and let Y be the claim frequency or cost. The conditional expectation

m(z) = E[Y | Z = z ]

defines the pure premium, or fair price, for the contract characterized by z. Estimating m(z)
corresponds to supervised learning under squared loss. In practice, linear and generalized linear
models (GLMs) are used:

E[Y | Z = z] = g−1(z⊤β),

where g is a link function (logarithmic for count data, inverse for positive severities, etc.). Here,
the regression coefficients β capture the expected influence of each covariate, while the stochastic
component is modeled through the conditional variance Var(Y | Z).

Dependence and Aggregation. The multivariate framework of Section 1.2.1 naturally ac-
commodates the modeling of several lines of business or types of coverage within a portfolio. For
risks (S1, . . . , Sd) associated with different branches, the joint distribution FS1,...,Sd

allows the
evaluation of the overall risk

Stot = S1 + · · ·+ Sd,

and its variance depends on both marginal dispersions and cross-correlations. Modeling the
dependence structure via copulas, as detailed in Denuit and Charpentier (2004, Chap. 8), enables
the actuary to quantify diversification effects and to design reinsurance strategies consistent with
the law of large numbers.

Risk Measures and Premium Principles. Beyond the expectation, insurers assess risk
using functionals such as the variance, quantiles (Value-at-Risk), or Tail-Value-at-Risk:

TVaRα(S) = E[S | S > VaRα(S) ].

These quantities rely on the probabilistic foundations presented earlier and will reappear in
later sections devoted to risk measures and pricing principles. They provide bridges between
mathematical expectations and the economic notion of solvency.
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1.2.11 To go further

For detailed treatments of probability and statistics foundations, see Casella and Berger 2002
and Grimmett and Stirzaker 2020. For actuarial and statistical learning applications, see Hastie,
Tibshirani, and Friedman 2009. For convex analysis and application to actuarial mathematics,
Pflug and Römisch 2007; Föllmer and Schied 2016; Borwein and Lewis 2000.

1.3 Bayes Optimality and Bayes Classifier

1.3.1 Risk minimization and decision theory

Statistical learning problems can be formulated in terms of risk minimization. Let (X, Y ) ∼ P
denote a random pair where X ∈ X ⊆ Rd represents observable features and Y ∈ Y ⊆ R (or
a finite set of labels) is the target outcome. Given a measurable predictor (or decision rule)
f : X → Y and a loss function ℓ : Y × Y → R+, the risk functional associated with f is

R(f) = E
[
ℓ(Y, f(X))

]
.

Minimizing R(f) over all measurable functions defines the fundamental optimization problem of
supervised learning:

f⋆ ∈ argmin
f
R(f).

The function f⋆ is called the Bayes predictor (or Bayes rule), and R(f⋆) is the Bayes risk. This
definition parallels the notion of an expected loss minimizer in decision theory and of a fair
premium in actuarial science.

Conditional formulation. Conditioning on X = x, the pointwise (conditional) risk is

R(f |X = x) = E
[
ℓ(Y, f(x)) |X = x

]
,

so that
R(f) = E

[
R(f |X)

]
.

The Bayes predictor minimizes the conditional risk at each x:

f⋆(x) ∈ arg min
y′∈Y

E
[
ℓ(Y, y′) |X = x

]
.

This local property implies that statistical learning can be interpreted as the problem of approx-
imating the conditional law of Y given X and its expectations under a relevant loss.

1.3.2 Examples and interpretation

Proposition 1.9 (Bayes regressor under squared error). For ℓ(y, ŷ) = (y − ŷ)2, the Bayes
predictor is

f⋆(x) = E[Y |X = x].

Proof. For each fixed x, minimizing R(f |X = x) = E[(Y −f(x))2 |X = x] with respect to f(x)
yields the first-order condition E[Y − f(x) |X = x] = 0. Hence f⋆(x) = E[Y |X = x].

Proposition 1.10 (Bayes classifier under 0-1 loss). For ℓ(y, ŷ) = 1{y ̸= ŷ} with Y ∈ {0, 1},

f⋆(x) = 1
{
P(Y = 1 |X = x) ≥ 1/2

}
.

Proof. At each x, the conditional risk equals

R(f |X = x) = P(Y ̸= f(x) |X = x),

which is minimized by choosing the most probable label.
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Interpretation and actuarial meaning. The Bayes predictor f⋆(x) = E[Y | X = x] under
squared error loss corresponds directly to the pure premium in insurance: it is the fair expected
claim cost conditional on the information X describing the policyholder. In that sense, the pure
premium principle is a special case of Bayes optimal prediction. If Y denotes the claim amount
and X the set of risk factors (age, type of vehicle, location, etc.), then

π(x) = E[Y |X = x]

is the minimal mean-square-error predictor of the future loss, and thus the actuarially fair price
(before loadings). When a distributional model is specified, e.g. a GLM or a credibility model,
the goal is to estimate f⋆(x) empirically via parameters θ̂.

Connection to risk minimization and convex analysis. The minimization of expected
loss can be viewed as the minimization of a convex functional

f 7→ R(f) := E[ℓ(Y, f(X))],

when ℓ is convex in its second argument. The subgradient condition

0 ∈ E
[
∂2ℓ(Y, f

⋆(X)) |X
]

characterizes the Bayes predictor. For differentiable ℓ, this yields E[∂2ℓ(Y, f⋆(X)) | X] = 0,
which is the general form of the first-order optimality condition. Convex losses (such as the
quadratic, logistic, or exponential loss) are particularly important since they guarantee unique-
ness and stability of f⋆.

1.3.3 Proper scoring rules and probabilistic prediction

In probabilistic forecasting, the predictor aims to estimate the full conditional distribution PY |X .
A scoring rule S(P, y) assigns a numerical score when the predictive distribution P is announced
and outcome y is observed. A scoring rule is proper if the expected score is maximized when the
announced distribution equals the true conditional law:

EY∼P[S(P, Y )] ≥ EY∼P[S(Q, Y )] ∀Q.

Under proper scoring rules, the Bayes predictor coincides with the true conditional expectation
or probability, ensuring calibration. Examples include the Brier score (for binary outcomes) and
the log-score (for probabilistic models). See Sections 1.4.8–1.5.2 for details.

1.3.4 From Bayes optimality to actuarial modeling

In actuarial science, the Bayes predictor provides a theoretical benchmark for premium estima-
tion. Classical models such as credibility theory or generalized linear models (GLMs) can be
seen as constrained or parametric approximations of the conditional expectation:

f̂(x) ≈ E[Y |X = x].

For instance:

• In linear regression, f̂(x) = x⊤β̂ approximates E[Y |X = x] under Gaussian noise.

• In GLMs, E[Y |X = x] = g−1(x⊤β) with link function g and exponential-family assump-
tions; Poisson GLMs are used for claim frequencies, Gamma or Inverse-Gaussian GLMs for
severities.
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• In credibility models, the Bayes estimator under quadratic loss combines prior and observed
claim experience, producing an estimator

f̂(x) = ZY + (1− Z)µ,

which minimizes posterior risk, see Bühlmann and Gisler 2005.

Thus the Bayes predictor formalizes the idea that insurance pricing is a prediction problem:
estimating the conditional mean of losses given risk characteristics.

1.3.5 Modern approximations of the Bayes predictor

Recent developments in actuarial data science extend the parametric framework through non-
parametric and machine learning methods, whose goal remains the same: to approximate the
Bayes predictor f⋆(x). Examples include:

• Kernel and local regression — estimate E[Y |X = x] nonparametrically by local averaging.

• Regularization methods (ridge, LASSO) — approximate the conditional mean while con-
trolling model complexity.

• Tree-based models and boosting — construct additive approximations

f̂(x) =

M∑
m=1

ν hm(x),

where weak learners hm minimize a convex surrogate of the prediction risk (e.g., exponential
or logistic loss). Gradient boosting iteratively refines the predictor along the steepest
descent direction of empirical risk. In actuarial applications, boosted Poisson or Gamma
models provide accurate estimates of the pure premium.

• Neural networks — represent flexible non-linear predictors, optimizing differentiable sur-
rogates of R(f) through stochastic gradient descent.

Although these methods differ in parametrization and optimization, they share the same theo-
retical target: the Bayes predictor minimizing expected loss.

1.3.6 Discussion and summary

• The Bayes predictor f⋆(x) minimizes the expected loss and serves as a universal benchmark.

• Under quadratic loss, it coincides with the conditional mean, which defines the pure pre-
mium in actuarial pricing.

• Under proper scoring rules, it yields the true conditional probability or distribution.

• GLMs, credibility models, and modern machine learning methods aim to estimate f⋆(x)
from data by minimizing empirical analogues of R(f).

• The choice of loss function encodes actuarial principles (fairness, robustness, solvency) and
guides the construction of predictive models.

1.3.7 To go further

For a general discussion of risk minimization and Bayes rules, see Hastie, Tibshirani, and Fried-
man 2009 (Ch. 2) and Gneiting and Raftery 2007. For actuarial interpretations and predictive
modeling, see Frees, Derrig, and Meyers 2014; Frees, Derrig, and Meyers 2016 and the trilogy
by Denuit, Hainaut, and Trufin 2019a; Denuit, Hainaut, and Trufin 2020; Denuit, Hainaut, and
Trufin 2019b.
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1.4 Basics of Predictive Modeling

1.4.1 Maximum Likelihood and the Delta Method

Setup. Let z1, . . . , zn be observations from Z1, . . . , Zn be i.i.d. random variables with density
(or pmf) f(z;θ), θ ∈ Θ ⊂ Rp. The (log-)likelihood based on the sample is

Ln(θ; z) =

n∏
i=1

f(zi;θ), and ℓn(θ; z) = logLn(θ) =

n∑
i=1

log f(zi;θ).

The maximum likelihood estimator (MLE) is any measurable solution

θ̂n ∈ argmax
θ∈Θ

ℓn(θ; z).

Score and information. The (total) score and the observed/expected information are

Un(θ) := ∇θℓn(θ;Z) =
n∑
i=1

∇θ log f(Zi;θ), and Jn(θ;Z) := −∇2
θℓn(θ;Z),

I(θ) := Eθ

[
∇θ log f(Z;θ)∇θ log f(Z;θ)

⊤] = −Eθ

[
∇2

θ log f(Z;θ)
]
.

Under usual regularity, Eθ[Un(θ)] = 0 and Eθ[Jn(θ)] = n I(θ).

Consistency and Asymptotic Normality An estimator is consistent if, as the sample size
grows, it converges to the true quantity being estimated. Most proofs of consistency of estimators
rely on two ingredients:

1. The Law of Large Numbers, which guarantees that empirical averages converge to their
expectations.

2. Identifiability of the parameter, so that the population criterion is uniquely minimized at
the true value.

In contrast, proofs of asymptotic normality (and distributional limits) almost always combine:

1. A Taylor expansion of the estimating equations or score around the true parameter.

2. Slutsky’s theorem, to combine convergence in distribution (via CLT) with convergence in
probability.

Theorem 1.9 (First-order Taylor expansion). Let f : Θ ⊂ Rp → Rq be continuously differen-
tiable in a neighborhood of θ0 ∈ Θ ⊂ Rp. Then for any θ ∈ Θ ⊂ Rp,

f(θ) = f(θ0) +Df(θ0)(θ − θ0) + r(θ,θ0),

where Df(θ0) ∈ Rq×p is the Jacobian matrix of f at θ0, and the remainder satisfies

lim
θ→θ0

∥r(θ,θ0)∥
∥θ − θ0∥

= 0, i.e. r(θ,θ0) = o(∥θ − θ0∥) .

Theorem 1.10 (Second-order Taylor expansion). Let f : Θ ⊂ Rp → R be twice continuously
differentiable in a neighborhood of θ0. Then for any θ ∈ Θ ⊂ Rp,

f(θ) = f(θ0) +∇f(θ0)
⊤(θ − θ0) +

1

2
(θ − θ0)

⊤Hf (θ̃)(θ − θ0) + r(θ,θ0),

where ∇f(θ0) is the gradient, Hf (θ0) the Hessian matrix at θ0, and the remainder satisfies

lim
θ→θ0

|r(θ,θ0)|
∥θ − θ0∥2

= 0, i.e. r(θ,θ0) = o
(
∥θ − θ0∥2

)
.
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Theorem 1.11 (Slutsky’s theorem). Let Xn
d−→ X in distribution and Yn

p−→ c in probability, for
some constant c ∈ R. Then:

1. Xn + Yn
L−→

n→∞
X + c,

2. XnYn
L−→

n→∞
cX,

3. If c ̸= 0, then
Xn

Yn

L−→
n→∞

X

c
.

Sketch of the Proof. The continuous mapping theorem implies that if (Xn, Yn)
L−→

n→∞
(X, c), then

for any continuous function h : R2 → R, h(Xn, Yn)
d−→ h(X, c). Since Yn → c in probability,

the joint convergence (Xn, Yn) → (X, c) holds. Applying h(x, y) = x + y, h(x, y) = xy, and
h(x, y) = x/y gives the three claims.

Assume:

1. the model is correctly specified at θ0;

2. Θ is compact and ℓ1(θ) is continuous with unique maximizer at θ0 in expectation;

3. a uniform law of large numbers (ULLN) holds: n−1ℓn(θ) −→
n→∞

Eθ0 [log f(Z;θ)] uniformly
in θ.

Then any MLE θ̂n satisfies θ̂n
P−→

n→∞
θ0.

Theorem 1.12 (Asymptotic normality of the MLE). Suppose θ̂n
P−→

n→∞
θ0, θ0 is an interior point

of θ, and the usual differentiability and moment conditions hold so that the LLN and CLT apply
to the score and the Hessian. Then

√
n (θ̂n − θ0)

L−→
n→∞

N
(
0, I(θ0)

−1).
Moreover, the observed information consistently estimates n I(θ0):

1

n
Jn(θ̂n)

P−→
n→∞

I(θ0).

Proof (standard Taylor/score argument). Score equations: Un(θ̂n) = 0. By a mean-value expan-
sion,

0 = Un(θ̂n) = Un(θ0)− Jn(θ̃n) (θ̂n − θ0),

for some θ̃n on the line segment between θ̂n and θ0. Hence

√
n (θ̂n − θ0) =

( 1
n
Jn(θ̃n)

)−1 1√
n
Un(θ0).

By LLN, (1/n)Jn(θ̃n)
P−→

n→∞
I(θ0) (since θ̃n

P−→
n→∞

θ0), and by CLT, n−1/2Un(θ0)
L−→

n→∞
N (0, I(θ0)).

Slutsky’s theorem yields the result.

Wald, score, and likelihood ratio tests (one-parameter case). If p = 1, asymptotically
under H0 : θ = θ0,

θ̂n − θ0√
I(θ0)−1/n︸ ︷︷ ︸

Wald

L−→
n→∞

N (0, 1),
Un(θ0)√
n I(θ0)︸ ︷︷ ︸
Score

L−→
n→∞

N (0, 1), 2
(
ℓn(θ̂n)− ℓn(θ0)

)︸ ︷︷ ︸
LR

L−→
n→∞

χ2
1.
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Plug-in standard errors. A consistent estimator of Var
(
θ̂n
)

is V̂ar(θ̂n) = Jn(θ̂n)−1 (observed
information inverse) or

(
n Î(θ̂n)

)−1 (expected information inverse).

The Delta Method. The delta method transfers the asymptotic normality of θ̂n to smooth
transformations g(θ).

Theorem 1.13 (Delta Method (multivariate)). Let θ̂n ∈ Θ ⊂ Rp be such that
√
n (θ̂n − θ0)

L−→
n→∞

N
(
0,Σ

)
,

with Σ positive semi-definite, and let g : Θ ⊂ Rp → Rq be continuously differentiable in a
neighborhood of θ0 with Jacobian G = ∇g(θ0) ∈ Rq×p. Then

√
n
(
g(θ̂n)− g(θ0)

) L−→
n→∞

N
(
0, GΣG⊤

)
.

Proof. By a first-order multivariate Taylor expansion at θ0,

g(θ̂n) = g(θ0) +G (θ̂n − θ0) + rn,

where ∥rn∥ = op(∥θ̂n − θ0∥). Multiply by
√
n:

√
n
(
g(θ̂n)− g(θ0)

)
= G

√
n (θ̂n − θ0) +

√
n rn.

Because rn = op(∥θ̂n − θ0∥) and
√
n (θ̂n − θ0) = Op(1), we have

√
n rn → 0. By the continuous

mapping theorem, G
√
n (θ̂n − θ0)

L−→
n→∞
N (0, GΣG⊤), and Slutsky’s theorem yields the claim.

Actuarial examples.

• In a Poisson GLM with log link, η = x⊤β, the premium µ = exp(η) satisfies
√
n
(
µ̂− µ

) L−→
n→∞
N
(
0, µ2 x⊤I(β0)

−1x
)

by the delta method with g(β) = exp(x⊤β).

• In a Gamma GLM with log link, the same logic gives asymptotic variance for a fitted
severity premium at covariates x.

1.4.2 Linear Regression

Definition 1.33 (Gaussian linear model). Let (xi, yi)ni=1 with xi ∈ Rd. The linear model assumes

yi = x⊤i β + εi, where εi
i.i.d.∼ N (0, σ2),

so that µi = E[Yi|X = xi] = x⊤i β.

Log-likelihood and normal equations. The log-likelihood is

ℓ(β, σ2) = −n
2
log(2πσ2)− 1

2σ2

n∑
i=1

(yi − x⊤i β)
2.

Maximizing in β (for fixed σ2) is least squares. The score in β is

∂ℓ

∂β
=

1

σ2

n∑
i=1

xi (yi − x⊤i β) =
1

σ2
X⊤(y −Xβ).

Setting to 0 gives the normal equations X⊤X β̂ = X⊤y.
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Classical properties. Under full column rank, β̂ = (X⊤X)−1X⊤y is unbiased, consistent,
asymptotically normal; and is BLUE under homoskedasticity (Gauss-Markov). The MLE σ̂2 =
∥y −Xβ̂∥2/n (biased) and the unbiased version uses n− d (instead of n).

Geometric interpretation. Linear regression admits a simple geometric interpretation in the
Euclidean space Rn, equipped with the standard inner product ⟨u,v⟩ = u⊤v and the induced
norm ∥u∥ =

√
u⊤u. Let X ∈ Rn×p denote the design matrix (assumed full rank), and y ∈ Rn

the response vector. The fitted values ŷ = Xβ̂ are the orthogonal projection of y onto the column
space of X, denoted Span(X) := Span{X1, . . . , Xp}.

The OLS problem
min
β∈Rp

∥y −Xβ∥2

amounts to finding the point Xβ̂ ∈ Span(X) closest to y in Euclidean distance. The normal
equations X⊤(y −Xβ̂) = 0 express the orthogonality condition

y − ŷ ⊥ Span(X),

meaning the residual vector lies in the orthogonal complement of the space spanned by the
columns of X.

The matrix
PX = X(X⊤X)−1X⊤

is the projection matrix (or “hat matrix”) onto Span(X), satisfying P 2
X = PX and P⊤X = PX . It

maps any vector y to its projection ŷ = PXy. The residual-maker matrix

MX = I− PX

projects onto the orthogonal complement Span(X)⊥, so that MXy = y − ŷ. This geometric
viewpoint makes clear that least squares estimation corresponds to decomposing y into two
orthogonal components:

y = PXy +MXy = ŷ + ε̂, with PX ε̂ = 0.

This orthogonal projection framework naturally extends to the Frisch–Waugh–Lovell theorem
where regressors are successively projected onto subspaces spanned by subsets of covariates.

Decomposition. The Frisch–Waugh–Lovell theorem is a fundamental result in linear regres-
sion analysis, dating back to Frisch and Waugh 1933 and Lovell 1963. It provides an elegant de-
composition of ordinary least squares (OLS) estimation when some regressors are to be “partialed
out.” The theorem is central to understanding orthogonalization and residualization strategies,
including fairness pre-processing through projection.

Theorem 1.14 (Frisch–Waugh–Lovell). Let y ∈ Rn be the outcome, and suppose the regressors
are partitioned as X = [X1 , X2] with X1 ∈ Rn×k1 and X2 ∈ Rn×k2. Consider the full linear
model

y = X1β1 +X2β2 + ε, E[ε] = 0.

Then, the OLS coefficient on X2 in the full model, denoted β̂2, is equal to the coefficient obtained
by regressing the residualized outcome on the residualized regressors:

β̂2 = (X⊤2 MX1X2)
−1X⊤2 MX1y,

where MX1 = I −X1(X
⊤
1 X1)

−1X⊤1 is the projection matrix that removes the linear effect of
X1. Equivalently,

β̂2 = argmin
β2

∥∥MX1(y −X2β2)
∥∥2.
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Interpretation. The theorem states that, to estimate the effect of X2:

1. First regress both y and each column of X2 on X1;

2. Take the residuals of these regressions, denoted ỹ and X̃2;

3. Then regress ỹ on X̃2 (without intercept).

The resulting slope equals the coefficient β̂2 in the full model.
This provides an algebraic justification for the “residualization” or “orthogonalization” trick

used in fair learning pre-processing: removing the linear influence of a sensitive variable S on the
predictors is equivalent to including S in the regression and constraining its coefficient to zero.

Sketch of the Proof. The OLS estimator in the full model is

β̂ = (X⊤X)−1X⊤y, with X = [X1 , X2].

Partitioning the normal equations gives(
X⊤1 X1 X⊤1 X2

X⊤2 X1 X⊤2 X2

)(
β̂1

β̂2

)
=

(
X⊤1 y

X⊤2 y

)
.

Solving the first block equation for β̂1 gives

β̂1 = (X⊤1 X1)
−1X⊤1 (y −X2β̂2).

Substitute into the second block equation:

X⊤2 (I−X1(X
⊤
1 X1)

−1X⊤1 )(y −X2β̂2) = 0,

which is equivalent to
X⊤2 MX1(y −X2β̂2) = 0.

This yields the closed form stated in the theorem:

β̂2 = (X⊤2 MX1X2)
−1X⊤2 MX1y.

Finally, note that MX1y and MX1X2 are exactly the residuals from regressing y and X2 on X1,
completing the proof.

1.4.3 Logistic Regression for Claim Occurrence

Definition 1.34 (Bernoulli GLM with logit link). For yi ∈ {0, 1}, assume

Yi |X = xi ∼ B(µi), where P(Yi = 1 |X = xi) = µi, and logit(µi) = ηi = x⊤i β.

Log-likelihood, score, and Hessian. The log-likelihood is

ℓ(β;x,y) =

n∑
i=1

{
yiηi − log(1 + eηi)

}
.

Let µi = expit(ηi) =
eηi

1 + eηi
and W = diag(µi(1− µi)). Then

∂ℓ

∂β
= X⊤(y − µ),

∂2ℓ

∂β ∂β⊤
= −X⊤WX.

Thus ℓ is concave and the MLE is unique under standard regularity (no complete separation).
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IRLS form. Newton-Raphson/Fisher scoring yields the weighted least-squares update

β(t+1) = β(t) +
(
X⊤W (t)X

)−1
X⊤W (t)z(t), where z(t) = η(t) +

y − µ(t)

µ(t)(1− µ(t))
.

Classical properties. Under identifiability and mild moment conditions: consistency and
asymptotic normality with asymptotic covariance (X⊤WX)−1.

1.4.4 Poisson Regression for Claim Occurrence

Definition 1.35 (Poisson GLM with log link). For counts Yi ∈ N (e.g., claim frequencies),

Yi |X = xi ∼ Poisson(µi), where logµi = ηi = x⊤i β.

Log-likelihood, score, and IRLS. The log-likelihood is

ℓ(β;x,y) =

n∑
i=1

{
yi logµi − µi − log(yi!)

}
, where µi = eηi .

Score and Hessian:

∂ℓ

∂β
= X⊤(y − µ), and

∂2ℓ

∂β ∂β⊤
= −X⊤WX, W = diag(µi).

IRLS update has the same form as above with W = diag(µi) and working response z = η+(y−
µ)diag(µ)−1.

Deviance (unit). The Poisson unit deviance is d(y, µ) = 2{y log(y/µ) − (y − µ)}, and the
model deviance is D =

∑
i

d(yi, µ̂i).

Classical properties. Consistency and asymptotic normality of β̂ under correct mean model;
overdispersion can be handled with quasi-likelihood (scale) or negative binomial variants.

1.4.5 Gamma Regression for Claim Severity

Definition 1.36 (Gamma GLM). For positive continuous losses Yi > 0,

Yi |Xi ∼ Gamma(mean : µi, Var : ϕµ2i ), andg(µi) = ηi = x⊤i β,

with dispersion ϕ > 0. The canonical link is g(µ) = 1/µ, while the log-link g(µ) = logµ is
commonly used in practice (ensuring positivity and avoiding domain issues).

Log-likelihood (up to additive constants). Writing the Gamma density in exponential
family form gives

ℓ(β, ϕ) = − 1

ϕ

n∑
i=1

{ yi
µi

+ log µi

}
−

n∑
i=1

log yi (+terms in ϕ).

Score in β (general link) can be written in the GLM form

∂ℓ

∂β
=

1

ϕ
X⊤W (y − µ), and W = diag

( 1

µ2i

)(∂µi
∂ηi

)2
,

using Var(Yi) = ϕµ2i .
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Canonical loss vs. log-link loss. The unit deviance for Gamma is

d(y, µ) = 2
( y
µ
− log

y

µ
− 1
)
,

so the model deviance is D =
∑

i d(yi, µ̂i). Minimizing the (canonical) negative log-likelihood
is equivalent to minimizing D. When using the log link η = logµ, IRLS solves a sequence
of weighted least-squares in η with working response z = η + (y − µ)/µ and weights W =
(1/ϕ)(∂µ/∂η)2/Var(Y ) = (1/ϕ)µ−2µ2 = (1/ϕ); in practice, software implements the correct
weights for the chosen link. The choice between canonical g(µ) = 1/µ and log link g(µ) =
logµ trades mathematical properties (canonical links enjoy balance/uniqueness) and domain
convenience (log link avoids µ > 0 restrictions on linear predictors).

Classical properties. Under standard GLM regularity, β̂ is consistent/asymptotically normal;
dispersion ϕ can be estimated from Pearson or deviance residuals.

1.4.6 Tweedie Regression for Annual Loss

Definition 1.37 (Tweedie GLM (variance power p)). The Tweedie family satisfies Var(Yi | Xi) =
ϕµpi for some p ∈ R. For insurance severity/frequency-aggregated losses, the case 1 < p < 2 is a
compound Poisson-Gamma model, often fit with a log link logµi = ηi = x⊤i β.

Estimating equations and IRLS. In GLM form,

∂ℓ

∂β
= X⊤W (y − µ), W = diag

( 1
ϕ

(∂µi/∂ηi)
2

µpi

)
,

with the usual working response z = η+ (y− µ) (∂η/∂µ). When p is fixed, Fisher scoring yields
IRLS with W as above; in practice p is chosen by deviance/profile likelihood or cross-validation.

Deviance. For p /∈ {1, 2} the (quasi-)unit deviance is

dp(y, µ) =
2

(1− p)(2− p)
(
y2−p − (2− p)yµ1−p + (1− p)µ2−p

)
,

and limits at p→ 1 (Poisson-like) and p→ 2 (Gamma) recover the familiar forms.

Classical properties. Under correct mean specification and regularity, the MLE/quasi-MLE
is consistent and asymptotically normal; dispersion ϕ can be estimated by Pearson or deviance
methods; p can be profiled/selected.

1.4.7 General GLM and Consistency of the GLM MLE

Proposition 1.11 (Score, information, and IRLS). For any GLM,

∂ℓ

∂β
= X⊤W (y − µ), I(β) = X⊤WX, and W = diag

( 1
ϕ

(∂µi/∂ηi)
2

V (µi)

)
.

One Fisher-scoring step gives the IRLS update β(t+1) = β(t) + (X⊤W (t)X)−1X⊤W (t)z(t) with
working response z(t) = η(t) + (y − µ(t)) (∂η/∂µ)|µ(t) .

Theorem 1.15 (Consistency). Assume:

(i) correct specification of the conditional mean µi = E[Yi|Xi = xi] = g−1(x⊤i β0);
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(ii) identifiability and compactness/regularity of the parameter space;

(iii) the Lindeberg-Feller conditions and standard uniform LLN conditions for the log-likelihood.

Then the MLE β̂
P−→

n→∞
β0 and

√
n(β̂ − β0)

L−→
n→∞
N (0, I(β0)

−1).

Sketch of the Proof. By uniform LLN, n−1ℓ(β) converges uniformly to its expectation, maxi-
mized at β0 by identifiability. Hence β̂

P−→
n→∞

β0. A Taylor expansion of the score around β0 with

a CLT for X⊤W 1/2 (y − µ) yields asymptotic normality with covariance I(β0)
−1.

1.4.8 Connections with Bayes Optimality.

Proposition 1.12 (GLMs as approximations to Bayes predictors). Let (X, Y ) have conditional
distribution Y | X = x in the exponential family with mean µ = E[Y | X]. For a convex loss
ℓ associated with this exponential family (log-likelihood or deviance), the Bayes predictor f⋆ is
µ(X). A GLM with link g models g(µ) = X⊤β and estimates β by maximum likelihood, yielding
µ̂ = g−1(X⊤β̂).

Sketch of the Proof. In an exponential family, the negative log-likelihood is a strictly proper
scoring rule (Bregman divergence). By propriety, the expected score is uniquely minimized at
the true conditional mean µ(x) = E[Y | X = x], i.e. the Bayes predictor. The GLM estimator
µ̂ restricts to predictors of the form g−1(x⊤β); hence it projects the Bayes predictor into this
parametric family.

Examples.

• Linear regression (Gaussian, squared error): The Bayes predictor is E[Y | X =
x]. The GLM with identity link models µ(x) = x⊤β, approximating this conditional
expectation.

• Logistic regression (Bernoulli, 0-1 loss): The Bayes classifier chooses 1{µ(x) ≥ 1/2}.
Logistic regression models the Bayes score µ(x) = P(Y = 1 |X = x) via the logit link.

• Poisson regression (claim counts): The Bayes predictor under log-likelihood is µ(x) =
E[Y |X = x]. The GLM with log link fits this mean by ex⊤β.

Discussion.

• The Bayes predictor is always the conditional expectation (under squared error or expo-
nential family log-loss).

• A GLM is a restricted, parametric model for this conditional expectation, ensuring inter-
pretability and tractability.

• The MLE in a GLM is asymptotically efficient for estimating the Bayes predictor within
the model class.

• Proper scoring rules (Brier score, deviance) guarantee that GLMs are aligned with Bayes
optimality: they minimize expected risk when the model is correctly specified.
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1.4.9 Bregman Divergences and Elicitability

Bregman divergences. Many loss functions used in prediction or estimation can be inter-
preted as particular cases of a more general class known as Bregman divergences. From Taylor’s
expansion of order 1 (Theorem 1.9)

ϕ(x) = ϕ(y) + ⟨∇ϕ(y), x− y⟩+ r(x,y)

where, from Taylor’s expansion of order 2 (Theorem 1.10),

r(x,y) ≈ 1

2
(x− y)⊤Hϕ(y)(x− y).

This residual term r(x,y) will be called Bregman divergence, that could be seen as an extention
to the standard ℓ2 loss.

Definition 1.38 (Bregman divergence). Let ϕ : C ⊆ Rd → R be a strictly convex and differen-
tiable function on a convex set C. The Bregman divergence associated with φ is defined, for any
x,y ∈ C, by

Dϕ(x,y) = ϕ(x)− ϕ(y)− ⟨∇ϕ(y), x− y⟩.

It measures the discrepancy between x and y through the deviation of ϕ(x) from the first-order
Taylor expansion of φ at y.

Bregman divergences are always nonnegative (Dϕ(x,y) ≥ 0) and vanish if and only if x = y,
but they are generally not symmetric and do not satisfy the triangle inequality, so they are
divergences, not metrics.

Classical examples.

• Squared Euclidean distance: for φ(x) =
1

2
∥x∥22, one obtains

Dϕ(x,y) =
1

2
∥x− y∥22.

• Kullback–Leibler divergence: for φ(x) =
∑
i

xi log xi − xi on Rd+, one has

Dϕ(x,y) =
∑
i

[
xi log

xi
yi
− xi + yi

]
,

which coincides with KL(x∥y) up to constants.

• Itakura–Saito divergence: for φ(x) = − log x on (0,∞), we get

Dϕ(x, y) =
x

y
− log

x

y
− 1.

• Mahalanobis divergence: for φ(x) =
1

2
x⊤Qx, where Q is positive definite,

Dϕ(x,y) =
1

2
(x− y)⊤Q(x− y),

which generalizes the Euclidean case.

Remarks.
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1. Many common loss functions (squared loss, logistic loss, deviance) correspond to Breg-
man divergences for particular choices of φ, linking convex analysis and generalized linear
models.

2. In information geometry, Bregman divergences are the canonical divergences generated by
convex potentials, underlying exponential families and mirror descent algorithms.

Theorem 1.16 (Bayes predictor for Bregman losses). Let Y be an integrable random variable
with values in Y, and define for a ∈ Y the expected Bregman risk

R(a) = E
[
Dϕ(Y, a)

]
.

Then R is strictly convex and admits a unique minimizer given by

a⋆ = E[Y ].

More generally, for any random pair (X, Y ),

f⋆(x) ∈ argmin
a∈D

E[Dϕ(Y, a) |X = x] = E[Y |X = x].

Proof. Expanding the definition of the risk:

R(a) = E[ϕ(Y )]− ϕ(a)− ⟨∇ϕ(a), E[Y ]− a⟩.

The first term does not depend on a. Let µ = E[Y ] and define

F (a) = ϕ(a) + ⟨∇ϕ(a), µ− a⟩.

Then
∇F (a) = ∇2ϕ(a)(µ− a).

Since ∇2ϕ(a) is positive definite (strict convexity), the unique stationary point is a = µ, which is
the unique minimizer ofR. The conditional version follows by replacing µ with E[Y | X = x].

Corollary 1.1 (Form of Bayes predictor under a Bregman-type loss). If the loss function can
be written as

ℓ(y, a) = Dϕ(y, a) + c(y)

for some convex ϕ and a term c(y) independent of a, then the Bayes predictor satisfies

f⋆(x) = E[Y | X = x].

We can consider, to illustrate, the quadratic and logistic losses,

• For ϕ(t) = 1
2∥t∥

2, Dϕ(y, a) =
1
2∥y − a∥

2: the Bayes predictor is the conditional mean.

• For ϕ(p) =
∑

i pi log pi on the simplex, Dϕ(p, q) is the Kullback‘Ă‘ŞLeibler divergence; the
corresponding loss (cross-entropy) yields again f⋆(x) = E[Y | X = x].

Example 1.2.
ϕ(y) = y2 ⇒ Dϕ(y,m) = (y −m)2 (squared error).
ϕ(y) = y log y ⇒ Dϕ(y,m) = y log(y/m)− (y −m) (Poisson deviance)
ϕ(y) = − log y ⇒ Dϕ(y,m) = y/m− log(y/m)− 1 (Gamma deviance)
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Elicitability

Definition 1.39 (Elicitable statistic). A statistical functional T (P) (mapping distributions P of
Y to values in R) is elicitable if there exists a scoring rule S such that

T (P) = argmin
t∈R

EY∼P[S(t, Y )].

Example 1.3.
The mean is elicitable with the squared-error (Bregman) loss.
The median is elicitable with the absolute loss S(t, y) = |y − t|.
The τ -quantile is elicitable with the “pinball loss” S(t, y) = (τ − 1{y ≤ t})(y − t).
The expectile is elicitable with the asymmetric squared-error loss.

Connections to GLMs and fairness.

• GLMs are based on exponential families, whose log-likelihoods induce Bregman divergences.

• Maximum likelihood estimation is therefore equivalent to minimizing a Bregman diver-
gence.

• Proper scoring rules correspond exactly to elicitable functionals.

• In actuarial practice, premiums are often defined as elicitable statistics: means (classical
ratemaking), quantiles (VaR), or expectiles (risk measures).

1.4.10 Osband’s Principle: Elicitability and Proper Scoring

We now formalize the link between elicitable functionals and proper scoring rules via identification
functions, following Osband’s classical work Osband 1985 and subsequent developments Gneiting
and Raftery 2007; Fissler and Ziegel 2016.

Definition 1.40 (Identification function). Let T : P → R be a statistical functional on a class
of distributions P. A measurable function V : R× R→ R is an identification function for T if,
for all P ∈ P,

EY∼P
[
V (T (P), Y )

]
= 0, and EY∼P

[
V (t, Y )

]
= 0 ⇒ t = T (P).

Definition 1.41 (Proper scoring rule for T ). A scoring rule S : R×R→ R is (strictly) proper
for T if for all P ∈ P the expected score

SP(t) := EY∼P[S(t, Y )]

is (uniquely) minimized at t = T (P).

Theorem 1.17 (Osband’s principle: score =⇒ identification Osband 1985). Assume S(t, y)
is differentiable in t, and S is strictly proper for T . Then, for each P, the function SP(t) is
minimized at t = T (P) and

0 = ∂tSP(T (P)) = EY∼P
[
∂tS(T (P), Y )

]
.

Hence V (t, y) := ∂tS(t, y) is an identification function for T (up to multiplication by a strictly
positive weight function).
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Theorem 1.18 (Osband’s principle: identification =⇒ score, Fissler and Ziegel 2016). Let V
identify T and let h : R× R→ (0,∞) be measurable. Define, for any reference t0 ∈ R,

S(t, y) :=

∫ t

t0

h(u, y)V (u, y) du.

If t 7→ E[h(t, Y )V (t, Y )] is continuous and strictly increasing through 0 at t = T (P) (for all P),
then S is strictly proper for T .

Corollary 1.2 (Univariate Equivalence, Gneiting and Raftery 2007). A (real-valued) functional
T is elicitable on P if and only if it admits an identification function V (with mild regularity).
Moreover, differentiable strictly proper scores for T are exactly the path-integrals of hV as in
Theorem 1.18.

Example 1.4.
The mean V (t, y) = t− y, score S(t, y) = (t− y)2.
The median V (t, y) = 1{y ≤ t} − 1/2, score S(t, y) = |y − t|
The τ -quantile V (t, y) = 1{y ≤ t} − τ , score S(t, y) = (τ − 1{y ≤ t})(y − t).
The expectileV (t, y) = (τ − 1{y ≤ t})(t− y), score S(t, y) = (τ − 1{y ≤ t})(t− y)2.

Connections to GLMs and Bregman losses. Exponential-family log-likelihoods induce
Bregman divergences, whose Bayes acts are conditional means, consistent with the identification
V (t, y) = t− y. In logistic GLMs, the log-loss is strictly proper for the true success probability,
so the Bayes act is p(x) = P(Y = 1 |X = x), which GLMs approximate via the logit link. Thus
GLMs are principled: they optimize strictly proper scores aligned with the elicitable functional
(the mean on the natural scale).

Lemma 1.1 (Families in exponential form and Bregman divergence). Let (pθ)θ∈Θ be a regular
exponential family (with the dispersion parameter):

pθ(y) = exp (⟨θ, y⟩ − b(θ) + c(y)) , with µ(θ) = b′(θ) = ∇b(θ).

Let b· be the Legendre–Fenchel conjugate of b:

b·(µ) = sup
θ
{⟨θ, µ⟩ − b(θ)}.

Then
− log pθ(y) = Db·(y, µ(θ))− b·(y)− c(y),

where Db· is the Bregman divergence generated by b·:

Db·(y, µ) = b·(y)− b·(µ)− ⟨∇b·(µ), y − µ⟩.

Proof. Using the definition of the conjugate and the identity ∇b·(µ) = θ:

b(θ) = ⟨θ, µ⟩ − b·(µ),

hence

− log pθ(y) = b(θ)− ⟨θ, y⟩ − c(y) = ⟨θ, µ⟩ − b·(µ)− ⟨θ, y⟩ − c(y) = Db·(y, µ)− b·(y)− c(y).

Corollary 1.3 (GLM as minimization of a Bregman risk). For an exponential family model with
mean parameter µ(θ), the negative log-likelihood (up to a constant in y) is a Bregman divergence
in y:

ℓ(y, µ(θ)) = Db·(y, µ(θ)) + const(y).

Therefore, maximum likelihood estimation or empirical risk minimization in a GLM is equivalent
to minimizing a Bregman risk, which generalizes the quadratic loss case.
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1.4.11 Actuarial Applications of Elicitability

Premium principles as elicitable statistics. In insurance, a premium principle is often
defined as a functional T (P) of the distribution P of losses Y . Elicitability ensures that such a
functional can be learned from data via minimization of an appropriate scoring rule.

Example 1.5 (Mean premium). The classical net premium principle sets

m(x) = E[Y |X = x].

This is elicitable under the squared-error loss S(t, y) = (t− y)2. Hence GLMs estimating µ(x) =
E[Y |X = x] are consistent with Bayes optimality.

Example 1.6 (Quantile premium). A Value-at-Risk premium at level τ ∈ (0, 1) is

mτ (x) = Qτ (Y |X = x),

the conditional τ -quantile of Y . This is elicitable under the pinball (check) loss

Sτ (t, y) = (τ − 1{y ≤ t})(y − t).

Thus quantile regression provides consistent estimates of VaR-based premiums.

Example 1.7 (Expectile premium). An expectile premium at level τ is defined as

mτ (x) = argmin
t

E
[
(τ − 1{Y ≤ t})(Y − t)2 |X = x

]
.

This is elicitable, with an identification function V (t, y) = (τ − 1{y ≤ t})(t− y). Expectiles are
coherent risk measures and connect to solvency frameworks.

Discussion.

• Elicitable functionals (mean, quantile, expectile) correspond to premium principles that
can be consistently estimated by empirical risk minimization.

• GLMs with canonical links minimize Bregman divergences, hence estimate the Bayes pre-
dictor for the mean premium principle.

• Quantile and expectile regression extend this framework to risk-sensitive pricing (e.g. Value-
at-Risk or Tail-Value-at-Risk approximations).

• From a fairness perspective, the choice of premium principle (mean vs. quantile vs. expec-
tile) reflects social and regulatory trade-offs between risk sharing and solvency.

1.4.12 To go further

For predictive modeling in actuarial science, see Frees, Derrig, and Meyers 2014 and McCullagh
and Nelder 1989. For statistical theory (MLE, GLMs, delta method), see Hastie, Tibshirani, and
Friedman 2009 (Chapter 3) and Denuit, Hainaut, and Trufin 2019a.

1.5 Evaluating Predictive Models

1.5.1 Accuracy and Discrimination

Predictive models are evaluated not only by their overall fit but also by their ability to discrim-
inate between outcomes. In insurance applications, one is interested in whether high predicted
risks correspond to policyholders who actually generate claims.
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Accuracy.

Definition 1.42 (Accuracy). For a classifier f : X → {0, 1} predicting claim occurrence Y ∈
{0, 1}, the accuracy is

Acc(f) = P(f(X) = Y ).

Remark 1.13. In imbalanced data (e.g. low claim frequency), accuracy can be misleading: a
constant classifier f(X) = 0 may achieve high accuracy by always predicting no claim, while
being useless actuarially.

Confusion matrix. For binary outcomes, performance is summarized in the confusion matrix :

Y = 1 Y = 0

f(X) = 1 True Positive (TP) False Positive (FP)
f(X) = 0 False Negative (FN) True Negative (TN)

From this matrix, one defines:

TPR =
TP

TP+FN
, FPR =

FP
FP+TN

, PPV =
TP

TP+FP
.

Discrimination.

Definition 1.43 (Discrimination ability). A score predictor p̂ : X → [0, 1] has good discrimina-
tion if

P(p̂(X+)>p̂(X−)) is high,

where X+ is drawn from {Y = 1} and X− from {Y = 0}.

Proposition 1.13 (Area under the ROC curve (AUC)). The AUC equals

AUC = P
(
p̂(X+) > p̂(X−)

)
,

so that AUC = 0.5 for random guessing and AUC = 1 for perfect discrimination.

Proof. By definition, the ROC curve plots (FPR(t),TPR(t)) as threshold t varies. The AUC is
the integral

∫ 1
0 TPR(u) du, which equals P(p̂(X+) > p̂(X−)) via the Mann Whitney Wilcoxon

identity.

Gini index.

Definition 1.44 (Gini coefficient of discrimination). The Gini index associated with a score
predictor p̂ is

Gini = 2 · AUC− 1.

Remark 1.14. The Gini index is widely used in actuarial practice to quantify the discriminatory
power of pricing models Charpentier 2023. Values close to 0 indicate little discrimination, while
values near 1 reflect strong discrimination.

Lift curves.

Definition 1.45 (Lift). Given ordered predictions p̂(X), the lift at proportion q of the portfolio
is the ratio of observed claim frequency among the top q fraction to the global frequency.

Proposition 1.14. If the model has no discriminatory power, the lift curve is flat at 1. If the
model is perfect, the lift is infinite at small q and decreases as q grows.
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Discussion.

• Accuracy measures overall correctness but is sensitive to class imbalance.

• Discrimination measures (AUC, Gini, Lift) focus on ranking ability.

• In insurance ratemaking, discrimination is key: the goal is not just to predict average claim
frequency but to separate high-risk from low-risk insureds.

1.5.2 Calibration and Scoring Rules

Predictive models should not only discriminate between risks but also produce reliable probability
estimates. This requirement is known as calibration. Closely related are scoring rules, which
quantify the accuracy of probabilistic predictions.

Calibration of probabilistic classifiers.

Definition 1.46 (Calibration of probability forecasts). Let p̂ : X → [0, 1] be a score interpreted
as an approximation of P(Y = 1 |X). We say p̂ is calibrated if, for all p ∈ [0, 1],

P(Y = 1 | p̂(X) = p) = p.

Remark 1.15. In practice, calibration is assessed by grouping insureds with similar p̂ values and
comparing observed claim frequencies with predicted probabilities. A well-calibrated model implies
fair premium estimates Gneiting and Raftery 2007; Charpentier 2023; Fernandes Machado et al.
2024a; Fernandes Machado et al. 2024c.

Scoring rules.

Definition 1.47 (Scoring rule). A scoring rule is a function S(p, y) that assigns a numerical
score to a forecast p ∈ [0, 1] when the realized outcome is y ∈ {0, 1}.

Definition 1.48 (Proper scoring rule). A scoring rule S is proper if, for every distribution Q
of Y , the expected score is maximized when the forecast equals the true probability:

EY∼Q[S(Q, Y )] ≥ EY∼Q[S(P, Y )], ∀P.

It is strictly proper if equality holds only when P = Q.

Proposition 1.15 (Connection between calibration and propriety). If a forecaster is evaluated
using a strictly proper scoring rule, then the optimal strategy is to report calibrated probabilities
(the true conditional expectation).

Proof. Let π = P(Y = 1) be the true probability. By definition of strict propriety,

π 7→ πS(1, p) + (1− π)S(0, p)

is uniquely maximized at p = π. Hence the expected score is highest if and only if p = π, i.e.
calibration.
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Examples of scoring rules.

• Brier score (quadratic loss):
S(p, y) = −(y − p)2.

Strictly proper. Penalizes squared deviation between forecast and outcome.

• Logarithmic score (log loss):

S(p, y) = y log p+ (1− y) log(1− p).

Strictly proper. Related to maximum likelihood estimation in logistic regression.

• Deviance score (GLM deviance): Derived from exponential family log-likelihood; gen-
eralizes log-loss and is used for Poisson, Gamma, and Tweedie regressions.

Reliability diagrams.

Definition 1.49 (Reliability diagram). A graphical tool to assess calibration: partition predic-
tions into bins Bj, compute average predicted probability p̂j and empirical frequency ȳj, and plot
points (p̂j , ȳj). Calibration corresponds to points near the diagonal line.

It is the continuous piecewise linear function, interpolating linearly between the points

{(sk, yk)} where k = 1, · · · , 10, sk =
10

n

∑
i∈Ik

ŝ(xi) and yk =
10

n

∑
i∈Ik

yi,

where
Ik =

{
i :

⌈
k − 1

10
· n
⌉
≤ rank(ŝ(xi)) ≤

⌊
k

10
· n
⌋}

In the context of classifiers, and probabilistic score, define

Definition 1.50 (Calibration curve). The calibration curve of a model ŝ is defined as

g :

{
[0, 1]→ [0, 1]

p 7→ g(p) := E[Y | ŝ(X) = p]

Given sample {(xi, yi)} and score ŝ, consider a local regression of y’s against ŝ(x)’s, as in
Loader 2006, see Austin and Steyerberg 2019; Denuit, Charpentier, and Trufin 2021. E.g.

ĝ(p) :=

n∑
i=1

Kh(p− ŝ(xi)) · yi

n∑
i=1

Kh(p− ŝ(xi))
, ∀p ∈ [0, 1],

based on Nadaraya 1964; Watson 1964, for some kernel K and some bandwidth h.
Since g should be increasing, quite naturally, we could consider an isotonic regression of y’s

against ŝ(x)’s, as in Kruskal 1964, see Niculescu-Mizil and Caruana 2005; Wüthrich and Ziegel
2024, g̃ is the continuous piecewise linear function, interpolating linearly between the points
(ŝ(xi), ŷi), where ŝ(xi)’s are sorted,

g̃(p) :=


ŷ1 if p ≤ ŝ(x1)

ŷi +
p− ŝ(xi)

ŝ(xi+1)− ŝ(xi)
(ŷi+1 − ŷi) if ŝ(xi) ≤ x ≤ ŝ(xi+1)

ŷn if x ≥ ŝ(xn)

where

min
ŷ1,··· ,ŷn

n∑
i=1

(
ŷi − yi

)2 subject to ŷi ≤ ŷj for all (i, j) ∈ E,

E = {(i, j) : ŝ(xi) ≤ ŝ(xj)} specifies the partial ordering of the observed inputs ŝ(xi).
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Recalibration

Definition 1.51. If g : p 7→ E
(
Y | ŝ(X) = p

)
if continuously increasing, recalibration is obtained

using
s̃g(x) := E

(
Y | ŝ(X) = ŝ(x)

)
= g
(
ŝ(x)

)
.

Proposition 1.16 (Recalibration leads to calibration). Let ŝ : X → [0, 1] be any score function,
and define its (population) calibration curve

g(p) = E
[
Y
∣∣ ŝ(X) = p

]
, p ∈ [0, 1].

Assume g is continuous and non-decreasing. Define the recalibrated score

s̃g(x) = g
(
ŝ(x)

)
.

Then s̃g is calibrated, that is,

P
(
Y = 1

∣∣ s̃g(X) = p
)
= p, ∀ p ∈ s̃g(X ).

Proof. We must show that, for all p in the range of s̃g,

E
[
Y
∣∣ s̃g(X) = p

]
= p.

Because s̃g(X) = g(ŝ(X)), the result follows from conditioning properties of expectations.
Case 1: g strictly increasing. Then g is invertible on its image and

{s̃g(X) = p} ⇔ {ŝ(X) = g−1(p)}.

Hence
E
[
Y
∣∣ s̃g(X) = p

]
= E
[
Y
∣∣ ŝ(X) = g−1(p)

]
= g
(
g−1(p)

)
= p,

by definition of g.
Case 2: g non-decreasing (flat segments allowed). Let Ap := {u ∈ [0, 1] : g(u) = p} so

that {s̃g(X) = p} = {ŝ(X) ∈ Ap}. Then, using the tower property of conditional expectation,

E
[
Y
∣∣ s̃g(X) = p

]
= E
[
E[Y | ŝ(X)]

∣∣ ŝ(X) ∈ Ap
]
= E
[
g(ŝ(X))

∣∣ ŝ(X) ∈ Ap
]
= p,

because g(ŝ(X)) = p on the conditioning event.
In both cases, the equality E[Y | s̃g(X) = p] = p holds, so s̃g is perfectly calibrated.

Discussion.

• Calibration ensures that predicted probabilities can be interpreted as fair premiums.

• Strictly proper scoring rules incentivize honest probability reporting.

• In actuarial modeling, scoring rules generalize goodness-of-fit measures and serve as objec-
tive functions for model selection and evaluation.
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ŝglm ŝgam ŝgbm ŝrf

average ŝ(x)’s 0.0875 0.0877 0.0875 0.0886
10% quantile 0.0295 0.0288 0.0508 0.0006
90% quantile 0.1589 0.1612 0.1321 0.4073

Table 1: Summary statistics of the predicted annual claim frequencies ŝ(x) obtained from four
predictive models (plain logistic regression (ŝglm), GAM additive model (ŝgam), gradient boosting
(ŝgbm), and random forest (ŝrf)).

Figure 3: Distribution of predicted annual claim frequencies for four predictive models (plain
logistic regression, GAM additive model, gradient boosting (sequential learning), and random
forest).

(Real Data) Application. As in Denuit, Charpentier, and Trufin 2021, consider claims (an-
nual) frequency in motor insurance. In Table 1, we have simple summary statistics of the
predicted annual claim frequencies ŝ(x) obtained from four predictive models (plain logistic re-
gression (ŝglm), GAM additive model (ŝgam), gradient boosting (ŝgbm), and random forest (ŝrf)).
For each model, the table reports the mean prediction as well as the 10% and 90% quantiles,
illustrating differences in calibration spread and prediction variability across methods. See Fer-
nandes Machado et al. 2024a; Fernandes Machado et al. 2024b; Fernandes Machado et al. 2024c
for more details.

On Figure 3, visualize the distribution of ŝ(xi)’s, for a plain logistic regression, GAM addi-
tive model, gradient boosting (sequential learning) and random forest. Each histogram shows
the empirical distribution of the predicted probabilities across the portfolio, highlighting the
differences in calibration sharpness and model variability.

On Figure 4, visualize the evolution of the (estimated) calibration curve, p 7→ E[Y | ŝ(X) = p]
where ŝ(X) is a predicted claims (annual) frequency, for a plain logistic regression, GAM additive
model, gradient boosting (sequential learning) and random forest. The dashed diagonal line
represents perfect calibration). Deviations from this line indicate under- or over-prediction of
claim frequencies, providing insight into each model’s reliability and bias.

1.5.3 Risk Sharing and Actuarial Fairness

Insurance is fundamentally a mechanism for pooling risks among policyholders. The challenge is
to design premium principles that are both fair and sustainable. Predictive modeling provides
a way to allocate expected losses across insureds, but actuarial fairness raises deeper questions
about equity and discrimination.

Risk pooling.

Definition 1.52 (Risk pooling). Let Yi denote the annual loss of insured i, with total portfolio
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Figure 4: Calibration plots, p 7→ g(p) = E
[
Y
∣∣ ŝ(X) = p

]
, comparing predicted versus observed

annual claim frequencies for the same four predictive models (plain logistic regression, GAM
additive model, gradient boosting, and random forest.

loss L =

n∑
i=1

Yi. Insurance replaces individual randomness by a deterministic premium mi, such

that
n∑
i=1

mi ≈ E[L].

By the law of large numbers, pooling reduces variance:
1

n

n∑
i=1

Yi
a.s.−→
n→∞

E[Y1].

Actuarial fairness.

Definition 1.53 (Actuarially fair premium). A premium principle m : X → R+ is actuarially
fair if, for each policyholder with covariates X = x,

m(x) = µ(x) := E[Y |X = x],

so that the premium equals the conditional expected claim.

Proposition 1.17 (Actuarial fairness at the portfolio level). If m(x) = µ(x), then

n∑
i=1

m(xi) =
n∑
i=1

E[Y |X = xi],

and taking expectations yields

E

[
n∑
i=1

m(xi)

]
= E[L].

Proof. By linearity of conditional expectation,
∑
i

E[Yi | Xi = xi] = E[
∑
i

Yi | x1, . . . ,xn].

Taking expectations over X gives E[
∑
i

Yi] = E[L].

Homogenization and cross-subsidization.

Proposition 1.18 (Unfairness of homogeneous premiums). Suppose premiums are set uniformly
at m(x) ≡ E[Y ]. If µ(x) varies with x, then high-risk insureds are subsidized by low-risk insureds.

Proof. If µ(x) ̸= E[Y ] for some x, then m(x)− µ(x) is positive for some groups and negative for
others, implying systematic transfers across risk classes.
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Trade-offs.

• Fairness vs. solidarity: Exact actuarial fairness may lead to unaffordable premiums for
high-risk individuals. Cross-subsidization introduces solidarity but deviates from fairness.

• Fairness vs. predictive power: With limited data, estimated µ̂(x) may be biased or
noisy; smoothing (e.g. credibility) trades accuracy for stability.

• Fairness vs. regulation: Legal frameworks often restrict which covariates may be used
(e.g. gender), enforcing statistical fairness constraints on premiums.

1.5.4 To go further

For performance measures (AUC, Gini, calibration, scoring rules), see Hand and Till 2001 and
Gneiting and Raftery 2007. Insurance-focused discussions can be found in Charpentier 2023 and
Denuit, Hainaut, and Trufin 2019a; Denuit, Hainaut, and Trufin 2020; Denuit, Hainaut, and
Trufin 2019b.

1.6 In-sample, Out-of-sample, and Cross-validation

A predictive model should not only fit the observed (training) data but also generalize well to
new (test) data.

In-sample performance.

Definition 1.54 (In-sample evaluation). The in-sample risk of a fitted model f̂ is the empirical
average loss

R̂is(f̂) =
1

n

n∑
i=1

ℓ(yi, f̂(xi)).

This measures goodness of fit on the training data. It tends to be optimistically biased,
especially for flexible models.

Out-of-sample performance. This provides an unbiased estimate of generalization error, but
requires extra data.

Proposition 1.19 (Consistency of cross-validation). Under mild conditions, R̂CV is an approx-
imately unbiased estimator of the out-of-sample risk Hastie, Tibshirani, and Friedman 2009.

Theorem 1.19 (Balance property of GLMs). Let β̂ be the MLE in a GLM with canonical link
and mean function µi = g−1(x⊤i β). Then the fitted residuals satisfy

n∑
i=1

x
(i)
j (yi − µ̂i) = 0 for all j = 0, 1, 2, · · · , p.

In particular
n∑
i=1

yi =
n∑
i=1

µ̂i.

Proof. Left as exercise. �

1.6.1 To go further

For cross-validation, overfitting, and GLM properties, see Hastie, Tibshirani, and Friedman 2009
(Chapter 7). For actuarial applications and examples, see Frees, Derrig, and Meyers 2014; Frees,
Derrig, and Meyers 2016 and Denuit, Hainaut, and Trufin 2019a; Denuit, Hainaut, and Trufin
2020; Denuit, Hainaut, and Trufin 2019b.
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2 Mathematical Foundations of Algorithmic Fairness

This second lecture is based on Chzhen 2022 and related survey materials on algorithmic fair-
ness in prediction. Section 2.1 draws on Avraham 2017 and actuarial discussions in Charpentier
2023. Sections 2.2–2.3 synthesize the mathematical framework developed in Chzhen et al. 2020
and Taturyan, Chzhen, and Hebiri 2024, particularly for the presentation of group-fairness cri-
teria and the impossibility theorem combining separation and sufficiency. The optimization
background (Lagrange, KKT) follows Borwein and Lewis 2000 and standard convex-analysis
references.

2.1 Discrimination and Insurance: An Actuarial Perspective

Insurance is a system for pooling and transferring risk, built on the principle that differences
in expected losses justify differences in premiums. From an actuarial viewpoint, pricing accord-
ing to risk is both rational and necessary: fairness is achieved when each policyholder pays a
contribution proportional to their expected cost. However, as insurance becomes increasingly
data-driven, and as prediction models incorporate more detailed personal and behavioral infor-
mation, the very notion of “risk-based fairness” comes into tension with broader social and legal
understandings of equality.

2.1.1 Fairness and the actuarial principle

The actuarial tradition rests on the equivalence principle: the premium should equal the expected
value of future losses, possibly adjusted for expenses and profit loading. Formally, if Y denotes
the claim cost and X a vector of risk characteristics, the pure premium is

π(x) := E[Y |X = x].

This principle ensures the solvency of the insurer and the sustainability of mutualization. Yet,
once the conditional expectation is estimated from data, the choice of explanatory variables
X determines who pays more or less — and thus who is implicitly considered “riskier”. Risk
classification therefore embodies normative choices about which differences are legitimate bases
for unequal treatment.

2.1.2 Discrimination as a structural issue

Discrimination in insurance arises when the mapping from observed characteristics X to premi-
ums π(X) reproduces or amplifies social inequalities that are unrelated to individual responsi-
bility or control. Two main sources can be identified:

• Direct discrimination, when pricing or underwriting explicitly relies on protected at-
tributes such as gender, race, or disability status.

• Indirect discrimination, when apparently neutral variables (such as postal code or oc-
cupation) act as proxies for protected attributes through correlations in the data.

Both forms have been central in legal and ethical debates. European Union directives, for
instance, have prohibited gender-based pricing since 2012, while other jurisdictions maintain the
actuarial right to classify by risk factors shown to be statistically relevant. This duality reflects
two competing views of fairness: actuarial fairness, which values accuracy and efficiency, and
social fairness, which emphasizes equality and solidarity.
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2.1.3 Information, prediction, and bias

As predictive models evolve from simple linear regressions to complex machine learning algo-
rithms, the distinction between legitimate and illegitimate differentiation becomes blurred. Al-
gorithms trained on historical data can reproduce the biases embedded in those data: unequal
access to healthcare, socioeconomic disparities, or geographic segregation can all translate into
differential premiums. Moreover, even when explicit sensitive attributes are removed, indirect
dependence often persists through correlated variables, a phenomenon known as proxy discrim-
ination. From a statistical standpoint, fairness cannot be assessed solely from model accuracy
or predictive risk; it requires understanding the social meaning of the variables and the causal
pathways linking them to outcomes.

2.1.4 The economic and social context

Insurance plays a dual role: it is both a market product and a social institution. Its efficiency
depends on risk differentiation, yet its legitimacy rests on solidarity and mutual protection. This
tension is not new (it has accompanied insurance since its origins) but it becomes more visible
with algorithmic personalization and big data analytics.

“what is unique about insurance is that even statistical discrimination which by definition is ab-
sent of any malicious intentions, poses significant moral and legal challenges. Why? Because
on the one hand, policy makers would like insurers to treat their insureds equally, without dis-
criminating based on race, gender, age, or other characteristics, even if it makes statistical sense
to discriminate (...) On the other hand, at the core of insurance business lies discrimination
between risky and non-risky insureds. But riskiness often statistically correlates with the same
characteristics policy makers would like to prohibit insurers from taking into account,”
Avraham 2017

Usage-based insurance, credit scoring, and telematics exemplify how individual behavior can
be quantified and priced, raising questions about privacy, autonomy, and collective responsibility.

From an ethical perspective, actuarial models are not value-neutral. The mathematical for-
malism that supports them — conditional expectations, risk minimization, Bayesian updating —
reflects specific conceptions of fairness and responsibility. Recognizing this normative dimension
is essential before discussing possible remedies or regulatory interventions.

2.1.5 Fairness as a Governance Framework.

The conceptual foundations of this part align with the three-pillar governance framework pro-
posed by Charpentier, Côté, and Côté 2025, who argue that fairness in insurance pricing rests on
three interdependent ethical dimensions: actuarial fairness, solidarity, and causality. Each pil-
lar embodies a distinct conception of justice: actuarial fairness ensures proportionality between
risk and price, solidarity promotes social accessibility through cross-subsidization, and causality
demands that only legitimate causal risk factors drive premiums. The interplay between these
pillars generates unavoidable trade-offs-efficiency versus equity, accuracy versus legitimacy, that
structure all modern fairness debates. This framework provides a normative lens for interpreting
the formal definitions and impossibility results that follow in Sections 2.2-2.3.

2.1.6 Organization

This part explores the mathematical and statistical foundations of fairness and discrimination in
prediction, with insurance as a guiding example. We begin with the formalization of supervised
learning and group fairness criteria, then discuss how these concepts apply to risk classification.
While mitigation techniques (post-processing, constrained optimization, or causal adjustments)
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will be developed in Part 3, the present section aims to clarify the conceptual landscape: what
fairness means in actuarial contexts, how data and models can introduce bias, and why quanti-
tative definitions of discrimination are both necessary and contested.

2.2 Supervised Learning with Sensitive Attributes

We consider the standard supervised learning framework where we observe training data (Z1, Y1),
. . . , (Zn, Yn) ∈ Z × Y, assumed to be i.i.d. from some distribution P. The task is to learn a
prediction function f : Z → Y that minimizes the expected risk

R(f) := E
[
ℓ(Y, f(Z))

]
,

for a loss function ℓ : Y × Y → R+. The Bayes optimal predictor is defined as

f⋆ ∈ argmin
f :Z→Y

R(f).

Adding Sensitive Information

To formalize fairness, we split the features into a pair

Z = (X, S),

where X denotes non-sensitive covariates, S a sensitive attribute, and Y the outcome of interest.
The joint distribution is therefore over (X, S, Y ).

Fairness through awareness. A prediction rule may take the form

f : X × S → Y,

i.e., it is allowed to depend explicitly on S. This may correspond to “separate models” across
groups. However, such dependence may amount to direct discrimination and often conflicts with
legal or ethical constraints.

Fairness through unawareness. Alternatively, one may impose

f : X → Y,

excluding S from the inputs. At first sight, this appears to eliminate discrimination. Yet since
X and S may be statistically dependent, indirect discrimination can still arise (e.g., if names in
X correlate strongly with gender S).

“Note that this poor outcome can occur in a ‘fairness through blindness’ approach – the errors
come from ignoring membership in S,” Dwork et al. 2012.

(Real Data) Example On Figure 5, we can visualize the evolution of the average predicted
claim frequency (in %) as a function of the number of explanatory variables (excluding gender)
across several predictive models ( plain logistic regression, GAM additive model, gradient boost-
ing (sequential learning), and random forest). Each panel corresponds to one model, with the
two curves representing the average predicted claim frequency for male (blue) and female (red)
policyholders, respectively. The persistence of a gap between the two curves, even after removing
gender from the features, illustrates that models can still produce discriminatory predictions due
to correlations with proxy variables.
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Figure 5: Evolution of the average predicted claim frequency (in %) as a function of the number
of explanatory variables (excluding gender) across several predictive models ( plain logistic re-
gression, GAM additive model, gradient boosting (sequential learning), and random forest).

2.2.1 Mathematical Background: Constrained Learning via Lagrangians

Let F be a hypothesis class and C ⊆ F a constraint set (e.g., fairness constraints). Consider

min
f∈C

R(f) with R(f) = E
[
ℓ(Y, f(X, S))

]
.

Definition 2.1 (Penalized/Lagrangian risk). For a measurable constraint functional g : F → Rm
with feasible set {f : g(f) ≤ 0} and multiplier λ ∈ Rm+ , the Lagrangian is L(f, λ) = R(f) +
λ⊤g(f). The penalized (unconstrained) problem minf∈F L(f, λ) trades off risk and constraint
violation.

Theorem 2.1 (Weak duality). Let p⋆ = inf
f∈F
{R(f) : g(f) ≤ 0} and d⋆ = sup

λ≥0
inf
f∈F
L(f,λ). Then

d⋆ ≤ p⋆.

Proof. For any feasible f (i.e., g(f) ≤ 0) and any λ ≥ 0, R(f) ≥ R(f) + λ⊤g(f). Taking inff
on the right and then sup

λ
gives p⋆ ≥ d⋆.

Proposition 2.1 (Strong duality, indicative case). If R and g are convex in f , and Slater’s
condition holds (there exists f̃ with g(f̃) < 0), then strong duality holds: d⋆ = p⋆, and a saddle
point (f⋆,λ⋆) exists with L(f⋆,λ) ≤ L(f⋆,λ⋆) ≤ L(f,λ⋆).

Remark 2.1. This provides a principled route to handle fairness constraints by moving them
into the objective via multipliers.

2.2.2 Gradients, Subgradients and KKT Conditions

Definition 2.2 (Gradient and optimality). If f is differentiable, f⋆ minimizes R(f) when
∇R(f⋆) = 0. For non-differentiable convex R, the condition becomes 0 ∈ ∂R(f⋆), where ∂R
denotes the subdifferential.

Karush-Kuhn-Tucker (see Boyd and Vandenberghe 2004) condition are first-order necessary
conditions for a solution in nonlinear programming to be optimal, provided that some regularity
conditions are satisfied

Theorem 2.2 (KKT Conditions). For the convex constrained problem

min
f
R(f) s.t. gi(f) ≤ 0, i = 1, . . . ,m,
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if strong duality holds, then (f⋆,λ⋆) satisfies
∇R(f⋆) +

∑
i λ

⋆
i∇gi(f⋆) = 0,

gi(f
⋆) ≤ 0, λ⋆i ≥ 0,

λ⋆i gi(f
⋆) = 0 (complementarity).

Remark 2.2. In fairness-constrained optimization, the multipliers λi quantify the cost of each
fairness constraint, forming a “fairness-accuracy trade-off.”

2.2.3 Continuity and Coercivity

Definition 2.3 (Lower semicontinuity). A function f is lower semicontinuous if

lim inf
x′→x

f(x′) ≥ f(x) for x.

For convex functions, this is equivalent to the epigraph being closed.

Definition 2.4 (Coercivity). f is coercive if f(x)→ +∞ as ∥x∥ → ∞.

Theorem 2.3 (Existence of minimizers). If f is convex, lower semicontinuous and coercive,
then f attains its minimum: ∃x⋆ : f(x⋆) = inf

x
f(x).

Remark 2.3. This guarantees the existence of minimizers in Proposition 1.1, ensuring that
convex fairness-penalized risks admit optimal predictors.

2.2.4 Convexity and Exponential Expectations

Proposition 2.2 (Jensen’s inequality). For convex ϕ and any integrable random variable X,

ϕ(E[X]) ≤ E[ϕ(X)].

In particular, for ϕ(x) = eλx, eλE[X] ≤ E[eλX ], which underlies many exponential inequalities.

Definition 2.5 (Log-sum-exp function). For x ∈ Rn,

lse(x) = log
( n∑
i=1

exi
)
,

a smooth convex approximation of maxi xi. It satisfies maxi xi ≤ lse(x) ≤ maxi xi + log n.

Remark 2.4. Convexity of lse and of logE[eλX ] provides the analytical backbone of concentration
results and convex risk bounds.

Direct and Indirect Discrimination

Legal frameworks (e.g., EU directives or French law 2008-496) distinguish between direct dis-
crimination, where decisions explicitly use a protected attribute, and indirect discrimination,
where neutral criteria have disparate group effects. Hence, excluding S is insufficient for fair-
ness: statistical dependence between (X, Y ) and S must be examined.

Individual vs Group Fairness

Two broad notions coexist:

• Individual fairness: similar individuals should be treated similarly, often formalized
through Lipschitz-type constraints on f .

• Group fairness: independence or conditional independence between predictions and sen-
sitive attributes.

We focus on group fairness in what follows.
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2.3 Group Fairness Criteria for Binary Classification

We now specialize to binary classification. Let Y ∈ {0, 1} denote the ground-truth label and
g : Z → {0, 1} a classifier, where g(Z) = 1 represents a positive decision (e.g., loan approval).

2.3.1 Demographic Parity

Definition 2.6 (Demographic Parity). g satisfies demographic parity if

P(g(Z) = 1 | S = s) = P(g(Z) = 1), ∀s.

This enforces equal acceptance rates across groups, ensuring proportional representation, but
may misalign with ground-truth differences.

2.3.2 Equal Opportunity

Definition 2.7 (Equal Opportunity). g satisfies equal opportunity if

P(g(Z) = 1 | Y = 1, S = s) = P(g(Z) = 1 | Y = 1), ∀s.

Only those truly qualified (Y = 1) must receive equal treatment.

2.3.3 Equalized Odds

Definition 2.8 (Equalized Odds). g satisfies equalized odds if

P(g(Z) = y | Y = y, S = s) = P(g(Z) = y | Y = y), ∀s, y ∈ {0, 1}.

This ensures g(Z) ⊥⊥ S | Y and equalizes both false-positive and false-negative rates.

2.3.4 Mathematical Background: Group Fairness as (Conditional) Independence

Proposition 2.3 (General supervised-learning analogues). Let (X, S, Y ) ∈ X × S × Y and let
f : Z → Y be a predictor with Z = X × S or X . Then:

• Independence: f(Z) ⊥⊥ S generalizes Demographic Parity.

• Separation: f(Z) ⊥⊥ S | Y generalizes Equalized Odds.

• Sufficiency: Y ⊥⊥ S | f(Z) generalizes Predictive Parity / Calibration.

Proof. Left as an exercise.�

Remark 2.5. These criteria are typically incompatible unless specific distributional relations
hold (e.g., perfect prediction or independence of Y and S).

2.3.5 Other Fairness Criteria

Beyond DP, Equal Opportunity and Equalized Odds, one can impose equality of predictive
values:

PPVs(g) = P(Y = 1 | S = s, g(Z) = 1),

requiring equal reliability of positive predictions across groups.

Page 58/114 Arthur Charpentier, 2025, L BY-NC 4.0



2.3 Group Fairness (Classifier)

Discussion

Each fairness notion embodies a distinct trade-off:

• Demographic parity: enforces equal access but may ignore outcome heterogeneity.

• Equal opportunity: balances fairness with predictive validity.

• Equalized odds: imposes the strongest conditional-independence constraint.

• Predictive parity: equalizes the meaning of positive decisions.

They cannot, in general, be satisfied simultaneously. The choice of fairness definition thus
depends on the application and ethical framing.

2.3.6 Mathematical Background: Impossibility Results

Theorem 2.4 (Impossibility of joint calibration and error-rate balance). Suppose group base
rates differ: P(Y = 1 | S = s) is not constant in s. Then, except in degenerate cases, no
predictor can satisfy simultaneously:

1. Predictive parity (sufficiency): Y ⊥⊥ S | f(Z), and

2. Equalized odds (separation): f(Z) ⊥⊥ S | Y .

Sketch of the Proof. If Y and S have unequal base rates, calibration forces groupwise PPV/FOR
equality at each score level, while separation equalizes TPR/FPR across groups. Bayes identities
then imply that differing priors cannot sustain both constraints unless predictions are trivial
(constant or perfect).

Proof. Let U := f(Z) denote the (possibly randomized) score or predictor output, taking values
in a Polish space (e.g., [0, 1]). For any u in the support of U and any group s, Bayes’ rule gives
the posterior-odds identity

P(Y = 1 | U = u, S = s)

P(Y = 0 | U = u, S = s)
=
dPU |Y=1,S=s

dPU |Y=0,S=s
(u) · πs

1− πs
, (2)

where the Radon-Nikodym derivative is any version of the likelihood ratio of the conditional laws
of U given (Y, S). This holds for P-a.e. u.
Sufficiency ⇒ s-invariance of posterior odds. Sufficiency asserts Y ⊥⊥ S | U , i.e.

P(Y = 1 | U = u, S = s) = P(Y = 1 | U = u) =: q(u),

so the left-hand side of (2) equals q(u)/(1− q(u)), which does not depend on s.
Separation ⇒ s-invariance of the likelihood ratio. Separation asserts U ⊥⊥ S | Y , i.e. the
conditional laws L(U | Y = y, S = s) do not depend on s for y ∈ {0, 1}. Hence the likelihood
ratio

L(u) :=
dPU |Y=1,S=s

dPU |Y=0,S=s
(u)

is (for any chosen versions) independent of s.
Combining these two consequences in (2) yields, for a.e. u,

q(u)

1− q(u)
= L(u) · πs

1− πs
for all groups s. (3)

Fix u such that L(u) is finite and q(u) ∈ (0, 1) (nondegenerate score level). If there exist two
groups s ̸= s′ with different base rates πs ̸= πs′ , then the right-hand side of (3) takes two distinct
values as s varies, while the left-hand side is constant in s-a contradiction.

Therefore, (3) cannot hold on any set of u with positive probability unless one of the following
degenerate situations occurs:
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• q(u) ∈ {0, 1} a.s. (perfect prediction): then U deterministically reveals Y and both prop-
erties are vacuously compatible;

• L(u) ∈ {0,+∞} a.s. (again corresponding to perfect separation of Y );

• U is almost surely constant (trivial predictor): then q(u) is constant and (3) holds but the
rule is uninformative.

In any nondegenerate predictive setting where U takes values with 0 < q(u) < 1 on a set of pos-
itive probability, differing base rates πs force a contradiction between sufficiency and separation.

Hence, when πs is not constant across groups, no nondegenerate predictor can satisfy both
Y ⊥⊥ S | U and U ⊥⊥ S | Y . This proves the theorem.

Proposition 2.4 (Trade-off under differing base rates). Assume base rates differ across groups:
πs := P(Y = 1 | S = s) is not constant in s. If g(Z) is calibrated in the sense that P(Y = 1 |
g(Z) = t, S = s) = t for all score levels t and groups s, then for any common threshold t0 ∈ (0, 1)
the induced

TPRs(t0) = P
(
g(Z) ≥ t0 | Y = 1, S = s

)
, and FPRs(t0) = P

(
g(Z) ≥ t0 | Y = 0, S = s

)
depend on s unless r is degenerate. Conversely, if for some nontrivial decision rule the (group-
wise) error rates are equalized across s ( equalized odds), then calibration fails when base rates
differ.

Proof. Let U := g(Z) ∈ [0, 1] be any (possibly randomized) score. We use the posterior-odds
identity

P(Y = 1 | U = u, S = s)

P(Y = 0 | U = u, S = s)
=
fU |Y=1,S=s(u)

fU |Y=0,S=s(u)
· πs
1− πs

, (4)

valid for any version of conditional densities fU |Y=y,S=s (or Radon-Nikodym derivatives). It
follows from Bayes’ rule and holds a.e. on the support of R.
(A) Calibrated score ⇒ group-dependent TPR/FPR. Calibration means P(Y = 1 | U =
u, S = s) = u for all u in the support. Hence the LHS of (4) equals u/(1 − u) and does not
depend on s. Therefore for a.e. u,

fU |Y=1,S=s(u)

fU |Y=0,S=s(u)
=

u

1− u
· 1− πs

πs
. (5)

Fix any threshold t0 ∈ (0, 1) and integrate (5) over [t0, 1] with respect to fU |Y=0,S=s(u) du:∫ 1

t0

fU |Y=1,S=s(u) du =

∫ 1

t0

u

1− u
· 1− πs

πs
fU |Y=0,S=s(u) du.

The left-hand side is TPRs(t0) and the right-hand side equals

1− πs
πs

∫ 1

t0

u

1− u
fU |Y=0,S=s(u) du =

1− πs
πs

E
[

U

1− U

∣∣∣∣ Y = 0, S = s, U ≥ t0
]
· FPRs(t0).

Hence

TPRs(t0) =
1− πs
πs

κs(t0) · FPRs(t0), where κs(t0) := E
[

U

1− U

∣∣∣∣ Y = 0, S = s, U ≥ t0
]
. (6)

The function u 7→ u/(1−u) is strictly increasing on (0, 1), so κs(t0) depends on the tail distribu-
tion of U conditional on (Y = 0, S = s). When base rates differ, (5) forces the pair of conditional
densities (fU |Y=1,S=s, fU |Y=0,S=s) to change with s unless U is almost surely {0, 1}-valued (per-
fect prediction) or constant (trivial). Consequently, both κs(t0) and the multiplicative factor
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(1 − πs)/πs vary with s, and (6) implies that at least one of TPRs(t0) or FPRs(t0) must vary
with s. Therefore, under nondegenerate calibration and differing base rates, common-threshold
error rates are generically group-dependent.
(B) Equalized odds ⇒ loss of calibration. Suppose now that for some nontrivial decision
rule (e.g., thresholding a score) we have equalized odds:

TPRs(t0) = TPR(t0), and FPRs(t0) = FPR(t0) for all s.

Define the groupwise positive predictive value at threshold t0:

PPVs(t0) := P(Y = 1 | U ≥ t0, S = s) =
TPR(t0)πs

TPR(t0)πs + FPR(t0) (1− πs)
.

When πs varies with s, the right-hand side is a strictly increasing function of πs, hence PPVs(t0)
must vary with s. But calibration at threshold t0 would require

PPVs(t0) = E
[
U | U ≥ t0, S = s

]
,

i.e., the tail mean of U to be the same across s for any rule with equalized (TPR,FPR), which
is impossible unless U is degenerate or base rates are equal. Therefore, with differing base rates,
enforcing equalized odds necessarily breaks calibration.
Combining (A) and (B) yields the proposition: under differing base rates, calibrated common-
threshold rules induce group-dependent error rates, and conversely equalized odds destroys cali-
bration, except in degenerate cases (perfect prediction or constant scores).

Remark 2.6. The tension extends to the triplet {independence, separation, sufficiency}: at most
one can hold in general unless Y ⊥⊥ S. This forms the foundation of impossibility theorems in
fairness.

2.3.7 Fairness Trade-offs and Optimization Geometry

Fairness-aware learning can be viewed as a multi-objective convex optimization problem:

min
f∈F

R(f) s.t. C(f) ≤ 0,

where R(f) = E[ℓ(Y, f(X, S))] and C(f) encodes a fairness criterion (e.g., deviations from
independence or equalized odds).

Definition 2.9 (Fairness penalty). Let Φ(f) denote a differentiable surrogate of a fairness con-
straint, for instance

Φ(f) = VarS
(
E[f(X, S) | S]

)
or Φ(f) = ∥E[f(X, S) | S]− E[f(X, S)]∥2.

The fairness-penalized risk is

Rλ(f) = R(f) + λΦ(f), λ ≥ 0.

The parameter λ controls the trade-off between statistical risk and fairness regularization.
When R and Φ are convex, standard convex-analysis guarantees apply: existence of minimizers,
subgradient optimality, and KKT conditions.

Remark 2.7 (Interpretation of dual variables). In the Lagrangian L(f, λ) = R(f) + λ⊤C(f),
each component λi acts as a shadow price of fairness, quantifying the marginal cost of enforcing
the i-th fairness constraint.
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2.3.8 Information-Theoretic and Geometric Perspectives

Independence criteria can also be expressed via mutual information:

I(f(Z);S) = 0 where I(f(Z);S) = E
[
log

p(f(Z), S)

p(f(Z))p(S)

]
.

Here, I(·; ·) measures residual dependence. This viewpoint connects fairness to information
bottleneck and representation learning frameworks.

Consider the constrained optimization problem

min
f∈F

R(f) s.t. I(f(Z);S) ≤ ε,

where R(f) = E[ℓ(Y, f(Z))] is the predictive risk and I(f(Z);S) measures residual dependence
between predictions and the sensitive variable. Introducing a Lagrange multiplier λ ≥ 0, the
Lagrangian writes

L(f, λ) = R(f) + λ(I(f(Z);S)− ε) .

The associated dual function is

g(λ) = inf
f∈F
L(f, λ) = inf

f∈F
{R(f) + λ I(f(Z);S)} − λε.

The dual problem becomes

max
λ≥0

g(λ) = max
λ≥0

[
−λε+ inf

f∈F

(
R(f) + λ I(f(Z);S)

)]
.

This expression highlights that the fairness constraint I(f(Z);S) ≤ ε is equivalent to adding an
information-theoretic penalty to the empirical risk:

min
f∈F

R(f) + λI(f(Z);S), λ = dual variable controlling the fairness level.

When λ = 0, the model ignores fairness and minimizes predictive risk only; when λ → +∞,
the feasible solutions satisfy I(f(Z);S) = 0, that is, complete statistical independence between
f(Z) and S.

Since mutual information is a Kullback-Leibler divergence,

I(f(Z);S) = KL
(
p(f(Z), S)

∥∥ p(f(Z))p(S)
)
,

it admits the Fenchel–Legendre representation

KL(p∥q) = sup
T

Ep[T ]− logEq[eT ],

where the supremum runs over all measurable test functions T . Hence,

I(f(Z);S) = sup
T

{
Ep(f(Z),S)[T (f(Z), S)]− logEp(f(Z))p(S)[e

T (f(Z),S)]
}
.

Plugging this into the Lagrangian yields the variational (dual) form:

min
f

max
T

[
R(f) + λEp(f(Z),S)[T ]− λ logEp(f(Z))p(S)[e

T ]
]
.

This dual view interprets fairness enforcement as an adversarial game: the predictor f tries to
minimize the predictive risk, while an adversary T maximizes the detectability of dependence

Page 62/114 Arthur Charpentier, 2025, L BY-NC 4.0



2.3 Group Fairness (Classifier)

between the output f(Z) and the sensitive feature S. At equilibrium, T recovers the log-density
ratio

T ⋆(f(Z), S) = log
p(f(Z), S)

p(f(Z))p(S)
,

and the fairness constraint corresponds to I(f(Z);S) = 0. This establishes a bridge between
convex duality, information geometry, and the adversarial formulations of fairness.

From a geometric viewpoint, fairness-constrained learning corresponds to projecting an un-
constrained predictor onto the feasible convex set

Ffair = {f ∈ F : C(f) ≤ 0}, ffair = ΠFfair(funconstrained),

where ΠFfair denotes the (possibly weighted) orthogonal projection under a risk-induced inner
product. This interpretation links fairness regularization with convex duality and optimal trans-
port (as explored in Part 3).

2.3.9 Connections with Convexity and Expectation Inequalities

Fairness penalties often involve convex functionals of expectations. For example, using Jensen’s
inequality,

ϕ(E[f(X, S) | S]) ≤ E[ϕ(f(X, S)) | S] ,

so convex ϕ-based constraints yield tractable convex programs. The log-sum-exp function,
lse(x) = log

∑
i e
xi , is a smooth convex surrogate for maxi xi, often used to approximate the

fairness gap maxs∆s(f).

2.3.10 Continuity, Coercivity, and Existence of Fair Solutions

Theorem 2.5 (Existence of fairness-constrained minimizers). Assume the risk R and each con-
straint Ci are convex, lower semicontinuous (l.s.c.), and coercive (in the decision variable f).
Then the fairness-constrained problem

min
f∈F

R(f) s.t. Ci(f) ≤ 0, i = 1, . . . ,m

admits at least one solution f⋆. Moreover, there exists λ⋆ ∈ Rm+ such that (f⋆, λ⋆) satisfies the
KKT conditions.

Proof. Step 1: Existence of a minimizer. Let Ffair := {f ∈ F : Ci(f) ≤ 0, i = 1, . . . ,m}
be the feasible set. Since each Ci is l.s.c. and convex, the sublevel set {f : Ci(f) ≤ 0} is closed
and convex; hence Ffair, as a finite intersection of such sets, is closed and convex.

Consider the objective R restricted to Ffair. By assumption, R is convex, l.s.c., and coercive.
Therefore, its sublevel sets {f ∈ Ffair : R(f) ≤ α} are nonempty for large enough α, closed (l.s.c.)
and bounded (coercive). On finite-dimensional spaces (and more generally on reflexive Banach
spaces), bounded closed sublevel sets are weakly (or sequentially) compact; hence R attains its
infimum on Ffair by the direct method of the calculus of variations. Thus, there exists f⋆ ∈ Ffair
with

R(f⋆) = inf
f∈Ffair

R(f).

(Compare with the existence statement given earlier for a single convex, l.s.c., coercive function
attaining its minimum. This is exactly the same argument applied to R on the closed set Ffair.)

Step 2: KKT conditions (under a constraint qualification). Form the Lagrangian
L(f, λ) = R(f) +

∑m
i=1 λiCi(f) with λ ∈ Rm+ . When strong duality holds (e.g., under Slater’s
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condition: there exists f̃ with Ci(f̃) < 0 for all i), there exists a saddle point (f⋆, λ⋆) and the
Karush-Kuhn-Tucker (KKT) system is satisfied:

(stationarity) 0 ∈ ∂R(f⋆) +
m∑
i=1

λ⋆i ∂Ci(f
⋆),

(primal feasibility) Ci(f
⋆) ≤ 0, i = 1, . . . ,m,

(dual feasibility) λ⋆i ≥ 0, i = 1, . . . ,m,

(complementarity) λ⋆i Ci(f
⋆) = 0, i = 1, . . . ,m.

This is the standard KKT conclusion for convex programs with zero duality gap.
Conclusion. Step 1 proves the existence of a fairness-constrained minimizer f⋆ under con-

vexity, l.s.c., and coercivity. Step 2 shows that, provided a standard constraint qualification
(e.g., Slater) so that strong duality holds, there exists λ⋆ ≥ 0 with (f⋆, λ⋆) satisfying the KKT
conditions, as claimed.

This guarantees that fairness-aware estimators are well-posed, justifying the optimization
frameworks used in later sections.

2.3.11 Trade-offs between Fairness Criteria

Each fairness criterion defines a convex constraint region F (ind)
fair , F (sep)

fair , F (suf)
fair , and typically

F (ind)
fair ∩ F

(sep)
fair ∩ F

(suf)
fair = ∅.

Hence, fairness design is an inherently multi-objective process. The Pareto frontier between risk
and fairness quantifies the achievable compromise.

2.3.12 Interpretations and Implications for Applications

In practical deployments, fairness constraints are rarely absolute. Typical strategies include:

• Regularization: add a convex penalty λΦ(f) reflecting group disparities.

• Post-processing: adjust thresholds or outputs to satisfy independence or separation ap-
proximately.

• Representation learning: minimize I(f(Z);S) or adversarial discriminability of S given
representations.

Each strategy maps directly to a convex or dual formulation, clarifying the analytical struc-
ture of fairness-aware optimization.

2.4 On the Reference Probability Measure

The independence statements that define fairness (such as independence, separation, or suf-
ficiency) are always formulated with respect to a probability measure P describing the data-
generating process. In practice, in actuarial applications however, P may represent an insurer’s
portfolio distribution rather than the full insured population. This distinction is crucial: the
measure P determines which conditional independence relations are empirically evaluated, and
hence what type of fairness is achieved.

Côté, Côté, and Charpentier 2025 emphasize that fairness computed on a selection-biased
portfolio may not extend to the overall market. Each insurer observes only a subset of the
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population, with inclusion mechanism A depending on rating variables X and possibly sensi-
tive attributes S. The resulting probability measure PA=j differs from the population-wide P,
breaking equalities such as

PA=j(S = s) ̸= P(S = s), PA=j(Y |X, S) ̸= P(Y |X, S).

Consequently, fairness criteria assessed under PA=j capture portfolio-specific fairness rather than
fairness for the insured population. The authors formalize this through a causal-graph framework
in which the portfolio inclusion variable A opens additional paths between S, X, and Y , creating
what they term portfolio composition bias. They show that even if each insurer enforces fairness
locally, the market as a whole can remain unfair when the mechanisms underlying A differ across
portfolios.

A natural remedy is to define fairness with respect to the reference measure P representing
the entire insured population, and to reweight observations to recover this target distribution.
In causal-inference language, this corresponds to recovering from selection bias in Bareinboim
and Pearl 2012. From a regulatory viewpoint, Côté, Côté, and Charpentier 2025 argue that
population-wide fairness requires either a common benchmark or external information on the
marginal distribution of sensitive characteristics, enabling insurers to align fairness adjustments
across portfolios.
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This lecture is primarily based on Gouic, Loubes, and Rigollet 2020 and Chzhen et al. 2020 for
the theoretical results on demographic-parity post-processing and Wasserstein geometry. Sec-
tions 3.2–3.5 extend the analysis following Taturyan, Chzhen, and Hebiri 2024, connecting fair
regression, barycenters, and the lower-bound theorem. processing and Wasserstein geometry.
Sections 3.6–3.10 incorporate causal interpretations and optimal-transport counterfactuals in-
spired by Villani 2009, Peyré and Cuturi 2019, Charpentier, Flachaire, and Gallic 2023 and
Charpentier 2023.

3.1 Post-Processing in Binary Classification

We now turn to algorithms that achieve fairness constraints in a post-processing fashion. In
this approach, one assumes that a base predictor f̂ has already been trained without fairness
constraints. The task is then to transform f̂ into a new predictor that satisfies a fairness definition
such as demographic parity.

The general strategy is to study the relationship between two optimization problems:

min
f :Z→Y

R(f) and min
f :Z→Y

{
R(f) : f satisfies fairness constraint

}
,

where R(f) is the expected risk. If one can characterize the form of the constrained minimizer,
then a fair predictor may be obtained by applying a suitable transformation T to the base
predictor f̂ . The challenge is to construct a consistent estimator of T using data.

In this chapter we focus on the demographic parity constraint in binary classification. The
same principles extend to regression and other supervised tasks, but binary classification provides
the cleanest starting point.

3.1.1 Optimal Classifier under Demographic Parity

Consider the binary classification setting:

Y ∈ {0, 1}, g : Z → {0, 1}, Z = (X, S).

Recall that under demographic parity, the decision rule must satisfy

P(g(Z) = 1 | S = s) = P(g(Z) = 1), ∀s ∈ S.

Unconstrained Bayes classifier. Without fairness constraints, the Bayes optimal classifier
is

g⋆(z) = 1
{
η(z) ≥ 1

2

}
, η(z) := E[Y | Z = z].

This rule minimizes misclassification risk but typically fails to satisfy demographic parity.

Fair Bayes classifier under DP. Under the demographic parity constraint, one must random-
ize decisions so that acceptance rates are equal across groups. Formally, the optimal demographic-
parity classifier can be written as a randomized threshold rule:

gDP(z) =

{
1 with probability qs(η(z)),
0 otherwise,

for z = (x, s),

where the function qs : [0, 1] → [0, 1] is group-dependent. The role of qs is to adjust the base
score η(z) so that the marginal acceptance probability does not depend on s.
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Characterization. More concretely, for each group s, let Fs denote the distribution of scores
η(Z) conditional on S = s. Then the fairness constraint requires that the acceptance probability∫

qs(t)dFs(t)

be the same for all s. Among all randomized rules that satisfy this, the optimal one minimizes
expected risk. This leads to an explicit form of the optimal fair classifier in terms of quantile
functions of the score distributions Fs.

Interpretation. The fair classifier is thus obtained by:

1. computing the base score η(z),

2. adjusting acceptance thresholds (possibly with randomization) so that group-level accep-
tance rates equalize.

This construction shows that fairness can be achieved without retraining the model, by a care-
fully designed post-processing step. The price is a trade-off: risk increases compared to the
unconstrained Bayes classifier, but fairness is enforced by design.

3.2 Fair Regressors

Let (Y,X, S) ∼ P be a random triple with values in R × X × [k], where Y ∈ R is the response,
X ∈ X denotes non-sensitive covariates, and S ∈ [k] := {1, . . . , k} is a categorical sensitive
attribute. We write πs = P(S = s) for s ∈ [k].

3.2.1 Mathematical Background: Fairness Profiles and Profile-Complete Classes

Let g : X × [k]→ R be a (possibly randomized) regressor and write νs(g) := L
(
g(X, S) | S = s

)
.

Definition 3.1 (Fairness profile). The fairness profile of g is the vector of conditional laws
Prof(g) := (νs(g))s∈[k].

Definition 3.2 (Profile-complete (PC) class). A class G is profile complete if for any g ∈ G and
h with Prof(h) = Prof(g), we also have h ∈ G.

Example 3.1 (Demographic Parity as PC). The DP class G⊥⊥ = {g : g(X, S) ⊥⊥ S} is PC since
νs(g) is constant in s for any g ∈ G⊥⊥.

3.2.2 Risk and Bayes Regressor

For a regressor g : X × [k]→ R, we measure performance with quadratic risk:

R(g) = E
[
|Y − g(X, S)|2

]
.

If F denotes the set of all measurable regressors, the optimal risk (Bayes risk) is

R⋆ := inf
g∈F

R(g),

attained by the Bayes regressor

g⋆(x, s) = ηs(x) := E[Y |X = x, S = s].

For a general class G of regressors, the excess risk is

E(G) := R(G)−R⋆, R(G) := inf
g∈G

R(g).

This excess quantifies the price of restricting attention to G, in particular when G is constrained
by fairness.
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3.2.3 Fairness Profiles

To describe fairness, we consider randomized regressors g : X × [k] → R, where randomness is
exogenous and independent of (Y,X, S).

Definition 3.3 (Fairness profile). The fairness profile of a regressor g is the vector of conditional
laws

P(g) :=
(
L(g(X, S) | S = s)

)
s∈[k].

That is, P(g) records the distribution of predictions group-by-group.

The map g 7→ P(g) is called the profiling map.

3.2.4 Profile Complete Classes

Definition 3.4 (Profile completeness). A class G ⊂ F is said to be profile complete (PC) if,
whenever g ∈ G and h ∈ F satisfy P(h) = P(g), it follows that h ∈ G.

Thus, PC classes are defined entirely by constraints on fairness profiles.

3.2.5 Examples of PC Classes

Demographic parity. Let G⊥⊥ be the set of regressors g such that g(X, S) ⊥⊥ S. Equivalently,
the conditional distributions L(g(X, S) | S = s) are identical across s, so the fairness profile is
constant. This is the canonical example of a PC class.

Bounded conditional variability. One may relax strict independence by requiring that
group-wise means are close. For α > 0, define

Gα =
{
g : Var

(
E[g(X, S) | S]

)
≤ α

}
.

This enforces small between-group variability of predictions. Since it depends only on fairness
profiles, Gα is PC.

Disparate impact constraints. In binary classification, where Y ∈ {0, 1} and g takes values
in {0, 1}, one may constrain the disparate impact :

DI(g) :=
P(g(X, S) = 1 | S = 1)

P(g(X, S) = 1 | S = 0)
≤ α.

For fixed α, the class of such classifiers is also PC, since the condition depends only on group-
conditional distributions of g(X, S).

3.3 Wasserstein Distance and Barycenter

In order to quantify the intrinsic cost of fairness constraints, we adopt the lens of optimal
transport and Wasserstein distances.

3.3.1 Motivation: Optimal Transport and DP Fairness

Optimal transport with quadratic cost provides a natural framework to formalize the trade-off
between predictive accuracy and demographic parity (DP) fairness. Recall that in regression
the Bayes predictor ηs(x) = E[Y | X = x, S = s] minimizes the mean squared error within
each group. If groups S = s have different conditional distributions µs = L(ηs(X) | S = s),
then enforcing DP fairness requires “aligning” these distributions so that predictions become
independent of S.
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The discrepancy between conditional laws is naturally quantified by the quadratic Wasserstein
distance. Formally, for probability measures µ, ν ∈ P2(R),

W 2
2 (µ, ν) = inf

π∈Π(µ,ν)
E(Z0,Z1)∼π

[
|Z0 − Z1|2

]
,

where Π(µ, ν) denotes the set of couplings with marginals µ, ν.
For any predictor g, the excess risk over the Bayes regressor decomposes as

R(g)−R⋆ = E
[
|g(X, S)− ηS(X)|2

]
≥
∑
s

πsW
2
2

(
µs, νs(g)

)
,

where νs(g) = L(g(X, S) | S = s) and πs = P (S = s). This inequality is precisely Theorem 3.7.
Hence, Wasserstein geometry shows that the “price of fairness” is exactly the cost of transport-

ing each group-specific Bayes distribution µs to a common fair law, typically their Wasserstein
barycenter. In this sense, enforcing DP fairness can be interpreted as projecting the Bayes
regressor onto the set of distributions invariant to S, and the additional prediction error is mea-
sured by an optimal transport cost. This provides both a geometric picture (moving probability
mass between groups) and an analytic bound (via risk decomposition) on the fairness–accuracy
trade-off.

3.3.2 Wasserstein Distance and Optimal Transport

Let P2(Rd) be probability measures with finite second moment.

Definition 3.5 (Kantorovich OT and W2). Given µ, ν ∈ P2(Rd), the quadratic optimal transport
cost is

W 2
2 (µ, ν) := inf

π∈Π(µ,ν)

∫
Rd×Rd

∥x− y∥2dπ(x,y),

where Π(µ, ν) is the set of couplings with marginals µ, ν.

Proposition 3.1 (Kantorovich dual).

W 2
2 (µ, ν) = sup

φ,ψ

{∫
φdµ+

∫
ψdν : φ(x) + ψ(y) ≤ ∥x− y∥2 ∀x,y

}
.

Sketch of the Proof. Relax the Monge problem to a linear program over couplings; apply Fenchel–
Rockafellar duality to the resulting LP. Tightness follows from lower semicontinuity of the cost
and compactness/Prokhorov of couplings. See Villani 2003; Villani 2009; Santambrogio 2015;
Peyré and Cuturi 2019.

Theorem 3.1 (Brenier map). If µ is absolutely continuous, there exists a convex potential ϕ
such that the unique optimal coupling is induced by T = ∇ϕ and

W 2
2 (µ, ν) =

∫
∥x− T (x)∥2dµ(x).

Sketch of the Proof. The dual optimizer φ is c-concave; for the quadratic cost c(x,y) = ∥x −
y∥2, the c-transform reduces to Legendre transform, giving T = ∇ϕ a.e. Monotonicity/cyclical
monotonicity of optimal plans implies T is gradient of a convex potential; uniqueness holds µ-a.e.
Brenier 1991; Villani 2009.

Remark 3.1 (Benamou–Brenier dynamic formulation). W 2
2 (µ, ν) = inf

ρt,vt

∫ 1

0

∫
∥vt(x)∥2ρt(x)dxdt

s.t. ∂tρt + ∇· (ρtvt) = 0, ρ0 = µ, ρ1 = ν. Sketch of the Proof Convex duality with continuity
equation; geodesics are displacement interpolants Benamou and Brenier 2000; McCann 1997.
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Optimal transport for Gaussian measures.

Proposition 3.2 (Gaussian-to-Gaussian transport). Let µ = N (m1,Σ1), ν = N (m2,Σ2) with
Σi ≻ 0. Then

W 2
2 (µ, ν) = ∥m1 −m2∥2 +Tr

(
Σ1 +Σ2 − 2(Σ

1/2
1 Σ2Σ

1/2
1 )1/2

)
,

and the Brenier map is affine

T (x) = m2 +A(x−m1), A = Σ
−1/2
1

(
Σ
1/2
1 Σ2Σ

1/2
1

)1/2
Σ
−1/2
1 .

Sketch of the Proof Optimal plan between Gaussians is Gaussian; optimality implies T is
linear (up to translation). Plugging T into the cost yields Gelbrich’s formula; A is the unique
positive solution to AΣ1A

⊤ = Σ2 minimizing the Frobenius cost Gelbrich 1990; Villani 2003;
Bhatia, Jain, and Lim 2019.

Optimal transport in one dimension. In one dimension, optimal couplings and maps admit
a simple description via quantiles.

Proposition 3.3 (Quantile coupling and monotone rearrangement in dimension 1). Let µ, ν be
probability measures on R with finite p-th moments for some p ≥ 1, and let F−1µ , F−1ν denote
their (left-continuous) quantile functions. Define the quantile coupling by taking U ∼ Unif(0, 1)
and setting X = F−1µ (U), Y = F−1ν (U). Then:

1. For the Monge–Kantorovich problem with cost c(x, y) = |x−y|p, the coupling π⋆ = L(X,Y )
is optimal and

W p
p (µ, ν) =

∫ 1

0

∣∣F−1µ (u)− F−1ν (u)
∣∣p du.

2. If µ has no atoms, the monotone rearrangement

T (x) = F−1ν

(
Fµ(x)

)
is an optimal Monge map pushing µ to ν, and it is µ-a.e. the unique optimal transport
map.

Sketch of proof. (1) Optimality of the quantile coupling. In dimension 1, any optimal plan for
convex costs of the form |x− y|p must be monotone: its support contains no “crossings”. Indeed,
if (x1, y1) and (x2, y2) belong to the support with x1 < x2 but y1 > y2, then by convexity of
t 7→ |t|p,

|x1 − y1|p + |x2 − y2|p ≥ |x1 − y2|p + |x2 − y1|p,

so swapping the matches (“uncrossing”) weakly decreases the total cost. Iterating this pairwise
swap argument yields a coupling with the same marginals, supported on a monotone (increasing)
set, that is no more expensive than the original coupling. Among all increasing couplings with
given marginals, the comonotone (quantile) coupling is the unique one: it couples identical
quantile levels u ∈ (0, 1), i.e., (F−1µ (u), F−1ν (u)). Therefore it is optimal.

(2) Value of the cost. Evaluating the cost under the quantile coupling gives

E
[
|X − Y |p

]
=

∫ 1

0

∣∣F−1µ (u)− F−1ν (u)
∣∣p du,

which equals W p
p (µ, ν) by (1).

(3) Monge map and uniqueness. If µ is atomless, Fµ is continuous and T = F−1ν ◦ Fµ pushes
µ to ν. Its graph is increasing; by the same uncrossing/cyclical‘Ă‘Şmonotonicity argument, any
optimal plan must be supported on an increasing graph, hence coincides µ-a.e. with T .
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Corollary 3.1 (A useful identity for W1). If µ, ν have finite first moments, then

W1(µ, ν) =

∫ 1

0

∣∣F−1µ (u)− F−1ν (u)
∣∣ du =

∫
R

∣∣Fµ(x)− Fν(x)∣∣dx.
Remark 3.2 (Discrete case and Hardy–Littlewood–P‘şlya). Consider empirical (or discrete)
measures µ =

∑n
i=1 ai δxi and ν =

∑m
j=1 bj δyj with

∑
i ai =

∑
j bj = 1. In one dimension, the

optimal plan for |x− y|p is obtained by greedy matching along the line: sort the support points
and match masses in order by sweeping the cumulative weights. In the special case n = m, ai =
bj = 1/n, denoting the increasingly ordered samples by x(1) ≤ . . . ≤ x(n) and y(1) ≤ . . . ≤ y(n),
one has

W p
p (µ, ν) =

1

n

n∑
i=1

∣∣x(i) − y(i)∣∣p.
This is the transport analogue of the Hardy–Littlewood–P‘şlya rearrangement principle: for convex
costs depending on differences, sums of the form

∑
i ϕ
(
xi−yσ(i)

)
are minimized when the sequences

are similarly ordered (and maximized for oppositely ordered sequences when ϕ is convex and even).
Equivalently, among all couplings (doubly stochastic matchings) between two sorted vectors, the
identity permutation achieves the minimum for ϕ(t) = |t|p.

(Real Data) Application. Consider our models in motor insurance (annual claim frequency),
as previously. On Figure 6, we can visualize optimal transport maps T̂ between predicted annual
frequency in the two groups (male and female drivers). Three models are considered here:
Generalized Additive Models (on the left), Gradient Boosting (in the middle) and Random
Forrest (on the right).

Figure 6: Caption

3.3.3 Entropic Relaxation, Sinkhorn Scaling, and Optimal Mapping

Definition 3.6 (Entropic-regularized OT). For ε > 0,

W 2
2,ε(µ, ν) := inf

π∈Π(µ,ν)

∫
∥x− y∥2dπ(x,y) + εKL

(
π
∥∥µ⊗ ν) .

Proposition 3.4 (Sinkhorn form and iterations). Let K(x,y) = exp(−∥x− y∥2/ε). The min-
imizer has density πε(x,y) = u(x)K(x,y)v(y) with (u,v) obtained by alternating Bregman
projections (‘Sinkhorn updates’)

u(t+1)(x) =
1∫

K(x,y)v(t)(y)dν(y)
¯

, v(t+1)(y) =
1∫

K(x,y)u(t+1)(x)dµ(x)
.
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Sketch of the Proof. Entropic regularization turns the primal into KL-projection onto linear
marginal constraints; the I-projection structure yields a Gibbs kernel with diagonal scalings
Cuturi 2013; Peyré and Cuturi 2019.

Theorem 3.2 (Convergence and vanishing-regularization). Sinkhorn iterates converge geomet-
rically to πε. Moreover, W2,ε →W2 and πε ⇒ π⋆ as ε→ 0 (along subsequences).

Sketch of the Proof. Contractivity in Hilbert’s projective metric or strong convexity of the dual
ensures linear convergence of scalings; Γ-convergence of the entropic functional to the unreg-
ularized OT cost gives the limit ε → 0 Cuturi 2013; Peyré and Cuturi 2019; Cominetti and
San Martín 1994.

Proof. Part (1): Existence, uniqueness, and Sinkhorn convergence. (Existence/unique-
ness) Define the strictly convex functional on the convex set Π(µ, ν):

Jε(π) :=
∫
∥x− y∥2 dπ(x,y) + εKL(π∥µ⊗ ν).

Lower semicontinuity of π 7→
∫
∥x − y∥2 dπ for weak convergence of measures plus the coercive

(strictly convex) entropy term ensure that Jε admits a unique minimizer πε by the direct method
(tightness via Prokhorov; strict convexity ⇒ uniqueness).

(Gibbs/Scaling form) Lagrangian optimality under the affine marginal constraints π 7→ π(·,Rd) =
µ, π 7→ π(Rd, ·) = ν yields (via KKT for convex optimization in measures)

dπε
d(µ⊗ ν)

(x,y) = exp
(
− 1

ε
∥x− y∥2 + α(x) + β(y)− 1

)
= u(x)Kε(x,y) v(y),

for some measurable potentials α, β (absorbed into positive scalings u = eα−1, v = eβ). This is
exactly the Sinkhorn form stated in Proposition 3.4.

(Alternating Bregman projections) Enforcing the two marginal constraints is the iterative I-
projection onto two closed affine sets in the KL geometry, yielding the classical Sinkhorn updates

u(t+1)(x)
¯
=

1∫
Kε(x,y) v(t)(y) dν(y)

, v(t+1)(y) =
1∫

Kε(x,y)u(t+1)(x) dµ(x)
.

Standard theory of alternating Bregman projections (and, in discrete settings, contraction in
Hilbert’s projective metric) implies global convergence of (u(t), v(t)) to (uε, vε) with a geometric
rate; thus the iterates converge to πε = uεKεvε µ⊗ ν.

Part (2): Vanishing-regularization ε ↓ 0. We establish Γ-convergence of Jε to the
unregularized cost J0(π) =

∫
∥x − y∥2 dπ on the space of probability couplings with the weak

topology.
(Liminf inequality) Let πε ⇀ π weakly in Π(µ, ν). Then

lim inf
ε↓0

Jε(πε) = lim inf
ε↓0

[ ∫
∥x− y∥2 dπε + εKL(πε∥µ⊗ ν)

]
≥
∫
∥x− y∥2 dπ,

since the quadratic term is l.s.c. and the entropy term is nonnegative.
(Limsup inequality / recovery sequence) For any fixed feasible π̄ ∈ Π(µ, ν), define πε = π̄.

Then lim supε↓0 Jε(πε) =
∫
∥x− y∥2 dπ̄ = J0(π̄). Hence Jε

Γ−→ J0.
(Convergence of minima and minimizers) By Γ-convergence and equicoercivity (tightness

holds uniformly because all πε have fixed marginals with finite second moments), we get

lim
ε↓0

min
π∈Π(µ,ν)

Jε(π) = min
π∈Π(µ,ν)

J0(π) =W 2
2 (µ, ν),

and every sequence of minimizers (πεn) is relatively compact; any weak limit point π⋆ minimizes
J0, i.e., π⋆ is an optimal W2 coupling.

(Conclusion) Combining Part (1) and (2) gives existence/uniqueness and Sinkhorn conver-
gence for fixed ε, plus W 2

2,ε →W 2
2 and πε ⇀ π⋆ (along subsequences) as ε ↓ 0.

Page 72/114 Arthur Charpentier, 2025, L BY-NC 4.0



3.3 Wasserstein Geometry

Remark 3.3 (From plans to maps). For absolutely continuous µ, the barycentric projection of
πε defines an approximate transport map T ε(x) =

∫
ydπε(y | x), which converges (in appropriate

senses) to the Brenier map as ε ↓ 0 under regularity. This is handy for smooth approximations
of T in practice Peyré and Cuturi 2019.

Example 3.2 (Gaussian Sinkhorn). For µ = N (m1,Σ1), ν = N (m2,Σ2), the kernel K is
Gaussian; in discrete Gaussian mixtures, the scaling vectors (u, v) admit closed updates. As
ε→ 0, the plan concentrates near the affine Brenier graph y = T (x) from Example 3.2.

3.3.4 Wasserstein Barycenters

Let (πs)
k
s=1 be nonnegative weights summing to 1, and µs ∈ P2(Rd).

Definition 3.7 (Wasserstein barycenter). A barycenter is any minimizer

µ ∈ argmin
ν∈P2(Rd)

k∑
s=1

πsW
2
2 (µs, ν).

Theorem 3.3 (Existence and uniqueness). A barycenter exists whenever the µs have finite second
moments. If one µs0 is absolutely continuous, then the barycenter is unique.

Sketch of the Proof. Lower semicontinuity and tightness give existence. Strict convexity ofW 2
2 (µs0 , ·)

along generalized geodesics yields uniqueness Agueh and Carlier 2011; Villani 2009.

Proof. (i) Existence. We use the direct method of the calculus of variations on P2(Rd) endowed
with the W2 topology. First, F ≥ 0 so inf F > −∞. Let (νn) be a minimizing sequence:
F (νn) ↓ inf F .

Tightness / moment control. Fix any x0 ∈ Rd and some s. By the triangle inequality in W2,

W2(νn, δx0) ≤ W2(νn, µs) +W2(µs, δx0) ≤
( 1
√
πs

√
F (νn)

)
+ Cs,

where Cs := W2(µs, δx0) < ∞ since µs ∈ P2. Hence supn
∫
∥x − x0∥2 dνn(x) < ∞, so (νn)

has uniformly bounded second moments and is tight. By Prokhorov and the characterization
of relative compactness in P2, there exists a subsequence (not relabeled) and ν∞ ∈ P2 with
νn ⇀ ν∞ weakly and

∫
∥x∥2 dνn(x)→

∫
∥x∥2 dν∞(x).

Lower semicontinuity. For each fixed µs, the map ν 7→W 2
2 (µs, ν) is lower semicontinuous for

weak convergence together with convergence of second moments. Therefore,

F (ν∞) =
∑
s

πsW
2
2 (µs, ν∞) ≤ lim inf

n→∞

∑
s

πsW
2
2 (µs, νn) = lim inf

n→∞
F (νn) = inf

ν
F (ν),

so ν∞ is a minimizer. This proves existence.

(ii) Uniqueness if some µs0 is absolutely continuous. Let µs0 be absolutely continuous.
Consider any two distinct points ν0, ν1 ∈ P2 and the generalized displacement geodesic (νt)t∈[0,1]
built with base µs0 (McCann interpolation). Along this geodesic one has the strict convexity of
W 2

2 (µs0 , ·):

W 2
2 (µs0 , νt) ≤ (1− t)W 2

2 (µs0 , ν0) + tW 2
2 (µs0 , ν1)− t(1− t)W 2

2 (ν0, ν1),

with strict inequality for t ∈ (0, 1) whenever ν0 ̸= ν1. For s ̸= s0, W 2
2 (µs, ·) is convex (not

necessarily strict) along generalized geodesics. Therefore,

F (νt) =
∑
s ̸=s0

πsW
2
2 (µs, νt) + πs0 W

2
2 (µs0 , νt) < (1− t)F (ν0) + tF (ν1) for t ∈ (0, 1)

whenever ν0 ̸= ν1. Hence F is strictly convex along generalized geodesics, implying that F has
at most one minimizer. Combined with existence, the minimizer is unique.

This completes the proof.
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Proof. Step 1. Expression of the Wasserstein distance in one dimension. For any
α, β ∈ P2(R), the optimal transport plan between them is the monotone rearrangement coupling

π⋆ = (id, F−1β ◦ Fα)#α,

and the W 2
2 distance can be written as an L2 distance between their quantile functions:

W 2
2 (α, β) =

∫ 1

0
|F−1α (t)− F−1β (t)|2 dt.

This is a classical result from univariate optimal transport theory (see Villani 2009).
Step 2. Reformulation of the barycenter objective. For any ν ∈ P2(R),

k∑
s=1

πsW
2
2 (µs, ν) =

∫ 1

0

k∑
s=1

πs |F−1µs (t)− F−1ν (t)|2 dt.

Since integration and the finite sum commute, the problem decouples pointwise in t:

min
ν

k∑
s=1

πsW
2
2 (µs, ν) ⇐⇒ min

f :[0,1]→R

∫ 1

0

k∑
s=1

πs|F−1µs (t)− f(t)|2dt,

where f = F−1ν must be a nondecreasing function with
∫
f(t)2dt <∞.

Step 3. Pointwise minimization. For each fixed t ∈ (0, 1), consider the scalar convex
function

ϕt(a) =
k∑
s=1

πs |F−1µs (t)− a|2.

Its unique minimizer is obtained by setting ϕ′t(a) = 0, i.e.

0 =
k∑
s=1

πs 2(a− F−1µs (t)) =⇒ a =
k∑
s=1

πs F
−1
µs (t).

Thus, the minimizer of the integrand is f⋆(t) =
∑

s πsF
−1
µs (t).

Step 4. Monotonicity and existence of a valid measure. Each F−1µs is nonde-
creasing, and convex combinations preserve monotonicity. Hence f⋆ is nondecreasing and de-
fines a valid quantile function of some probability measure µ⋆ on R. Since

∫
|f⋆(t)|2dt ≤∑

s πs
∫
|F−1µs (t)|2dt <∞, we have µ⋆ ∈ P2(R).

Therefore µ⋆ with quantile function F−1µ⋆ (t) =
∑

s πsF
−1
µs (t) minimizes the objective.

Step 5. Associativity property. Let indices be partitioned into B disjoint blocks
I1, . . . , IB with weights wb =

∑
s∈Ib πs. Denote each block barycenter by µb, whose quantile

function satisfies
F−1µb

(t) =
1

wb

∑
s∈Ib

πsF
−1
µs (t).

Then the barycenter of the µb’s with weights (wb) has quantile

B∑
b=1

wbF
−1
µb

(t) =

B∑
b=1

∑
s∈Ib

πsF
−1
µs (t) =

k∑
s=1

πsF
−1
µs (t),

which equals F−1µ⋆ (t). Hence barycenters are associative in one dimension.
Conclusion. The Wasserstein barycenter on R is characterized by the pointwise weighted

average of quantile functions, and the operation is associative due to linearity of the quantile
representation.
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Proposition 3.5 (First-order optimality via maps). Assume µ is absolutely continuous and let
Ts : µ→ µs be Brenier maps. Then

k∑
s=1

πsTs(x) = x for µ-almost every x.

Sketch of the Proof. Consider the functional F (ν) =
∑

s πsW
2
2 (µs, ν). Using the Riemannian

structure of P2, the L2(µ) gradient of F at µ is
∑

s πs(Ts − id); stationarity gives the condition.
See Agueh and Carlier 2011; Villani 2009.

Theorem 3.4 (Gaussian barycenter). If µs = N (ms,Σs), then µ = N (m,Σ) with m =∑
s πsms, and Σ ≻ 0 solving

Σ =
k∑
s=1

πs
(
Σ
1/2

ΣsΣ
1/2)1/2

.

Sketch of the Proof. The objective decomposes into mean and covariance parts; means average
linearly. For covariances, reduce to minimizing a strictly convex function of SPD matrices under
the Bures–Wasserstein metric; the fixed-point equation is the Karcher mean condition in the
Bures metric Bhatia, Jain, and Lim 2019; Agueh and Carlier 2011; Peyré and Cuturi 2019.

Theorem 3.5 (Univariate quantile formula and associativity). If d = 1 with quantiles F−1µs , then

F−1µ (t) =

k∑
s=1

πsF
−1
µs (t), t ∈ (0, 1).

This implies an associativity property: barycentering by blocks and then barycentering the block-
barycenters gives the same result.

Proof. Left as exercise.�

Remark 3.4 (Multimarginal formulation). Equivalently, µ = b#γ
⋆ where γ⋆ solves a quadratic

multimarginal OT with barycentric map b(z1, . . . , zk) =
∑

s πszs. The first-order condition
matches Proposition 3.5 Agueh and Carlier 2011.

Example 3.3 (Gaussian illustration). For three Gaussians N (ms,Σs), plot ellipses (2D) and
show (i) the affine maps Ts from µ to each µs, and (ii) the fixed-point update Σ 7→

∑
s πs(Σ

1/2ΣsΣ
1/2)1/2

converging to Σ.

3.4 A Lower Bound on the Cost of Fairness

R(g) = E
[
(Y − g(X,S))2

]
, R⋆ = infg R(g), and E(G) = infg∈G R(g)−R⋆.

Theorem 3.6 (Lower bound; equality for PC classes). For any class G,

E(G) ≥ inf
g∈G

k∑
s=1

πsW
2
2

(
µs, νs(g)

)
.

If G is profile complete and each µs has a density, equality holds.

Proof. Step 1. Fréchet mean interpretation. In any metric space (M,d), the Fréchet
functional associated with points (xs) and weights (πs) is

Φ(x) :=

k∑
s=1

πs d
2(x, xs).
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Minimizers of Φ are called the Fréchet means. When M = (P2(Rd),W2) and d = W2, Φ
coincides with the barycenter functional F . Hence barycenters are precisely Fréchet means in
the Wasserstein space.

Step 2. Convexity of F . Let νt be the McCann geodesic between ν0 and ν1, induced
by an optimal coupling π between them: νt = ((1 − t)x + ty)#π. For any fixed µs, the map
ν 7→ W 2

2 (µs, ν) is convex along such generalized geodesics (see e.g. Ambrosio-Gigli-Savaré,
Gradient Flows, Thm. 7.3.2):

W 2
2 (µs, νt) ≤ (1− t)W 2

2 (µs, ν0) + tW 2
2 (µs, ν1)− t(1− t)W 2

2 (ν0, ν1).

Summing with weights πs yields

F (νt) ≤ (1−t)F (ν0)+tF (ν1)−t(1−t)W 2
2 (ν0, ν1)

k∑
s=1

πs = (1−t)F (ν0)+tF (ν1)−t(1−t)W 2
2 (ν0, ν1),

hence F is convex along McCann geodesics, and strictly convex if some µs0 is absolutely contin-
uous. Strict convexity ensures uniqueness of the minimizer (cf. Theorem ??).

Step 3. First-order optimality / gradient condition. Assume all µs and ν are
absolutely continuous so that optimal maps T νs exist. Define Es(ν) := 1

2W
2
2 (µs, ν), so that

F = 2
∑

s πsEs. The differential of Es on the Wasserstein manifold P2 is (see e.g. Otto calculus)

∇WEs(ν) = −(T νs − id),

where T νs is the optimal map from ν to µs. Therefore,

∇WF (ν) = −2
k∑
s=1

πs(T
ν
s − id).

At a stationary point µ⋆, the gradient vanishes, giving the fixed-point (Karcher) condition

k∑
s=1

πsT
µ⋆

s = id.

This generalizes the Euclidean barycenter equation
∑

s πs(x− xs) = 0 to the Wasserstein space.
Step 4. Conclusion. Combining convexity (Step 2) and the vanishing-gradient condi-

tion (Step 3) gives both existence and uniqueness (under absolute continuity), as well as the
interpretation of µ⋆ as the Fréchet mean of the measures (µs) in the metric space (P2,W2).

Remark 3.5. The identity R(g)−R⋆ = E
[
(g(X, S)− ηS(X))2

]
links excess risk to W 2

2 between
groupwise Bayes and predicted distributions.

3.4.1 Fairness and Conditional Distributions

Recall that the Bayes regressor is

ηs(x) := E[Y |X = x, S = s].

Let µs denote the conditional distribution of ηs(X) given S = s. For a regressor g, write νs(g)
for the conditional distribution of g(X, S) given S = s.

A fairness constraint typically requires that the conditional distributions νs(g) be similar
across s ∈ [k]. Thus, the variability of the random distribution µS (i.e., the distribution of Bayes
scores across groups) plays a central role in determining the cost of fairness.
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3.4.2 Main Result

Theorem 3.7 (Lower bound on the cost of fairness). Let G be a class of regressors. Then the
excess risk satisfies

E(G) ≥ inf
g∈G

k∑
s=1

πsW
2
2

(
µs, νs(g)

)
.

Moreover, if G is profile complete and µs has a density with respect to Lebesgue measure for each
s, then equality holds:

E(G) = inf
g∈G

k∑
s=1

πsW
2
2

(
µs, νs(g)

)
.

Sketch of Proof. The key identity is the Pythagoras decomposition

R(g)−R⋆ = E
[
|g(X, S)− ηS(X)|2

]
.

Conditioning on S = s, the joint law of
(
g(X, S), ηS(X)

)
is a coupling of νs(g) and µs. By

the definition of the 2-Wasserstein distance,

E
[
|g(X, S)− ηS(X)|2

∣∣S = s
]
≥W 2

2 (νs(g), µs).

Averaging over s yields the lower bound.
For equality, assume G is profile complete and µs has a density. Then there exist optimal

transport maps Ts from µs to νs(g), achieving the Wasserstein distance. Replacing g by h(x, s) :=
Ts(ηs(x)) yields the same fairness profile, hence h ∈ G. In this case, the inequality is tight, giving
the desired equality.

Detailed proof. Recall that the Bayes regressor is

ηs(x) := E[Y |X = x, S = s],

and that for any g : X × [k]→ R,

R(g)−R⋆ = E
[
|g(X, S)− ηS(X)|2

]
.

This follows from the Pythagoras decomposition:

E
∣∣Y − g(X,S)∣∣2 = E

∣∣Y − ηS(X)
∣∣2 + E

∣∣g(X,S)− ηS(X)
∣∣2.

Taking the infimum over g ∈ G gives

E(G) = inf
g∈G

E
[
|g(X, S)− ηS(X)|2

]
= inf

g∈G

k∑
s=1

πsE
[
|g(X, s)− ηs(X)|2

∣∣S = s
]
.

Now fix g. For each s, the conditional law of (g(X, S), ηS(X)) given S = s is a coupling of
νs(g) and µs. By the definition of the 2-Wasserstein distance,

E
[
|g(X, s)− ηs(X)|2

∣∣S = s
]
≥W 2

2 (νs(g), µs).

Therefore

R(g)−R⋆ ≥
k∑
s=1

πsW
2
2 (νs(g), µs),

and taking the infimum over g ∈ G yields the lower bound.
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Equality case. Suppose G is profile complete and each µs has a density. Then by optimal
transport theory there exists a measurable map Ts : R→ R transporting µs to νs(g) such that

Ts#µs = νs(g), W 2
2 (µs, νs(g)) = E

[
|Ts(ηs(X))− ηs(X)|2

∣∣S = s
]
.

Define
h(x, s) := Ts(ηs(x)).

Then for each s, the conditional law of h(X,S) given S = s is νs(g). Thus h and g have the
same fairness profile. By profile completeness, h ∈ G. Consequently,

E
[
|h(X,S)− ηS(X)|2

]
=

k∑
s=1

πsW
2
2 (µs, νs(g)).

Taking the infimum over g ∈ G shows

E(G) = inf
g∈G

k∑
s=1

πsW
2
2 (µs, νs(g)),

which establishes equality under the stated assumptions.

Thus, the cost of fairness for PC classes is precisely given by the minimal average squared
Wasserstein distance between the conditional Bayes distributions µs and the conditional distri-
butions induced by a fair predictor g.

3.4.3 Interpretation

Theorem 3.7 shows that fairness constraints inevitably require altering the conditional distribu-
tions µs. The Wasserstein distance quantifies the deviation: the closer νs(g) is to µs, the smaller
the increase in risk.

Remark 3.6. In the quadratic regression setting, excess risk coincides with the mean squared
distance between g(X,S) and ηS(X):

R(g)−R⋆ = E
[
|g(X, S)− ηS(X)|2

]
.

Thus, the fairness cost equals the Wasserstein distance between the distributions of the Bayes
regressor and the fair predictor.

Remark 3.7. In binary classification with Y ∈ {0, 1}, the same argument applies to classifiers
g : X × [k]→ {0, 1}. Here, the classification risk is

R(g) = P
(
Y ̸= g(X, S)

)
,

while the Bayes score is ηs(x) = P(Y = 1 | X = x, S = s). Although ηs(x) takes values in
[0, 1] rather than {0, 1}, the lower bound still provides insight into how much risk must increase
to achieve fairness.

This characterization highlights the central role of Wasserstein barycenters in constructing
optimal fair regressors, a topic developed in the next section.

3.5 Projection to DP-Fairness

We now specialize the lower bound to the case of demographic parity (DP) fairness. Recall that
DP requires the prediction g(X,S) to be independent of S.
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3.5.1 Achieving Fairness via Wasserstein Barycenters

Let G⊥⊥ denote the class of DP-fair regressors:

G⊥⊥ = {g : g(X, S) ⊥⊥ S}.

For such g, the fairness profile is constant:

νs(g) = ν(g) ∀s ∈ [k],

so the conditional distributions of predictions are identical across groups.
Applying Theorem 3.7, the excess risk becomes

E(G⊥⊥) = inf
g∈G⊥⊥

k∑
s=1

πsW
2
2 (µs, ν(g)).

Equivalently, we may minimize over all probability measures ν:

inf
ν

k∑
s=1

πsW
2
2 (µs, ν).

The solution ν̄ is the Wasserstein barycenter of the conditional distributions (µs)s∈[k] with
weights (πs). Thus, the optimal fair distribution of predictions is given by this barycenter.

3.5.2 Multimarginal Formulation

The barycenter problem admits a multimarginal formulation. Let Γ(µ1, . . . , µk) denote the set
of joint distributions on Rk with marginals µ1, . . . , µk. Define the barycenter map

b(z1, . . . , zk) :=
k∑
s=1

πszs.

Then,

inf
ν

k∑
s=1

πsW
2
2 (µs, ν) = min

γ∈Γ(µ1,...,µk)

k∑
s=1

πs

∫
|zs − b(z)|2dγ(z).

Any minimizer γ⋆ induces a barycenter distribution ν̄ = b#γ
⋆, i.e., the pushforward of γ⋆ by

b. Thus, the distribution ν̄ is the law of the optimal DP-fair regressor.

3.5.3 Projection of the Bayes Regressor

Recall that ηs(X) ∼ µs. Assume each µs has a density with respect to Lebesgue measure. Then
there exist optimal transport maps Ts pushing µs onto ν̄. Consequently, one can define a DP-fair
regressor

g⋆(x, s) = Ts
(
ηs(x)

)
.

More explicitly, if Fs denotes the CDF of µs and F−1t the quantile function of µt, then

g⋆(x, s) =
k∑
t=1

πtF
−1
t ◦ Fs

(
ηs(x)

)
.

Theorem 3.8 (Optimal DP-fair regressor). Assume each µs has a density on R. Then the
regressor

g⋆(x, s) =

k∑
t=1

πtF
−1
t ◦ Fs

(
ηs(x)

)
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is optimal among DP-fair regressors:

R(g⋆) = R(G⊥⊥).

Moreover, the cost of DP-fairness is

E(G⊥⊥) =
k∑
s=1

πsW
2
2

(
µs, ν̄

)
.

Proof. Let G⊥⊥ = {g : g(X, S) ⊥⊥ S}. By Theorem 3.10 with νs(g) ≡ ν(g) independent of s,

E(G⊥⊥) = inf
ν

k∑
s=1

πsW
2
2 (µs, ν),

whose minimizer is the W2-barycenter ν̄ of (µs, πs). If each µs has a density on R, there exist
monotone transports Ts pushing µs to ν̄. Define g⋆(x, s) := Ts

(
ηs(x)

)
. Then g⋆ ∈ G⊥⊥ with law

ν̄ and R(g⋆)−R⋆ =
∑

s πsW
2
2 (µs, ν̄) = E(G⊥⊥).

3.5.4 Interpretation

The construction can be summarized as follows:

1. The Bayes regressor ηs(x) provides the best predictions without fairness.

2. Group-conditional distributions µs of these predictions may differ.

3. Optimal fairness requires mapping each µs to the common barycenter ν̄.

4. The resulting regressor g⋆ has distribution ν̄ independent of S.

Thus, g⋆ is the projection of the Bayes regressor onto the DP-fair class. It preserves predictive
power as much as possible while enforcing independence between predictions and S.

3.6 Estimation of the Optimal Fair Regressor

The construction of the optimal DP-fair regressor g⋆ relies on quantities that are not directly ob-
servable: the Bayes regressors ηs(x), the conditional distributions µs, and the group proportions
(πs). In practice, these must be estimated from data.

Assume we observe i.i.d. samples

(Y1,X1, S1), . . . , (Yn,Xn, Sn)

from the joint distribution of (Y,X, S). We may also assume access to additional unlabeled pairs
(Xn+1, Sn+1), . . . , (Xn+m, Sn+m) on which we want to make fair predictions.

3.6.1 Algorithmic Procedure

Step 1: Estimate conditional regressors. For each group s ∈ [k], estimate the Bayes
regressor

ηs(x) = E[Y |X = x, S = s]

by some regression estimator η̂s(x) using labeled data. This can be parametric (linear, GLM) or
nonparametric.
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Step 2: Estimate conditional distributions. For each s ∈ [k], approximate the distribution
of η̂s(X) conditional on S = s by the empirical measure

µ̂s =
1

Ns

n+m∑
i=1

δη̂s(Xi)1{Si = s}, Ns = #{i : Si = s}.

Step 3: Estimate group proportions. Set

π̂s =
Ns

n+m
.

Step 4: Compute empirical barycenter. Solve the multimarginal barycenter problem with
empirical distributions:

min
γ∈Γ(µ̂1,...,µ̂k)

k∑
s=1

π̂s

∫
|ys − b̂(y)|2dγ(y1, . . . , yk),

where b̂(y1, . . . , yk) =
∑k

s=1 π̂sys. Let γ̂ be a solution.

Step 5: Construct fair predictions. For each group s, denote by γ̂(s) the conditional distri-
bution of γ̂ given its s-th coordinate. Then, for an input (x, s) with η̂s(x), sample Z ∼ γ̂(s)(η̂s(x))
and output the prediction

ĝ(x, s) = b̂(Z).

3.6.2 Consistency

Theorem 3.9 (Consistency of fair estimator). Assume that for each s ∈ [k], the estimator η̂s is
bounded, L2-consistent for ηs, and uniformly Lipschitz. If the barycenter distribution ν̄ is unique,
then

W2

(
L(ĝ(X, S)), ν̄

)
→ 0, as n→∞,

almost surely.

Proof. Assume η̂s → ηs in L2, uniformly bounded and uniformly Lipschitz. Then L(η̂s(X) | S =
s) ⇒ µs and converges in W2 by boundedness. Hence empirical µ̂s → µs in W2. Stability of
Wasserstein barycenters in dimension 1 implies ˆ̄ν → ν̄ in W2. The estimated transport/selection
step (multimarginal projection) yields L(ĝ(X, S)) → ν̄ in W2; thus W2

(
L(ĝ(X, S)), ν̄

)
→ 0

a.s.

Thus, the empirical fair regressor ĝ converges in distribution to the optimal fair regressor g⋆.

3.6.3 Simplified Plug-in Estimator

A simpler alternative exploits quantile functions. Recall that the optimal regressor takes the
form

g⋆(x, s) =

k∑
t=1

πtF
−1
t ◦ Fs

(
ηs(x)

)
.

Using plug-in estimates F̂s for CDFs and F̂−1t for quantile functions, one may define

ĝ(x, s) =

k∑
t=1

π̂tF̂
−1
t ◦ F̂s

(
η̂s(x)

)
.

This construction provides a computationally straightforward approximation of the projection-
to-fairness procedure.
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3.6.4 Approximate (ε) Fairness

Definition 3.8 (Barycentric unfairness (Strong DP gap)).

U(f) := min
ν

∑
s∈S

psW
2
2 (νf |S=s, ν),

where νf |S=s denotes the conditional distribution of f(Z) given S = s.

Proposition 3.6. U(f) = 0 if and only if f(Z) ⊥⊥ S (i.e., f satisfies strong demographic parity).

Proof. Let us write νs := νf |S=s for simplicity.

(⇐) If f(Z) ⊥⊥ S, then all conditional distributions coincide, i.e. νs = ν0 for all s ∈ S.
Choosing ν = ν0 yields

U(f) ≤
∑
s∈S

psW
2
2 (νs, ν0) = 0,

and hence U(f) = 0.

(⇒) Conversely, suppose that U(f) = 0. By definition of the minimum (or infimum), there
exists a sequence (νn)n≥1 ⊂ P2(Rd) such that∑

s∈S
psW

2
2 (νs, ν

n) −−−→
n→∞

0.

Since each ps > 0, this implies that W2(νs, ν
n) → 0 for all s ∈ S. Fix some s0 ∈ S. By the

triangle inequality for the Wasserstein distance,

W2(νs, νs0) ≤W2(νs, ν
n) +W2(ν

n, νs0) −−−→n→∞
0.

Hence W2(νs, νs0) = 0, which implies νs = νs0 for all s, since W2(µ, ν) = 0 if and only if µ = ν.
Therefore, all conditional laws νs are identical, i.e. f(Z) ⊥⊥ S.

U(f) = 0 could be (extremely) strong.

Definition 3.9 (ε-relative improvement (RI)). For per-attribute unfairness metrics U(f), f is
ε-RI fair if U(f) ≤ ε · U(f⋆) where f⋆ is Bayes optimal model.

3.7 Fair Regression with Multiple Sensitive Attributes

Let (X, S, Y ) ∼ P, where X ∈ X ⊂ Rd, S = (S1, . . . , Sr) with Si ∈ [Ki], and Y ∈ R. For a
predictor f : X × S → R, denote by νf |s the distribution of f(X, S) conditional on S = s, and
by ps = P(S = s) the subgroup weights. Write V for probability measures on R. This section is
based on Hu, Ratz, and Charpentier 2024.

3.7.1 Mathematical Background: Multiple Sensitive Attributes via W2 Barycenters

Let S = (S1, . . . , Sr), and for each subgroup s ∈ S let νf |s be the law of f(X, S) conditional on
S = s, with weights ps = P (S = s).

Theorem 3.10 (SSA projection-to-fairness). Let f⋆(x, s) = E[Y | X = x, S = s] and ν⋆s :=
L(f⋆(X, S) | S = s). The optimal DP-fair predictor is obtained by transporting each ν⋆s to the
weighted W2-barycenter ν = Bar

(
(ps, ν

⋆
s )s∈S

)
, which minimizes R(f) over {f : U(f) = 0}.

Proof. Identical to Theorem 3.13 with a single sensitive attribute: exact DP enforces a common
prediction law ν. Minimizing R(f) under νf |s ≡ ν reduces to minν

∑
s psW

2
2 (ν

⋆
s , ν), whose

minimizer is the barycenter; transports realize the projection.
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Proposition 3.7 (Associativity in dimension 1). Partition {(ps, νs)} into blocks Bi with block
weights p̃i =

∑
(ps,νs)∈Bi ps. In dimension 1,

Bar
(
(ps, νs)s

)
= Bar

(
(p̃i,Bar({(ps/p̃i, νs)}(ps,νs)∈Bi))

r
i=1

)
.

Proof. In one dimension,W2-barycenters admit the quantile formula: F−1Bar((wj ,νj))
(u) =

∑
j wjF

−1
νj (u).

Writing the global list as blocks and applying linearity shows that barycentering by blocks and
then across blocks recovers the same quantile function; order does not matter.

Theorem 3.11 (MSA projection equals global barycenter). For S = (S1, . . . , Sr), the Strong-DP
projection is the global barycenter ν of {ν⋆s}s∈S with weights (ps); it can be constructed sequentially
along S1, . . . , Sr in any order (univariate case).

Proof. Global Strong-DP requires one common marginal law across all intersections s ∈ S.
Thus, as in SSA, the feasible set is characterized by a single ν, and minimizing risk reduces
to minν

∑
s∈S psW

2
2 (ν

⋆
s , ν), solved by the global barycenter. By Proposition 3.7 (associativity),

sequential barycentering along S1, . . . , Sr equals the global solution.

Definition 3.10 (ε-relative improvement (RI)). For per-attribute unfairness metrics Ui(f), f
is ε-RI fair if Ui(f) ≤ εiUi(f⋆)for all i = 1, . . . , r, εi ∈ [0, 1].

Theorem 3.12 (Sequential ε-projection (univariate)). There exist geodesic interpolation op-
erators µ(εi)Si

in W2 such that the law ν
(ε)
B =

(
µ
(ε1)
S1
◦ · · · ◦ µ(εr)Sr

)
(ν⋆) is order-agnostic and the

corresponding predictor minimizes R(f) subject to the ε-RI constraints.

Proof. In dimension 1, (P2(R),W2) is geodesic with geodesics given by linear interpolation of
quantiles: F−1νt = (1 − t)F−1ν0 + tF−1ν1 . For each attribute Si, let Bari be its block barycenter;
interpolating quantiles toward Bari by a factor chosen to achieve the prescribed relative improve-
ment on Ui defines an operator µ(εi)Si

. By linearity, composition across attributes is order-agnostic
(Proposition 3.7) and yields the unique law meeting all per-attribute constraints while minimizing
R(f) (same projection argument as the exact case).

Remark 3.8 (Quantile formulas (univariate)). With conditional quantiles F−1f⋆|s, fB(x, s) =∑
t∈S ptF

−1
f⋆|t
(
Ff⋆|s(f

⋆(x, s))
)

realizes the DP projection; ε-projections are obtained by linear in-
terpolation of quantiles toward block barycenters.

3.7.2 Single sensitive attribute (SSA): projection-to-fairness

Theorem 3.13 (Optimal SSA fair regressor). Let S ∈ [K] and f⋆(x, s) = E[Y | X = x, S = s]
be the Bayes regressor. Define νfB := Bar

(
(ps, νf⋆|s)s∈[K]

)
. Then fB with law νfB is an optimal

DP-fair predictor:

fB ∈ argmin
f
{R(f) : U(f) = 0}, R(f) := E

[
(Y − f(X, S))2

]
.

Moreover, fB admits a quantile-matching form via groupwise transports.

Sketch of the Proof. Projection-to-fairness (DP) reduces the optimal fair risk to a barycenter
problem over {νf⋆|s}s, equivalently to a multi-marginal optimal transport with barycenter map
b(z) =

∑
s pszs, yielding νfB = b#γ

⋆. In dimension 1, fB can be realized by monotone quantile
maps from νf⋆|s to νfB .
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3.7.3 Multiple sensitive attributes (MSA): associativity and sequential fairness

Let S = (S1, . . . , Sr) with Si ∈ [Ki]. Consider the collection of subgroup laws {νf⋆|s}s∈S and
weights {ps}s∈S .

Proposition 3.8 (Associativity of univariate W2-barycenter). Partition the subgroups into r
blocks Bi = {(wi,k, νi,k)}Ki

k=1 with block-weights w̃i =
∑

k wi,k. Then

Bar
(
{(wi,k, νi,k)}i,k

)
= Bar

(
(w̃i,Bar({(wi,k/w̃i, νi,k)}k))ri=1

)
.

Hence, in dimension 1, the global barycenter equals the barycenter of block-barycenters (order-
agnostic).

Theorem 3.14 (MSA fair projection equals global barycenter). Let νfB be the W2-barycenter
of {νf⋆|s}s∈S with weights (ps). Then any predictor f with law νfB is globally MSA-fair (Strong
DP across all intersections) and minimizes risk among exactly fair predictors:

fB ∈ argmin
f
{R(f) : U(f) = 0}, U(f) = 0 ⇐⇒ f(X, S) ⊥⊥ S.

Moreover, fB can be constructed sequentially by barycentering along attributes S1, . . . , Sr in any
order.

Idea. Exact DP requires a single marginal law for f(X, S) across all s. Minimizing risk under
this independence constraint yields the barycenter of (νf⋆|s)s (SSA logic lifted to the product-
partition). Associativity in dimension 1 ensures a sequential construction equals the global
projection.

3.7.4 Approximate MSA fairness and RI constraints

Let ε = (ε1, . . . , εr) ∈ [0, 1]r and let Ui(f) denote the unfairness along attribute Si (e.g., via its
blockwise barycentric deviation). We call f ε-RI fair if

Ui(f) ≤ εiUi(f⋆) ∀i = 1, . . . , r. (7)

This expresses a per-attribute relative improvement (RI) toward DP.

Theorem 3.15 (Sequential ε-projection). In dimension 1, there exist ε-barycenter operators
µ
(εi)
Si

(geodesic interpolations in the W2 space) such that the law

ν
f
(ε)
B

=
(
µ
(ε1)
S1
◦ · · · ◦ µ(εr)Sr

)(
νf⋆
)

is independent of the order of (S1, . . . , Sr) and the corresponding predictor f (ε)B satisfies (7).
Moreover, f (ε)B minimizes R(f) subject to (7).

Sketch of the Proof. In dimension 1, W2 is a geodesic space, and geodesics are given by linear
interpolation of quantile functions; hence one can interpolate each block toward its barycenter
to achieve any fixed proportional reduction of its barycentric gap. By associativity, composing
these per-attribute interpolations is order-agnostic, yielding the unique ε-projected law and the
risk-minimizer under (7).
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3.7.5 Characterizations and diagnostics

Proposition 3.9 (Quantile characterization). In dimension 1, if F−1f⋆|s denote the conditional
quantiles of f⋆, the global MSA fair projection admits

fB(x, s) =
∑
t∈S

ptF
−1
f⋆|t
(
Ff⋆|s(f

⋆(x, s))
)
,

and analogously for f (ε)B using quantile geodesics toward the block barycenters.

Proof. By definition of W2 in dimension 1, the optimal transport from ν⋆s to the barycenter has
the quantile form Ts = F−1Bar ◦ Fν⋆s . Applying this to the Bayes output f⋆(x, s) gives fB(x, s) =
Ts
(
f⋆(x, s)

)
=
∑

t ptF
−1
ν⋆t

(
Fν⋆s (f

⋆(x, s))
)
. For ε-projections replace Bar by intermediate block

geodesics.

Theorem 3.16 (Goodness-of-fit and group fit). Define the group-weighted R2,

GWR2(f) :=
∑
s∈S

ps

(
1− Var(Y − f(X, s) | S = s)

Var(Y | S = s)

)
.

Discrepancies between GWR2(f) and the global R2(f) expose group-specific mismatch; in prac-
tice, monitoring both metrics is necessary to detect underfitting on subgroups when enforcing
MSA fairness.

Sketch of the Proof. By the bias-variance decomposition within each subgroup, Var(Y −f(X, s) |
S = s) = Var(Y | S = s) − 2Cov(Y, f | S = s) + Var(f | S = s). Averaging with weights ps
yields GWR2(f). If global R2 is high but GWR2 is low, some subgroups suffer excess error
(systematic underfit); the converse reveals overfit heterogeneity. The metric equivalence follows
from standard variance identities.

3.7.6 Discussion and links to prior work

The MSA framework lifts projection-to-fairness from SSA to intersectional groups by using multi-
marginal W2 barycenters and associativity in dimension 1 (sequential fairness), yielding closed-
form quantile mappings and order-agnostic procedures with strong interpretability. Related
constructions, including quantile-based transports and dimension 1 barycenter formulas, are
classical in optimal transport and provide constructive implementations in practice.

3.8 Fair Regression in the Unawareness Setting

We now study fairness under the unawareness regime, where the sensitive attribute S is not
available at prediction time. This problem was recently studied by Taturyan, Chzhen, and
Hebiri (NeurIPS 2024).

3.8.1 Setup

Let (X, S, Y ) ∼ P, with X ∈ Rd, S ∈ [K], and Y ∈ R. We assume |Y | ≤ B almost surely.

Regression function.
η(x) := E[Y |X = x].

Group proportions.
ps := P(S = s), s ∈ [K].
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Posterior of S.

τ(x) := (τ1(x), . . . , τK(x)), τs(x) := P(S = s |X = x).

Predictors. A predictor is a stochastic kernel

π : B(R)× Rd → [0, 1],

so that for each x, π(· | x) is a probability measure on R. Predictions are denoted Ŷπ with
Law(Ŷπ |X = x) = π(· | x).

Risk.
R(π) := E

[
(Ŷπ − η(X))2

]
.

Fairness. We enforce demographic parity in the sense

Ŷπ ⊥⊥ S.

3.8.2 Discretization and Relaxed Fairness

To make the problem computationally tractable, we restrict outputs to a finite grid

ŶL =
{
−B,−B +

2B

L
, . . . , B

}
.

Definition 3.11 (Fairness violation). For each group s and grid value y ∈ ŶL, define

Us(π, y) :=
∣∣E[π(y | X) | S = s]− E[π(y | X)]

∣∣.
Given tolerance vector ε = (ε1, . . . , εK), π is ε-fair if Us(π, y) ≤ εs for all s, y.

3.8.3 Entropic Regularization and Duality

We now regularize the fairness-constrained problem by adding an entropy term.

Proposition 3.10 (Entropic regularized objective). For β > 0, define

Rβ(π) := R(π) +
1

β
E
[
Ψ(π(· |X))

]
, where Ψ(µ) :=

∑
y∈ŶL

µ(y) logµ(y).

The optimization
min
π

{
Rβ(π) : Us(π, y) ≤ εs, ∀s, y

}
is convex and admits a saddle-point dual formulation with explicit gradients.

Proof. The set of stochastic kernels with finite support ŶL is convex.

π 7→ R(π) = E

[(∑
y

yπ(y |X)− η(X)
)2]

is convex (quadratic in π). Ψ is strictly convex; thus Rβ is convex. The constraints Us(π, y) ≤ εs
are linear in π since Us involves expectations of π(y |X). Hence the problem is convex and, by
standard Lagrangian theory, admits a saddle-point dual with multipliers (Λ, V ) ≥ 0.
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Theorem 3.17 (Dual gradient structure). Let (Λ, V ) ≥ 0 denote dual multipliers. Then the
dual function F (Λ, V ) satisfies

∇λℓsF (Λ, V ) = E
[
πΛ,V (ℓ |X)ts(X)

]
+ εs,

∇νℓsF (Λ, V ) = −E
[
πΛ,V (ℓ |X)ts(X)

]
+ εs,

where ts(x) = (1− τs(x))/ps, and πΛ,V is a softmax distribution induced by (Λ, V ).

Proof. Form the Lagrangian

L(π,Λ, V ) = Rβ(π) +
∑
s,ℓ

λℓs

(
E[π(ℓ |X)ts(X)] + εs

)
+
∑
s,ℓ

νℓs

(
− E[π(ℓ |X)ts(X)] + εs

)
,

with ts(x) = (1− τs(x))/ps. Minimizing L over π yields the softmax form

πΛ,V (ℓ |X) ∝ exp(−β(ℓ− η(X))2 + β
∑
s

(λℓs − νℓs) ts(X))

The dual is F (Λ, V ) = infπ L(π,Λ, V ). Envelope theorem gives

∇λℓsF (Λ, V ) = E[πΛ,V (ℓ |X)ts(X)] + εs and ∇νℓsF (Λ, V ) = −E[πΛ,V (ℓ |X)ts(X)] + εs.

3.8.4 Stochastic Algorithm

Proposition 3.11 (Stochastic post-processing). The fair predictor can be estimated via the
following procedure:

1. Estimate η and τ from labeled data.

2. Construct grid ŶL with L ≈
√
T , where T is the number of unlabeled samples.

3. Optimize F (Λ, V ) using stochastic gradient descent with unlabeled X’s.

4. Return the predictor πT := πΛ̂,V̂ .

Proof. The gradients in Theorem 3.17 are expectations w.r.t. the marginal of X only. Hence
unbiased stochastic gradients are available from i.i.d. unlabeled X. Projected SGD on (Λ, V ) ≥ 0
thus yields an implementable procedure using only unlabeled covariates.

3.8.5 Statistical Guarantees

Theorem 3.18 (Convergence rates). Let πT be the predictor after T iterations. Under mild
regularity assumptions,

E

 K∑
s=1

∑
y∈ŶL

(
Us(πT , y)− εs

)2
+

1/2

≤ Õ
(

σ√
T

)
,

R(πT )−R⋆ε ≤ Õ
(

1√
T

)
,

where σ2 = 2
∑K

s=1(1− ps)/ps and R⋆ε is the minimal ε-fair risk.
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Sketch of the Proof. Under bounded variance of stochastic gradients and standard step-size sched-
ules, projected SGD on a convex Lipschitz dual objective gives E∥∇F (ΛT , VT )∥ ≤ Õ(1/

√
T ). By

convex duality and complementary slackness, primal feasibility violation aggregates as
(∑

s,ℓ(Us(πT , ℓ)−

εs)
2
+

)1/2
≤ Õ(σ/

√
T ), and the primal suboptimality bound R(πT )−R⋆ε ≤ Õ(1/

√
T ) follows from

a standard primal-dual gap argument, with σ2 = 2
∑

s(1− ps)/ps coming from variance control
of the importance-weighted terms ts(X).

Thus, even without S at prediction time, one can construct an ε-fair predictor by post-
processing an unconstrained regressor, using only estimates of τ(x). The entropic regularization
ensures tractability and convexity, while stochastic optimization permits efficient implementation
with unlabeled data.

3.9 A Causal Interpretation

Fairness constraints and optimal transport methods can be interpreted through the lens of causal
inference. In particular, optimal transport between conditional distributions corresponds to
counterfactual mappings between distinct worlds (for instance, between treatment groups in
a causal model or between sensitive-attribute groups in fairness analysis). This view unifies
transport-based fairness with Pearl’s structural causal models as in Pearl 2009.

Definition 3.12 (Counterfactual Map). Let (X, A) denote features and a binary treatment or
sensitive attribute, and let νX|A=a be the distribution of X conditional on A = a. A counterfac-
tual map Ca′←a transports νX|A=a to νX|A=a′ so that

νX|A=a′ = (Ca′←a)#νX|A=a,

that is, Ca′←a pushes the factual distribution onto the counterfactual one.

Under mild identifiability conditions, these maps arise naturally from structural causal models
(SCMs). If X = gA(U) for an invertible generative mechanism depending on a latent noise
U , then Ca′←a = ga′ ◦ g−1a defines a deterministic coupling between the two interventional
distributions νX|A=a and νX|A=a′ . This construction formalizes the idea of linking individuals
across parallel worlds through a shared latent exogenous variable.

Proposition 3.12 (Algebraic Properties of Counterfactual Maps). Under an SCM with unique
solvability and injective subsolution maps, define for a, a′ ∈ A the counterfactual map

Ca′←a := ga′ ◦ g−1a ,

where X = ga(U) is the (invertible) structural mechanism under intervention A = a. Then

Ca←a = Id, Ca′′←a = Ca′′←a′ ◦ Ca′←a,
(
Ca′←a

)−1
= Ca←a′ .

Moreover, Ca′←a transports νX|A=a to νX|A=a′, i.e. (Ca′←a)#νX|A=a = νX|A=a′ .

Proof. Setup and well-definedness. By unique solvability, for each a there exists a measurable
map ga and latent U (with distribution independent of a) such that X = ga(U) under A = a.
Injectivity of the subsolution map ga ensures g−1a exists (on its image) and is measurable. Define
the counterfactual transport Ca′←a := ga′ ◦ g−1a , mapping factual realizations under a onto the
corresponding counterfactual realizations under a′.

Pushforward property. Let X = ga(U) and X ′ = ga′(U). For any Borel set B ⊂ Rd,

νX|A=a′(B) = P
(
ga′(U) ∈ B

)
= P

(
ga′◦ g−1a (X) ∈ B

)
=
(
Ca′←a

)
#
νX|A=a(B),
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so Ca′←a indeed pushes νX|A=a to νX|A=a′ .
Identity.

Ca←a = ga ◦ g−1a = Id.

Composition (path independence). For any a, a′, a′′,

Ca′′←a′ ◦ Ca′←a =
(
ga′′ ◦ g−1a′

)
◦
(
ga′ ◦ g−1a

)
= ga′′ ◦ g−1a = Ca′′←a.

Inverse. Since ga and ga′ are injective on their images,(
Ca′←a

)−1
=
(
ga′ ◦ g−1a

)−1
= ga ◦ g−1a′ = Ca←a′ .

Conclusion. Identity, composition, and invertibility all follow from the definition Ca′←a =
ga′ ◦ g−1a and the injectivity/unique solvability of the SCM mechanisms. This establishes the
stated algebraic properties and the pushforward relation.

These properties ensure path independence and invertibility, aligning counterfactual transport
with the algebraic structure of reference-based maps. By contrast, the optimal-transport (OT)
map between νX|A=a and νX|A=a′ does not, in general, satisfy path independence, making it
inconsistent with SCM-based causal semantics unless further monotonicity constraints are met.

Causal Compatibility. Under acyclic SCMs, the subsolution maps ga are lower-triangular
(following the causal order), hence the counterfactual maps Ca′←a inherit a triangular structure
identical to the Knothe-Rosenblatt rearrangement. Therefore, deterministic counterfactuals co-
incide with structured transport maps when the causal graph imposes a topological ordering on
variables.

Theorem 3.19 (Causal–Transport Equivalence). Let M be an acyclic SCM with invertible
noise mechanisms and interventional marginals {νX |A=a}a∈A admitting densities. Then, for
all a, a′ ∈ A, the counterfactual map Ca′←a equals the Knothe–Rosenblatt (KR) transport from
νX |A=a to νX |A=a′.

Proof. Setup and notation. Let X = (X1, . . . , Xd) be ordered according to a topological
order of the DAG. By unique solvability with invertible noises, there exist measurable functions
{gj}dj=1 and exogenous noises U = (U1, . . . , Ud), mutually independent and independent of A,
such that under intervention A = a

X1 = g1(a, U1), X2 = g2(a,X1, U2), . . . , Xj = gj
(
a,X<j , Uj

)
, . . . , Xd = gd

(
a,X<d, Ud

)
.

Denote ga : U 7→ X the triangular mechanism under A = a; invertibility in each Uj implies ga
is injective and triangular, hence admits a measurable inverse on its image. The counterfactual
map is Ca′←a = ga′ ◦ g−1a , which pushes νX |A=a to νX |A=a′ by construction.

Claim. Ca′←a coincides a.s. with the (triangular, monotone) KR transport from νX |A=a to
νX |A=a′ .

Step 1: First coordinate (marginal transport). Fix a, a′. Because X1 = g1(a, U1) with
invertible noise in U1 and both marginals admit densities, U1 is almost surely a strictly increasing
transform of X1 (the usual quantile uniformization): U1 = FX1|A=a(X1), and X ′1 := g1(a

′, U1)

satisfies FX1|A=a′(X
′
1) = U1 = FX1|A=a(X1). Hence x1 7→ x′1 = C

(1)
a′←a(x1) is the monotone

rearrangement (KR map at level j = 1) transporting νX1|A=a to νX1|A=a′ .
Step 2: Inductive step for conditional coordinates. Assume for some j ≥ 2 that for all

i < j we have constructed x′i = C
(i)
a′←a(x≤i) so that (X ′1, . . . , X ′j−1) has the law of (X1, . . . , Xj−1)
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under A = a′. Write Uj = hj(a,X<j , Xj) for the measurable inverse in Uj (existence follows
from invertibility of the Uj-subsolution map). Define

X ′j := gj
(
a′, X ′<j , Uj

)
= gj

(
a′, X ′<j , hj(a,X<j , Xj)

)
= : C

(j)
a′←a

(
X≤j

)
.

Condition on X<j = x<j and X ′<j = x′<j . Because Uj is independent of A and U<j and the model
is acyclic/triangular, Uj has the same conditional distribution under both A = a and A = a′

given the respective parents. Therefore, the map xj 7→ x′j = C
(j)
a′←a(x≤j) is the (a.s. unique)

monotone rearrangement between the conditional laws νXj |X<j=x<j , A=a and νXj |X′
<j=x

′
<j , A=a

′ .

Step 3: Identification with the KR rearrangement. Steps 1–2 build a triangular map

Ca′←a(x1, . . . , xd) =
(
C

(1)
a′←a(x1), C

(2)
a′←a(x1, x2), . . . , C

(d)
a′←a(x1, . . . , xd)

)
such that, for each j, the j-th component is the monotone rearrangement from the conditional law
of Xj given its predecessors under A = a to the corresponding conditional law under A = a′. This
is exactly the defining property of the Knothe–Rosenblatt transport from νX |A=a to νX |A=a′
along the chosen order. Since KR is a.s. unique among triangular, componentwise-monotone
transports matching all such conditionals, we conclude Ca′←a = KR(νX |A=a→ νX |A=a′).

Step 4: Pushforward and conclusion. Because Ca′←a = ga′ ◦g−1a by definition, it pushes
νX |A=a to νX |A=a′ ; by Step 3, this pushforward equals the KR pushforward, hence the two
maps coincide νX |A=a-a.s. This proves the theorem.

This equivalence formally connects causal counterfactual reasoning and optimal transport
geometry. It suggests that fairness constraints based on conditional transports (e.g., equalized
outcomes across sensitive groups) correspond to enforcing consistency between factual and coun-
terfactual mappings implied by an underlying causal graph.

3.10 Optimal Transport for Counterfactuals and DAGs

Causal models frequently rely on a directed acyclic graph (DAG) to encode dependencies among
treatment A, mediators X = (X1, . . . , Xd), and outcomes Y . Recent developments such as the
CaMeLOT framework (Causal Mediation Leveraging Optimal Transport, Fernandes Machado
et al. 2026) exploit the structure of the DAG to build counterfactuals through sequential or
conditional transport. This section presents the mathematical formulation linking DAGs, causal
mediation, and optimal transport.

Setup. Consider the canonical causal chain A → X → Y . For each unit, let x(a) and y(a)
denote the potential mediator and outcome values under treatment A = a. The total causal
effect decomposes into a direct and an indirect effect:

τ =
(
µ1(x(1))− µ0(x(1))

)
+
(
µ0(x(1))− µ0(x(0))

)
,

where µa(x) = E[Y |A = a,X = x].
Transport-based counterfactuals replace unobservable x(a′) by their transported versions

Ta′←a(x(a)), obtained via optimal or sequential transport between the mediator distributions
νX|A=a and νX|A=a′ . Individual-level effects are then estimated as

ζi(a) = µ1(T1←a(xi))− µ0(T1←a(xi)), δi(a) = µa(T1←a(xi))− µa(xi).

Page 90/114 Arthur Charpentier, 2025, L BY-NC 4.0



3.10 Optimal Transport for Counterfactuals and DAGs

Sequential (Conditional) Transport. Let the mediators follow a DAG G with parent sets
pa(Xj) ⊂ {A,X1, . . . , Xj−1}. Sequential transport constructs the counterfactual vector x′ recur-
sively as

x′j = Q1|pa(Xj)◦ F0|pa(Xj)(xj),

where Fa|pa(Xj) and Qa|pa(Xj) denote the conditional distribution and quantile functions of Xj

given its parents under treatment a. This conditional transport respects the causal order and
yields a deterministic map T (G)

1←0 consistent with the DAG.

Proposition 3.13 (Consistency with the Causal Graph). Let G be a DAG on mediators X =
(X1, . . . , Xd) with parent sets pa(Xj) ⊂ {A,X1, . . . , Xj−1} in a topological order. Assume the
conditional laws νXj |A=a,pa(Xj) admit densities (absolute continuity) for a ∈ {0, 1}. Define the

sequential (conditional) transport T (G)
1←0 recursively by

x′j = Q1|pa(Xj)

(
F0|pa(Xj)(xj | xpa(Xj))

∣∣x′pa(Xj)

)
, j = 1, . . . , d,

where Fa|pa(Xj) and Qa|pa(Xj) denote the conditional CDF and conditional quantile of Xj given

its parents under treatment A = a. Then T
(G)
1←0 preserves the DAG factorization and transports

νX|A=0 to νX|A=1:

(
T
(G)
1←0

)
#
νX|A=0 = νX|A=1, where νX|A=a =

d∏
j=1

νXj |A=a,pa(Xj).

Moreover, T (G)
1←0 is bijective (a.e.) along the edges of G.

Proof. Step 1 (Base case, first node in topological order). Let Xj1 be a source node
(no parents besides A). By absolute continuity, Fa(x) := FXj1

|A=a(x) is continuous and strictly
increasing on the support. Define x′j1 = Q1

(
F0(xj1)

)
, i.e. the monotone rearrangement from

νXj1
|A=0 to νXj1

|A=1. Then

P
(
x′j1 ≤ t

)
= P(F0(Xj1) ≤ F1(t)) = F1(t),

so x′j1 ∼ νXj1
|A=1. This initializes the recursion consistently with the DAG order. (Construction

as in the course: x′j = Q1|pa(Xj) ◦ F0|pa(Xj)(·) .)
Step 2 (Inductive step for a general node). Fix j and assume that for all i < j we have

constructed (X
′,...,X′

j−1)

1 such that

(X ′1, . . . , X
′
j−1)

d
= (X1, . . . , Xj−1) | A = 1,

and the mapping respects the already-established parent sets. Condition on the (transported)
parent values x′pa(Xj)

and the corresponding original parent values xpa(Xj) linked by the inductive
hypothesis. Define

X ′j := Q1|pa(Xj)

(
Uj
∣∣x′pa(Xj)

)
, where Uj := F0|pa(Xj)

(
Xj

∣∣xpa(Xj)

)
.

By construction of Uj , we have Uj | Xpa(Xj) = xpa(Xj) ∼ Unif(0, 1); hence, given x′pa(Xj)
,

X ′j | X ′pa(Xj)
= x′pa(Xj)

L
= Q1|pa(Xj)(U) ∼ νXj |A=1,pa(Xj)=x′pa(Xj)

.

Therefore, the conditional law of X ′j given its transported parents equals the target conditional
law under A = 1.
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3.10 Optimal Transport for Counterfactuals and DAGs

Step 3 (Preservation of the DAG factorization). By the chain rule,

νX′|A=1(dx
′
1, . . . , dx

′
d) =

d∏
j=1

νX′
j |X

′
pa(Xj)

,A=1(dx
′
j | x′pa(Xj)

).

Steps 1-2 show that each factor equals the target conditional νXj |A=1,pa(Xj), hence

νX′|A=1 =
d∏
j=1

νXj |A=1,pa(Xj),

i.e. the joint factorization induced by G is preserved by T (G)
1←0. This establishes

(
T
(G)
1←0

)
#
νX|A=0 =

νX|A=1 and the stated factorization.
Step 4 (Bijectivity along the graph). For each j, the map

xj 7−→ x′j = Q1|pa(Xj)

(
F0|pa(Xj)(xj | xpa(Xj))

∣∣x′pa(Xj)

)
is (a.s.) strictly increasing in xj whenever the conditionals admit densities; thus, given the
(already transported) parents, it is invertible with inverse

xj = Q0|pa(Xj)

(
F1|pa(Xj)(x

′
j | x′pa(Xj)

)
∣∣xpa(Xj)

)
.

By recursion in the topological order, we obtain an a.e. bijection between νX|A=0 and νX|A=1

composed along the edges of G. Hence T (G)
1←0 is bijective (a.e.) and respects the causal order.

(Exactly the property highlighted in the proposition.)
Conclusion. The recursive conditional-quantile construction yields a triangular (order-

respecting) transport that (i) matches each conditional law nodewise, (ii) therefore preserves
the global DAG factorization, and (iii) is a.e. invertible along the graph. Thus T (G)

1←0 transports
νX|A=0 to νX|A=1 while remaining compatible with the conditional independences encoded by
G.

This structure ensures that the resulting counterfactuals remain compatible with the condi-
tional independences encoded by the causal DAG. It generalizes the univariate monotone rear-
rangement and the bivariate Knothe-Rosenblatt map to arbitrary graphs.

Categorical Mediators. For discrete or compositional mediators, one may embed categorical
probabilities on the simplex Sd−1 and perform Dirichlet transport Fernandes Machado et al.
2026. This approach computes a deterministic map between probability simplices, extending
Wasserstein geometry to mixed data types.

Theoretical Guarantees. Under standard kernel-smoothing assumptions, the conditional
transport estimators T̂1←0 converge in expectation to the true causal transport map. Further-
more, when causal relationships are linear and Gaussian, the sequential transport coincides with
the Brenier (OT) map, recovering the classical causal mediation decomposition from linear struc-
tural equation models.

Interpretation for Fairness. Viewing the sensitive attribute A as a treatment variable, trans-
port along the causal DAG provides counterfactual representations that can enforce counterfac-
tual fairness Kusner et al. 2017. Predictors trained on transported representations T (G)

1←0(X)
become invariant under interventions on A, ensuring that observed predictions are stable across
causal worlds.
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3.10 Optimal Transport for Counterfactuals and DAGs

Remark 3.9 (Optimal Transport as Counterfactual Geometry). Classical OT measures fairness
at the distributional level, whereas DAG-structured sequential transport measures fairness at the
causal-mechanism level. The two coincide when the causal structure is fully observed and acyclic,
making OT not only a computational tool but also a geometric implementation of counterfactual
reasoning.

Recent work (see e.g. Black, Yeom, and Fredrikson 2020; Charpentier, Flachaire, and Gallic
2023; De Lara et al. 2024) proposes to interpret counterfactuals as transport maps between
interventional marginals. This creates a direct link between OT theory and structural causal
models (SCMs).
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4 Fairness Approaches: In-Processing and Risk-Based Methods

In-processing methods enforce fairness constraints during model training, rather than as a post-
processing adjustment. They aim to learn predictors that jointly minimize predictive risk and
satisfy a given fairness criterion. This lecture presents the formal framework of Fair Empirical
Risk Minimization (Fair ERM, Section 4.1), its dual formulation, and algorithmic solutions
via cost-sensitive reductions. It follows closely the formulations in Chzhen 2022 and Agarwal
et al. 2018, on fair empirical-risk minimization and cost-sensitive reductions. Sections 4.2–4.4
use the Lagrangian and saddle-point methods adapted from Donini et al. 2018 and Menon and
Williamson 2018, while Sections 4.5–4.6 discuss statistical considerations based on Zafar et al.
2017 and recent extensions in Taturyan, Chzhen, and Hebiri 2024.

4.1 Fair Empirical Risk Minimization

Let F ⊆ {f : Z → Y} be a class of measurable predictors, with Z = X ×S where S denotes the
sensitive attribute. For a loss ℓ : Y × Y → R+, define

R(f) = E[ℓ(Y, f(Z))], R̂n(f) =
1

n

n∑
i=1

ℓ(Yi, f(Zi)).

A fairness constraint is expressed as Fair(f) ≤ ε, where Fair(f) quantifies deviation from a desired
fairness notion (e.g., Demographic Parity, Equal Opportunity). Typically, it can be written as a
linear functional constraint:

Am(f) ≤ c, m(f) = (E[gj(Z, Y ; f)])j∈J .

The Fair Empirical Risk Minimization (FERM) problem is then

f̂ ∈ argmin
f∈F

R̂n(f) s.t. Am̂(f) ≤ cε. (8)

4.2 Lagrangian Formulation and Saddle Points

Introducing nonnegative multipliers λ ∈ Rq+, the empirical Lagrangian is

L̂(f, λ) = R̂n(f) + λ⊤(Am̂(f)− cε).

A pair (f̂ , λ̂) is a τ -saddle point if

L̂(f̂ , λ) ≤ L̂(f̂ , λ̂) ≤ L̂(f, λ̂) + τ, ∀f ∈ F , ∀λ ∈ ΛB,

where ΛB = {λ ≥ 0 : ∥λ∥1 ≤ B}. The multiplier λ controls the trade-off between empirical risk
and fairness violation, while f minimizes the loss under these adaptive penalties.

Problem (??) can be tackled through its Lagrangian relaxation. For multipliers λ ∈ Rq+,
define

L̂(f, λ) = R̂n(f) + λ⊤(Am̂(f)− cε).

The pair (f̂ , λ̂) is an approximate saddle point of L̂ if, for some tolerance τ ≥ 0,

L̂(f̂ , λ) ≤ L̂(f̂ , λ̂) ≤ L̂(f, λ̂) + τ, ∀f ∈ F , ∀λ ∈ ΛB := {λ ≥ 0 : ∥λ∥1 ≤ B}. (9)

Intuitively, λ acts as a dynamic penalty vector that upweights violations of the fairness
constraints, while the predictor f minimizes risk under these penalties.
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4.3 Reduction to Cost-Sensitive Classification

Proposition 4.1 (Risk-Fairness control from an approximate saddle point). Under (??)-(9),
with probability at least 1− δ,

R(f̂) ≤ R(f⋆) + C1τ + C2Cn(F , δ), ∥[Am(f̂)− c]+∥∞ ≤ ε+
C3(1 + τ)

B
+ C4Cn(F , δ),

where f⋆ is the population optimal fair predictor and Cn(F , δ) = O(
√
V (F)/n) for VC dimension

V (F).

Sketch of Proof. The first inequality follows from the primal-dual gap in (9); the second from
uniform concentration bounds on R̂n and m̂, combined with a projection of λ onto ΛB. See
Chzhen 2022.

Proof. Let (f̂ , λ̂) satisfy, for some τ ≥ 0,

L̂(f̂ , λ) ≤ L̂(f̂ , λ̂) ≤ L̂(f, λ̂) + τ ∀f ∈ F, ∀λ ∈ ΛB := {λ ≥ 0 : ∥λ∥1 ≤ B}.

First convert empirical to population quantities. With probability at least 1− δ,

sup
f∈F
|R(f)− R̂n(f)| ≤ αn, sup

f∈F
∥A(m(f)− m̂(f))∥∞ ≤ βn,

where αn, βn = O
(√

(V + log(1/δ))/n
)

(and groupwise βn refinements via ns). For the risk
bound: take any population-optimal fair solution f⋆ (i.e., Am(f⋆) ≤ c and R(f⋆) = inf{R(f) :
Am(f) ≤ c}). Using the right inequality with f = f⋆ and adding/subtracting population terms,

R(f̂) ≤ R̂n(f̂)+αn ≤ R̂n(f⋆)+λ̂⊤(Am̂(f⋆)−cε)+τ+αn ≤ R(f⋆)+αn+τ+∥λ̂∥1∥A(m(f⋆)−m̂(f⋆))∥∞+λ̂⊤(c−cε).

Since Am(f⋆) ≤ c and ∥λ̂∥1 ≤ B, and ∥A(m(f⋆) − m̂(f⋆))∥∞ ≤ βn, the last two terms are
bounded by Bβn + ∥λ̂∥1∥c− cε∥∞. Choosing cε to absorb sampling tolerance yields

R(f̂) ≤ R(f⋆) + C1τ + C2αn + C3Bβn.

For the fairness bound: let u := [Am(f̂) − c]+ ∈ Rq≥0 and define λu := B u/∥u∥1 if u ̸= 0, else
λu = 0. Using the left inequality with λ = λu,

λ̂⊤(Am̂(f̂)− cε) ≥ λ⊤u (Am̂(f̂)− cε) = B ∥[Am̂(f̂)− cε]+∥∞.

Convert empirical to population with the deviation βn to get

∥[Am(f̂)−c]+∥∞ ≤ ∥[Am̂(f̂)−cε]+∥∞+∥A(m(f̂)−m̂(f̂))∥∞+∥cε−c∥∞ ≤
1

B
λ̂⊤(Am̂(f̂)−cε)+βn+∥cε−c∥∞.

Finally, use the middle inequality with f = f̂ and the same concentration to upper-bound
λ̂⊤(Am̂(f̂)− cε) ≤ τ +O(αn) +O(Bβn), yielding

∥[Am(f̂)− c]+∥∞ ≤ ε+
C(1 + τ)

B
+ C ′(αn + βn),

for an appropriate choice of cε = c+ ε1 absorbing sampling noise.

4.3 Reduction to Cost-Sensitive Classification

Proposition 4.2 (Risk-Fairness Control). Under convexity and regularity assumptions, with
probability at least 1− δ, there exist constants Ci > 0 such that

R(f̂) ≤ R(f⋆) + C1τ + C2Cn(F , δ),

∥[Am(f̂)− c]+∥∞ ≤ ε+
C3(1 + τ)

B
+ C4Cn(F , δ),

where Cn(F , δ) = O
(√

V (F)/n
)

and f⋆ denotes the population-level solution.
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4.4 Instantiations: DP, EO, and Risk-Based Fairness

Proposition 4.3 (Existence and KKT Conditions). If R and the constraints Ci are convex, lower
semi-continuous, and coercive, and if Slater‘Ă‘Źs condition holds (∃f0 such that Ci(f0) < 0), then
there exists (f⋆, λ⋆) satisfying0 ∈ ∂R(f⋆) +

∑
i λ

⋆
i ∂Ci(f

⋆),

Ci(f
⋆) ≤ 0, λ⋆i ≥ 0, λ⋆iCi(f

⋆) = 0.

4.4 Instantiations: DP, EO, and Risk-Based Fairness

Demographic Parity (DP). Define ms(f) = E[1{f(Z) = 1} | S = s], m(f) = (ms)s, and A
enforcing equality across groups, Am(f) ≤ 0. Empirically,

m̂s(f) =
1

ns

∑
i:Si=s

1{f(Zi) = 1}, A m̂(f) ≤ cε.

Equal Opportunity (EO). Condition on the true positive class:

m(1)
s (f) = E[1{f(Z) = 1} | S = s, Y = 1], m(f) = (m(1)

s )s.

This leads to cost-sensitive subproblems emphasizing the positive label region.

Risk-Based Fairness. In regression, fairness may require equal conditional risks across groups:

RiskGap(f) = max
s,s′
|E[ℓ(Y, f(Z)) | S = s]− E[ℓ(Y, f(Z)) | S = s′]|.

Defining ms(f) = E[ℓ(Y, f(Z)) | S = s] fits the linear constraint structure (??). This general-
ization naturally extends to continuous outcomes.

For binary classification, the Lagrangian minimization over f can be rewritten as a sequence
of cost-sensitive classification problems. At iteration t, one solves

ft ∈ argmin
f∈F

{
R̂n(f) + λ⊤t Am̂(f)

}
,

and updates λt multiplicatively according to the current constraint violation.

Theorem 4.1 (Guarantees for exponentiated-gradient fair learning). Let F have VC dimension
V . With probability at least 1− δ, the averaged predictor f̂ of Algorithm ?? satisfies

R(f̂)−R(f⋆) ≤ C B√
T

+ C ′
∑
s

ps

√
V + log(1/δ)

ns
,

and

∥[Am(f̂)− c]+∥∞ ≤ ε+
1

B
+ C

B√
T

+ C ′
∑
s

√
V + log(1/δ)

ns
,

where ns is the sample size of group s and ps = P(S = s). Typical settings are B ∼
√∑

s ns and
T ∼ (

∑
s ns)

2.

Sketch of the Proof. The exponentiated-gradient update ensures a regret of order O(B/
√
T ) on

the dual variables. Combining this with uniform VC-type bounds on empirical deviations yields
the result.
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4.5 Statistical Ingredients

Proof. Let the dual player use exponentiated-gradient (EG) updates over ΛB = {λ ≥ 0 : ∥λ∥1 =
B}, and the primal player at round t choose

ft ∈ argmin
f∈F

R̂n(f) + λ⊤t Am̂(f).

Let ϕt(f) := R̂n(f) + λ⊤t Am̂(f). By definition ft is a (possibly approximate) minimizer, so
ϕt(ft) ≤ ϕt(f) for all f ∈ F . Averaging and adding/subtracting population terms, and letting f
be the average (or a randomized mixture) of {ft}Tt=1, we obtain

R(f) +
1

T

T∑
t=1

λ⊤t Am(f) ≤ inf
f∈F

(
R(f) +

1

T

T∑
t=1

λ⊤t Am(f)
)
+O

(
αn +

∑
s

1
√
ns

)
.

On the dual side, the convex online-learning regret of EG satisfies

1

T

T∑
t=1

(
λt − λ

)⊤
ut ≤ O

( B√
T

)
∀λ ∈ ΛB,

where ut := Am̂(ft)− cε are subgradients of the dual loss. Choosing λ aligned with the positive
part of constraint violations yields, after rearrangement,

∥[Am(f)− c]+∥∞ ≤ ε+O
( 1

B

)
+O

( B√
T

)
+O

∑
s

√
V + log(1/δ)

ns

 ,

and a matching bound for R(f)−R(f⋆), combining with uniform deviations αn. Optimizing B
and T leads to the stated rates.

Remark 4.1 (Randomization). For some fairness constraints (e.g., DP, EO), exact feasibility
may require randomized decision rules. The cost-sensitive reduction implicitly supports such
randomization through convex mixtures of iterates (ft).

4.5 Statistical Ingredients

Theorem 4.2 (Hoeffding inequality). Let X1, . . . , Xn be independent random variables such that
Xi ∈ [ai, bi] almost surely for each i. Define X̄n = 1

n

∑n
i=1Xi and µ = E[X̄n] =

1
n

∑n
i=1 E[Xi].

Then, for all t > 0,

P
(
|X̄n − µ| ≥ t

)
≤ 2 exp

(
− 2n2t2∑n

i=1(bi − ai)2

)
.

In the common bounded case Xi ∈ [a, b], this simplifies to

P
(
|X̄n − µ| ≥ t

)
≤ 2 exp

(
2nt2

(b− a)2

)
.

Sketch of Proof. The proof relies on the exponential Markov inequality and independence.
Step 1 (Exponential moment bound). For any λ > 0, by Markov’s inequality,

P(X̄n − µ ≥ t) = P
(
eλ(X̄n−µ) ≥ eλt

)
≤ e−λt E

[
eλ(X̄n−µ)

]
.

Step 2 (Independence). Since the Xi are independent,

E
[
eλ(X̄n−µ)

]
=

n∏
i=1

E
[
exp

(
λ

n
(Xi − EXi)

)]
.
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4.5 Statistical Ingredients

Step 3 (Hoeffding’s lemma). For any bounded variable Z ∈ [a, b] with EZ = 0, Hoeffding’s

lemma states E[eλZ ] ≤ exp

(
λ2(b− a)2

8

)
. It follows from convexity of the exponential and the

fact that the mgf of a bounded variable is maximized by a Bernoulli at the interval endpoints.
Step 4 (Combine bounds). Apply the lemma with Zi = Xi − EXi, a′i = ai − EXi,

b′i = bi − EXi:

E
[
eλ(X̄n−µ)

]
≤ exp

(
λ2

8n2

n∑
i=1

(bi − ai)2
)
.

Thus,

P(X̄n − µ ≥ t) ≤ exp

(
−λt+ λ2

8n2

n∑
i=1

(bi − ai)2
)
.

Minimizing over λ > 0 gives λ⋆ = 4n2t∑
i(bi−ai)2

, yielding the upper-tail inequality. Apply the same
to −X̄n for the lower tail and use the union bound to obtain the two-sided form.

Hoeffding’s inequality provides a non-asymptotic exponential concentration of bounded in-
dependent averages around their mean, with variance replaced by range information. It is the
standard tool for bounding empirical moments and motivates the grouped Hoeffding inequality
below, where independence is restricted within sub-populations indexed by a sensitive attribute.

Lemma 4.1 (Grouped Hoeffding inequality). For bounded Vi ∈ [0, 1], for any group s and
δ ∈ (0, 1), ∣∣∣ 1

ns

∑
i:Si=s

Vi − E[V | S = s]
∣∣∣ ≤

√
log(2/δ)

2ns
with probability ≥ 1− δ.

Proof. Let Vi ∈ [0, 1] and fix a group s with ns = #{i : Si = s}. Conditional on {Si}, the Vi
with Si = s are i.i.d. with mean µs = E[V |S = s] and support in [0, 1]. Hoeffding’s inequality
gives

P

∣∣∣∣∣∣ 1ns
∑
i:Si=s

Vi − µs

∣∣∣∣∣∣ ≥ t
∣∣∣∣∣∣ {Si}

 ≤ 2 exp(−2nst2).

Set t =
√

log(2/δ)
2ns

and remove the conditioning to obtain the stated bound.

Theorem 4.3 (Uniform VC bounds). If F has VC dimension V , then with probability 1− δ,

sup
f∈F
|R(f)−R̂n(f)| = O

(√
V + log(1/δ)

n

)
, sup

f∈F
∥A(m(f)−m̂(f))∥∞ = O

∑
s

√
V + log(1/δ)

ns

 .

Sketch of the Proof. Let H = {ℓ(·, f(·)) : f ∈ F} and suppose H has finite VC (or pseudo-)
dimension V and is uniformly bounded. Standard symmetrization and contraction yield

sup
f∈F
|R(f)− R̂n(f)| = O

(√
V + log(1/δ)

n

)
with probability ≥ 1 − δ. For linear fairness moments mj(f) = E[gj(Z, Y ; f)] with bounded
gj and class {gj(·; f) : f ∈ F} of VC dimension V , apply the same argument groupwise and
aggregate via a union bound to obtain

sup
f∈F
∥A(m(f)− m̂(f))∥∞ = O

∑
s

√
V + log(1/δ)

ns

 .

Page 98/114 Arthur Charpentier, 2025, L BY-NC 4.0



4.6 Practical Considerations

4.6 Practical Considerations

Hyperparameters. The radius B controls how strongly fairness violations are penalized:
small B enforces soft constraints, large B increases dual instability. The iteration count T
tunes the optimization-statistical trade-off; typically, T ∈ [5, 10] suffices in practice.

Cost-sensitive solvers. Each subproblem is a standard weighted optimization (e.g., logistic
regression, linear SVM) with group-dependent weights. One may also use boosting-based weak
learners.

Fair prediction without S at test time. If S is unavailable at deployment, fairness-aware
training can rely on estimated group probabilities p(S|X) or regularized independence penalties.
Alternatively, one may project the learned scores to remove residual dependence on S (post-
processing).

Regression. For continuous Y , replace the binary loss by the squared loss ℓ(y, ŷ) = (y − ŷ)2.
Risk-based fairness aligns groupwise mean squared errors and is naturally handled by the same
Fair-ERM framework.

4.7 Fair Random Forests with Weighted Splits

Random forests can be adapted to fairness-constrained learning by reweighting either the data
distribution or the impurity criterion at each split.

Weighted Sample Distribution. Let each observation (Xi, Si, Yi) receive a weight

wi = 1 + λh(Si, Yi),

where h(Si, Yi) encodes fairness penalties (e.g., difference from group averages, or misclassifica-
tion asymmetry). At each tree, bootstrap samples are drawn proportionally to wi, so underrep-
resented or disadvantaged groups receive higher selection probability.

Weighted Impurity Criterion. For a split defined by feature j and threshold t, the weighted
Gini impurity is

Giniw(A) = 1−
∑

k∈{0,1}

(∑
i∈Awi1{Yi = k}∑

i∈Awi

)2

.

The optimal split (j, t) minimizes

∆Giniw = Giniw(A)−
∑

b∈{L,R}

∑
i∈Ab

wi∑
i∈Awi

Giniw(Ab),

where weights wi embed fairness constraints such as demographic parity or equal opportunity.

Interpretation. The fairness-accuracy trade-off is now mediated by λ: λ = 0 recovers the
standard forest, while λ > 0 emphasizes fairness by balancing node impurity across sensitive
groups. The resulting predictor f̂λ thus solves

f̂λ ∈ argmin
f
{R̂n(f) + λFair(f)},

with the penalty integrated through sampling and splitting weights.

Practical note. Weighted forests can be combined with post-processing debiasing (e.g., group
calibration) to achieve improved global parity while maintaining out-of-sample predictive perfor-
mance.
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5 Linear Models

Linear models play a central role in both predictive modeling and fairness analysis. Their ana-
lytical simplicity enables explicit bias decompositions, providing insight into the mechanisms by
which discrimination and structural disparities arise. This lecture synthesizes the linear-model
fairness framework developed in Chzhen 2022 and extended in Torous, Gunsilius, and Rigol-
let 2024 and Tierny, Charpentier, and Hu 2025. Section 5.1 on the Kitagawa-Oaxaca-Blinder
decomposition; Sections 5.2–5.5 draw from Tierny, Charpentier, and Hu 2025 on fairness reg-
ularization. Sections 5.6–5.9 connect causal mediation and actuarial implications using Pearl
2009, and recent actuarial discussions in Charpentier 2023.

Definition 5.1 (Linear model). Let (Y,X, S) ∈ R×Rd×S be random variables, with S denoting
a finite set of sensitive groups. A linear model for Y is defined as

Y = X⊤β + ε,

where β ∈ Rd is an unknown parameter vector and ε a zero-mean error term satisfying E[ε |
X, S] = 0.

The corresponding predictor is Ŷ = X⊤β̂. Throughout, we assume that ΣXX = E[XX⊤]
is invertible.

Definition 5.2 (Fairness via conditional independence). Let (Y,X, S) be random variables and
define the Bayes predictor Ŷ := E[Y |X]. We say the model is fair with respect to S if

E[Y |X, S] = E[Y |X].

Lemma 5.1 (Equivalence with residual orthogonality for categorical S). Assume S takes values
in a finite set of groups and let U := Y − Ŷ be the (Bayes) residual. Then the following are
equivalent:

E[Y |X, S] = E[Y |X] ⇐⇒ Cov
(
U,1{S = s}

)
= 0 for all groups s,

hence, in one-hot encoding of S, E[Y |X, S] = E[Y |X] is equivalent to Cov(Y − Ŷ , S) = 0.

Proof. (⇒) If E[Y |X, S] = E[Y |X], then

E[U |X, S] = E[Y − Ŷ |X, S] = E[Y |X, S]− E[Y |X] = 0.

For any group s,

Cov
(
U,1{S = s}

)
= E[U 1{S = s}] = E[ E[U 1{S = s} |X, S]] = E[1{S = s}E[U |X, S]] = 0.

(⇐) Suppose E[U 1{S = s}] = 0 for all s. By the tower property,

0 = E[U 1{S = s}] = E[ E[U 1{S = s} |X]] = E[ E[U | X,S = s] P(S = s |X)] .

Since this holds for each s and the weights P(S = s |X) are nonnegative and sum to 1, we must
have E[U |X, S = s] = 0 for all s, hence E[Y |X, S] = E[Y |X].

Departures from this equality capture group-level disparities arising either from:

(i) Direct effects, when S enters the model explicitly;

(ii) Indirect effects, when S influences X so that Cov(X, S) ̸= 0.
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5.1 The Kitagawa-Oaxaca-Blinder Decomposition

Before introducing fairness constraints in linear models, it is instructive to recall a classical de-
composition from labour economics: the Kitagawa-Oaxaca-Blinder model, from Kitagawa 1955;
Oaxaca 1973; Blinder 1973, which separates observed group differences in mean outcomes into
components associated with differences in characteristics and with differences in model coeffi-
cients.

Setup. Suppose the population is divided into two groups, denoted S ∈ {A,B}, and that for
each group the outcome variable Y follows a linear model{

YA = X⊤AβA + εA, E[εA|XA] = 0, in group A,
YB = X⊤BβB + εB, E[εB|XB] = 0, in group B.

that we can write synthetically

YS = X⊤SβS + εS , E[εS |XS ] = 0.

Let ȲS = E[YS ] and X̄S = E[XS ] be the mean outcome and the mean covariate vector for group
S.

Mean outcome difference. The overall disparity between groups A and B is

∆Y = ȲA − ȲB = X̄
⊤
AβA − X̄

⊤
BβB.

This difference may arise because of distinct group characteristics (X̄A ̸= X̄B) and/or different
model parameters (βA ̸= βB).

Definition 5.3 (Oaxaca-Blinder decomposition). For any reference coefficient vector β∗, the
mean difference can be decomposed as

∆Y = (X̄A − X̄B)
⊤β∗ + X̄

⊤
A(βA − β∗) + X̄

⊤
B(β

∗ − βB). (10)

The first term represents the explained or composition effect (differences in characteristics),
while the remaining terms capture the unexplained or coefficient effect (differences in returns or
treatment across groups).

Canonical choice of reference. Several choices of β∗ are used in practice:

• β∗ = βB (Blinder’s original version): ∆Y = (X̄A − X̄B)
⊤βB + X̄

⊤
A(βA − βB);

• β∗ = βA (Oaxaca’s version): ∆Y = (X̄A − X̄B)
⊤βA + X̄

⊤
B(βA − βB);

• a pooled estimator β∗ obtained from the full sample (sometimes called the “non-discriminatory
structure”).

Remark 5.1 (Economic interpretation). The explained component

E = (X̄A − X̄B)
⊤β∗

captures the part of the average outcome gap that would persist even if both groups were treated
equally according to the same coefficients β∗. The unexplained component

U = X̄
⊤
A(βA − β∗) + X̄

⊤
B(β

∗ − βB)

measures differences in returns to characteristics, often interpreted as reflecting discrimination
or unequal treatment.
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Matrix form and projection. In the sample analogue, with group-specific OLS estimates
β̂A = (X⊤AXA)

−1X⊤AYA and β̂B = (X⊤BXB)
−1X⊤BYB, we have

∆̂Y = (X̄A − X̄B)
⊤β̂B + X̄

⊤
A(β̂A − β̂B).

The first term corresponds to group differences in observable characteristics, and the second to
differences in estimated coefficients. This decomposition is algebraically equivalent to a projection
of the mean-gap vector onto the subspace spanned by (X̄A − X̄B).

Remark 5.2 (Connection with fairness in prediction). The Oaxaca-Blinder decomposition is the
ancestor of modern fairness decompositions. In predictive modeling, (X̄A−X̄B)

⊤β∗ corresponds
to the structural effect due to differences in risk profiles, while differences in β reflect direct or
indirect discrimination through unequal coefficients or treatment. In a fairness framework, en-
suring a common coefficient vector β across groups is analogous to enforcing an equal treatment
constraint.

Causal interpretation. Under the causal DAG S → X → Y , the Oaxaca-Blinder decom-
position parallels the separation of total effects into direct and indirect effects: the explained
term corresponds to the indirect path S → X → Y , while the unexplained term corresponds
to the direct path S → Y . Hence, equation (10) provides an algebraic version of the mediation
decomposition later used in causal inference and fairness analyses.

The Oaxaca-Blinder model illustrates how simple linear regressions can be decomposed into
structural and residual disparities. This idea extends naturally to the fair regression models
studied in this Section, where constraints or penalties are introduced to eliminate the unexplained
(discriminatory) component.

5.2 Sources of Bias and Omitted Variables

Proposition 5.1 (Omitted variable bias). Consider the full model Y = X⊤β+Sγ+ ε, and the
reduced model omitting S: Y = X⊤β′ + η. Then

E[β̂
′
] = β + (ΣXX)−1ΣXSγ,

where ΣXS = Cov(X,S).

Sketch of Proof. Take expectations of the normal equations E[X(Y −X⊤β̂
′
)] = 0 using the true

model. Since E[XS] = ΣXS and E[XX⊤] = ΣXX , substitution yields the stated bias term.

Proof. Consider the true model Y = X⊤β + Sγ + ε with E[ε | X, S] = 0. The reduced OLS
(omitting S) solves the normal equations

E[X(y −X⊤β′)] = 0.

Substituting the true model,

E
[
X
(
(X⊤β + Sγ + ε)−X⊤β′

)]
= E[XX⊤](β − β′) + E[XS]γ + E[Xε] = 0.

Using E[Xε] = E{E[Xε | X, S]} = 0 and denoting ΣXX = E[XX⊤], ΣXS = Cov(X, S) =
E[XS] (variables are assumed centered), we obtain

β′ − β = Σ−1XXΣXSγ, hence E[β̂
′
] = β +Σ−1XXΣXSγ.

Remark 5.3 (Interpretation). Even if S is excluded from the model, any correlation ΣXS ̸= 0
propagates information about S into predictions. Hence, removing S does not ensure fairness.
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5.3 Group Fairness in Linear Predictors

Definition 5.4 (Moment-based group fairness). Let Ŷ = X⊤β. We say that Ŷ satisfies:

1. Mean Parity if E[Ŷ | S = s] = E[Ŷ ] for all s;

2. Error Parity if E[Y − Ŷ | S = s] = 0 for all s;

3. Conditional Parity if E[Y − Ŷ |X, S] = E[Y − Ŷ |X].

Proposition 5.2 (Orthogonality condition for Mean Parity). For centered (X, S) and Ŷ =
X⊤β,

Cov(Ŷ , S) = 0 ⇐⇒ β⊤ΣXS = 0.

Sketch of the Proof. Since Ŷ = X⊤β, Cov(Ŷ , S) = β⊤Cov(X, S).

Proof. Assume centered (X, S) and Ŷ = X⊤β. Then

Cov(Ŷ , S) = E[X⊤β S] = β⊤E[XS] = β⊤ΣXS .

Thus Cov(Ŷ , S) = 0 ⇐⇒ β⊤ΣXS = 0. Since means are zero, Cov(Ŷ , S) = 0 is equivalent to
E[Ŷ | S = s] being constant in s, i.e., mean parity.

Definition 5.5 (Fair least-squares problem). The fair OLS estimator solves

β̂fair = argmin
β∈Rd

E
[
(Y −X⊤β)2

]
s.t. β⊤ΣXS = 0.

Proposition 5.3 (Solution to the fair OLS). Let PS denote the orthogonal projection onto
span(ΣXS) in Rd. Then, if MS = (I− PS)

β̂fair =MS Σ
−1
XXΣXY .

Thus, fairness is achieved by projecting out from ΣXY all components correlated with S.

Proof. We solve
min
β

E
[
(Y −X⊤β)2

]
s.t. c(β) := β⊤ΣXS = 0.

The Lagrangian is L(β, λ) = β⊤ΣXXβ − 2β⊤ΣXY + λβ⊤ΣXS (dropping constants). Station-
arity gives

∇βL = 2ΣXXβ − 2ΣXY + λΣXS = 0 ⇒ β = Σ−1XXΣXY −
λ

2
Σ−1XXΣXS .

Enforce the constraint:

0 = β⊤ΣXS =
(
Σ−1XXΣXY

)⊤
ΣXS −

λ

2

(
Σ−1XXΣXS

)⊤
ΣXS .

Solve for λ:
λ

2
=

(Σ−1XXΣXY )
⊤ΣXS

(Σ−1XXΣXS)⊤ΣXS

.

Plugging back,

β̂fair = Σ−1XXΣXY − Σ−1XXΣXS
(Σ−1XXΣXY )

⊤ΣXS

(Σ−1XXΣXS)⊤ΣXS

.

This is the orthogonal projection (with respect to the ΣXX -inner product) of the unconstrained
OLS βols = Σ−1XXΣXY onto the hyperplane {β : β⊤ΣXS = 0}, which can be written as MSβols
where PS projects onto span(Σ−1XXΣXS) in the ⟨u,v⟩ΣXX

= u⊤ΣXXv geometry.

Remark 5.4 (Fairness-efficiency trade-off). The fair estimator generally increases mean-squared
error relative to the unconstrained OLS, since it removes predictive directions aligned with S. The
price of fairness is a controlled increase in risk.
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5.4 Fairness Regularization

Definition 5.6 (Penalized fair regression). The penalized least-squares estimator adds a fairness
penalty:

β̂λ = argmin
β

{
E
[
(Y −X⊤β)2

]
+ λ ∥β⊤ΣXS∥2

}
, (11)

where λ ≥ 0 tunes the strength of fairness enforcement.

Proposition 5.4 (Closed-form penalized estimator). Assuming ΣXX invertible, the minimizer
of (11) satisfies

β̂λ = (ΣXX + λΣXSΣSX)−1ΣXY .

Proof. Left as exercise.�

Proof. Consider
J(β) = E[(Y −X⊤β)2] + λ∥β⊤ΣXS∥2.

Writing the quadratic form (up to irrelevant constants) gives J(β) = β⊤ΣXXβ − 2β⊤ΣXY +
λβ⊤ΣXSΣSXβ. Setting ∇J(β) = 0 yields(

ΣXX + λΣXSΣSX
)
β = ΣXY ⇒ β̂λ = (ΣXX + λΣXSΣSX)−1ΣXY .

Remark 5.5 (Geometric view). The matrix ΣXSΣSX defines a penalty on directions of β pre-
dictive of S. Equation (11) thus shrinks β toward the subspace orthogonal to ΣXS.

5.5 Equivalence and Differences between Fair Linear Models and Pre-Processing

In this section, we discuss the connection between the in-processing approach discussed previ-
ously, which enforces Demographic Parity (DP) by analytic transformation of the predictor, and
the classical pre-processing technique based on orthogonalizing the covariates with respect to the
sensitive variable, following the Frisch–Waugh–Lovell theorem (Theorem 1.14).

5.5.1 Model setup

Consider the linear model

Y = ⟨X,β⋆⟩+ γ⋆S + ε, E[ε|X, S] = 0,

where S ∈ {0, 1} denotes a sensitive attribute. Assume that

X |S = s ∼ N (µ(s),Σ(s)),

and that we aim to construct a predictor whose output is independent of S, i.e.

f(X, S) ⊥ S,

corresponding to Demographic Parity (DP) in distribution.
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5.5 Equivalence and Differences between Fair Linear Models and Pre-Processing

5.5.2 The fair predictor under equal covariances

When both groups share the same covariance matrix, Σ(0) = Σ(1) = Σ, and the model contains
no direct effect of the sensitive variable (γ⋆ = 0), the group-conditional distribution of the linear
score is

Z := ⟨X,β⋆⟩
∣∣ S = s ∼ N

(
⟨µ(s),β⋆⟩,β⋆⊤Σβ⋆

)
.

Hence, group differences arise only through the means ⟨µ(s),β⋆⟩. Let µ̄ := E[X] = (1−π)µ(0)+
πµ(1) denote the global mean (π = P(S = 1)). The optimal-transport solution between the two
Gaussian conditionals is a translation:

Ts(x) = x− µ(s) + µ̄,

and the fair score obtained is

ffair(x, s) = ⟨Ts(x),β⋆⟩+ b = ⟨x,β⋆⟩ − ⟨µ(s),β⋆⟩+ ⟨µ̄,β⋆⟩+ b.

Under this transformation,

ffair(X, S) |S = s ∼ N
(
⟨µ̄,β⋆⟩+ b, β⋆⊤Σβ⋆

)
,

so the distributions coincide across groups. Demographic Parity holds exactly.

5.5.3 Equivalence with residualization

The classical pre-processing (or “fair through unawareness”) approach removes linear dependence
between X and S by residualization:

X = α+ δS + X̃, E[X̃|S] = 0,

which, for binary S, implies

X̃ =

{
X − µ(0), S = 0,

X − µ(1), S = 1.

A model fitted on the residuals X̃ then produces the score

fres(x, s) = ⟨x̃,β⋆⟩+ C = ⟨x− µ(s),β⋆⟩+ C.

Choosing C = ⟨µ̄,β⋆⟩+ b gives
fres(x, s) = ffair(x, s).

Therefore, when (i) the covariances are equal (Σ(0) = Σ(1)) and (ii) there is no direct effect
(γ⋆ = 0), the residualization technique is exactly equivalent to the in-processing transformation
derived in Tierny, Charpentier, and Hu 2025. Both achieve Demographic Parity by removing
the group-dependent mean shift in X.

5.5.4 Connection with the Frisch–Waugh–Lovell theorem

This equivalence can also be viewed through the lens of the Frisch–Waugh–Lovell theorem (The-
orem 1.14). In the linear model

Y = Xβ + Sγ + ε,

the coefficient β is obtained by regressing both Y and X on S, and then regressing the residuals
of Y on the residuals of X. If γ⋆ = 0 (no direct effect), this residualization yields the same
β⋆ as in the unconstrained model without S. Hence, fair prediction based on X̃ corresponds
exactly to enforcing the constraint γ = 0 in the regression, while keeping the full information in
X orthogonal to S.
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5.5.5 Beyond the equal-covariance case

When Σ(0) ̸= Σ(1), the two Gaussian conditionals differ not only in mean but also in dispersion:

Z|S = s ∼ N
(
ms, β

⋆⊤Σ(s)β⋆
)
.

A mere translation (as in residualization) cannot equalize these distributions. This approach
generalizes to the full Gaussian case by applying an affine map

Ts(x) = µ̄+Bs(x− µ(s)), where BsΣ
(s)B⊤s = Σ̄,

so that each group is transported to a common barycenter with mean µ̄ and covariance Σ̄.
This scaling/rotation step has no analogue in classical residualization, which only controls the
first-order (mean) dependence on S.

5.5.6 Summary

• If Σ(0) = Σ(1) and γ⋆ = 0, the fair predictor of Tierny, Charpentier, and Hu 2025 reduces
exactly to the residualized predictor based on X̃ = X − E[X|S].

• If γ⋆ ̸= 0, residualization of X is insufficient: the direct effect of S must also be neutralized.

• If Σ(0) ̸= Σ(1), additional group-specific scaling is required (standardization in the sense of
optimal transport).

In conclusion, the classical pre-processing by linear residualization can be viewed as a first-
order approximation of the full transport-based correction: both remove the group-dependent
mean, but only the latter guarantees distributional parity and fairness when higher-order (co-
variance) differences exist.

5.6 From Fairness to Causal Mediation

While fairness constraints such as Demographic Parity or Equalized Odds can be imposed directly
on predictive models, a deeper understanding of discrimination often requires examining how the
sensitive attribute influences the outcome. Causal mediation analysis provides a principled way
to decompose this influence into direct and indirect effects, echoing the classical decomposition
of total effects in economics, Kitagawa 1955; Oaxaca 1973; Blinder 1973.

In this view, fairness can be reinterpreted as a causal mediation problem, where the sensitive
attribute S acts as a “treatment,” intermediate covariates X play the role of mediators, and
the prediction Ŷ is the response. The central question becomes whether the effect of S on Ŷ is
entirely mediated through legitimate variables (“indirect discrimination”) or whether a remaining
direct path S → Ŷ persists (“direct discrimination”).

5.6.1 Classical Mediation Framework

Following Pearl 2001 and Imai, Keele, and Yamamoto 2010, let a ∈ {0, 1} denote a binary
treatment (or sensitive attribute), x a set of mediators, and y an outcome. For each unit,
define potential mediator values x(0),x(1) and potential outcomes y(a,x). Under standard
identification conditions, the individual treatment effect can be additively decomposed as

τi = µa(xi(1))− µa(xi(0))︸ ︷︷ ︸
indirect effect δi(a)

+µ1(xi(1− a))− µ0(xi(1− a))︸ ︷︷ ︸
direct effect ζi(1−a)

,

echoing Kitagawa-Oaxaca-Blinder Decomposition (Section 5.1), introduced in Kitagawa 1955;
Oaxaca 1973; Blinder 1973 (see Figure 7). Aggregating over individuals yields average direct
and indirect effects, estimated classically via Linear Structural Equation Models (LSEM) or
nonparametric estimators à la Imai, Keele, and Yamamoto 2010.
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x̄0 x̄1

δ(0)
ζ(0)

δ(1)
ζ(1)

xi xi(1)

δi(0)
ζi(0)

δi(1) ζi(1)

Figure 7: Decomposition of the average total causal effect (left) and the total causal effect for
an untreated unit (right). Untreated in green, treated in yellow.

5.6.2 Transport-Based Counterfactuals

Recent debates in the literature have questioned whether counterfactual fairness, as originally
formulated by Kusner et al. 2017, is identifiable or practically estimable without strong func-
tional assumptions. Jiang, Nabi, and Shpitser 2022 challenged the generality of transport-based
approaches, arguing that optimal-transport (OT) mappings fail to capture unit-level causal mech-
anisms unless the structural equations are known. In response, Fernandes Machado et al. 2025
demonstrated that OT can indeed recover valid counterfactual distributions under milder as-
sumptions, by leveraging the causal graph structure and applying Sequential Transport (ST)
along known mediating paths.

5.6.3 CaMeLOT: Causal Mediation Leveraging Optimal Transport

The CaMeLOT framework (Fernandes Machado et al. 2025) merges causal mediation and OT to
estimate natural direct and indirect effects at the individual level. Each observation is transported
along the edges of a known causal DAG, sequentially generating counterfactual mediators while
preserving the joint dependencies implied by the graph. For numerical variables, conditional
univariate transports are applied; for categorical mediators, a Dirichlet-based extension performs
deterministic transport on the probability simplex.

Key features.

• Unit-level effects: Unlike LSEM which yields only average effects, ST produces direc-
t/indirect effects for each observation.

• Distributional consistency: Sequential transports satisfy conditional Markov proper-
ties, ensuring coherence with the DAG.

• Interpretability: Effects can be decomposed by mediator, revealing which variables trans-
mit most of the discrimination signal.

5.6.4 Empirical Illustration: From LSEM to ST

In Gaussian simulations and real datasets, ST recovers estimates consistent with those from
LSEM mediation while enabling individual-level decomposition. Average indirect effects often
dominate, suggesting that much of the sensitive attribute’s influence operates through media-
tors such as age or prior offenses. This decomposition extends the fairness-causality link first
emphasized by Kilbertus et al. 2017 and Chiappa 2019, showing that OT-based counterfactuals
operationalize these ideas in practice.
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5.6.5 Relation to Prior Work

Beyond Charpentier, Flachaire, and Gallic 2023 and De Lara et al. 2024, recent advances such
as Gunsilius 2025 and Torous, Gunsilius, and Rigollet 2024 formalize OT within causal in-
ference more broadly. The CaMeLOT model generalizes these contributions by aligning OT
with the sequential logic of causal mediation, thus bridging fairness, causality, and interpretable
individual-level analysis.

Furthermore, building upon recent advances in causal inference, Côté, Côté, and Charpen-
tier 2025 formalize fairness in insurance through directed acyclic graphs (DAGs) that articulate
the causal relationships between rating variables, sensitive attributes, and outcomes. Their
framework distinguishes six sources of bias-confounding, mediation, and selection effects-and
shows how causal diagrams clarify the definitions of direct and indirect discrimination. Within
this causal structure, they introduce five families of fair scores (best-estimate, unaware, aware,
hyperaware, and corrective) that align with distinct fairness objectives such as sufficiency, in-
dependence, or separation. These causal families underpin later empirical frameworks such as
Côté, Charpentier, and Côté 2025, and connect actuarial fairness with formal causal reasoning.
This section can thus be viewed as the theoretical foundation for subsequent developments in
fairness-aware regression and GLM extensions.

5.6.6 Discussion and Future Directions

This causal-transport perspective reconciles two strands of research:

1. the fairness through orthogonalization paradigm (as in Frisch-Waugh), which removes first-
order correlations between S and X;

2. and the fairness through counterfactual transport paradigm, which ensures equality of coun-
terfactual distributions along the entire DAG.

While the former is linear and global, the latter is nonlinear and path-specific. Together they form
a coherent theoretical foundation for algorithmic fairness as causal mediation under distributional
transport.

5.7 Generalized Linear Models (GLMs)

Definition 5.7 (Fair GLM). Let g : R→ R be a link function, and suppose

g(E[Y |X]) = X⊤β.

A fair GLM minimizes the regularized risk

min
β

E
[
ℓ(Y, g−1(X⊤β))

]
+ λ ∥Cov(g−1(X⊤β), S)∥2.

Proposition 5.5 (First-order condition). If ℓ is convex and differentiable, and λ > 0, the optimal
β satisfies

E
[
∇βℓ(Y, g

−1(X⊤β))
]
+ λCov(X, S) Cov

(
S, g−1(X⊤β)

)
= 0.

Proof. Let µβ(X) = g−1(X⊤β) and objective Q(β) = E[ℓ(Y, µβ(X))] + λ∥Cov(µβ(X), S)∥2.
By the chain rule,

∇βE[ℓ(Y, µβ(X))] = E
[
∂2ℓ
(
Y, µβ(X)

)
·
∂µβ(X)

∂β

]
,

∂µβ(X)

∂β
= ġ−1(X⊤β)X.

For the penalty, note Cov(µ, S) = E
[
(µ−Eµ)S⊤

]
. Differentiating ∥Cov(µ, S)∥2F = tr

(
Cov(µ, S)Cov(µ, S)⊤

)
and using ∂βµ = ġ−1(X⊤β)X gives the gradient proportional to Cov(X,S) Cov

(
S, µβ(X)

)
(the

constant scalar from ġ−1 can be absorbed). Setting the sum to zero yields the stated condi-
tion.

Page 108/114 Arthur Charpentier, 2025, L BY-NC 4.0



5.7 Generalized Linear Models (GLMs)

Remark 5.6 (Balance property). For small λ, this preserves the classical balance property of
GLMs, E[X(Y −E[Y |X])] ≈ 0, while additionally controlling the correlation between residuals
and S.

Geometric-style bias decomposition for GLMs (first-order) Let (X, S, Y ) with X ∈ Rd
(non-sensitive), S ∈ [M ] (sensitive), and Y modeled by a GLM: Y |(X, S) has a distribution in
the exponential family, with link g and inverse link h = g−1. Write the linear predictor

η = ⟨X,β⟩ + γS + β0, f(X, S) = h(η) = E[Y |X, S].

For each group s, define 
ms := E[η | S = s] = ⟨µ(s), β⟩+ γs+ β0,

vs := Var(η | S = s) = β⊤Σ(s)β,

bs :=
√
vs.

A first-order (delta-method) linearization around m := E[mS ] gives{
E[f | S = s] ≈ h(ms),

Var(f | S = s) ≈
(
h′(ms) bs

)2
.

Hence an approximate split of cross-group dispersion of predictions (“unfairness”) is

U(f) ≈ Var
(
h(mS)

)︸ ︷︷ ︸
First-Moment Disparity (FMD)

+ Var
(
h′(mS) bS

)︸ ︷︷ ︸
Second-Moment Disparity (SMD)

.

Expanding at m yields{
FMD ≈

(
h′(m)

)2
Var(mS),

SMD ≈
(
h′(m)

)2
Var(bS) + 2h′(m)h′′(m) Cov(mS , bS) +

(
h′′(m)

)2
b2Var(mS),

with b := E[bS ]. As in the linear model,

Var(mS) = γ2Var(S)︸ ︷︷ ︸
direct mean

+ Var
(
⟨µ(S), β⟩

)︸ ︷︷ ︸
indirect mean

+ 2γ Cov
(
S, ⟨µ(S), β⟩

)︸ ︷︷ ︸
interaction

,

while Var(bS) reflects indirect structural differences via Σ(s).

Example (Poisson regression; log link). For h(η) = exp(() η),

h′(m) = em, h′′(m) = em.

Therefore {
FMDlog ≈ e2mVar(mS),

SMDlog ≈ e2mVar(bS) + 2e2mCov(mS , bS) + e2m b2Var(mS).

Total unfairness:

Ulog(f) ≈ e2m
{

Var(mS)︸ ︷︷ ︸
direct mean

indirect mean
interaction

+ Var(bS)︸ ︷︷ ︸
indirect structural

+ 2Cov(mS , bS)︸ ︷︷ ︸
mean–structural interaction

+ b2Var(mS)︸ ︷︷ ︸
curvature-amplified mean

}
.
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5.8 Decomposition of Group Disparities

Example (Logistic regression; logit link). Let σ(u) = 1
1+e−u , and set σ = σ(m), a =

σ(1− σ). Then h′(m) = a, h′′(m) = a(1− 2σ), so

FMDlogit ≈ a2Var(mS), SMDlogit ≈ a2Var(bS) + 2 a2(1−2σ) Cov(mS , bS) + a2(1−2σ)2 b2Var(mS).

Near class-probability boundaries (σ ≈ 0 or 1), the factor a2 = σ2(1−σ)2 shrinks all components;
the sign of (1− 2σ) governs how mean and structural disparities couple through curvature.

Practical plug-in. Estimate β̂ from the GLM; compute empirical µ̂(s) and Σ̂(s); then form

m̂s = ⟨µ̂(s), β̂⟩+ γ̂s+ β̂0, b̂s =
√
β̂⊤Σ̂(s)β̂, and plug into the formulas above to rep

5.8 Decomposition of Group Disparities

Definition 5.8 (Group effect decomposition). Let µ(X, S) = E[Y | X, S]. Then, the overall
group disparity

∆Y = E[Y | S = 1]− E[Y | S = 0]

admits the decomposition

∆Y = E[µ(X, 1)− µ(X, 0) | S = 0]︸ ︷︷ ︸
Direct effect

+E[µ(X, 0) | S = 1]− E[µ(X, 0) | S = 0]︸ ︷︷ ︸
Indirect effect

.

Proposition 5.6 (Linear model decomposition). For µ(X, S) = X⊤β + γS,

∆Y = γ + β⊤
(
E[X | S = 1]− E[X | S = 0]

)
.

Sketch of the Proof. Take expectations conditional on S, apply linearity, and subtract.

Proof. With µ(X, S) = X⊤β + γS, we have

∆Y = E[Y | S = 1]− E[Y | S = 0] = E[µ(X, S) | S = 1]− E[µ(X, S) | S = 0].

Compute:

E[X⊤β + γS |S = 1]− E[X⊤β + γS |S = 0] = β⊤
(
E[X | S = 1]− E[X | S = 0]

)
+ γ(1− 0).

Remark 5.7 (Interpretation). The coefficient γ captures the direct impact of S, while β⊤(E[X |
S = 1]−E[X | S = 0]) measures the indirect impact through X. This decomposition parallels the
Oaxaca-Blinder decomposition in labor economics and coincides with the natural direct/indirect
effects of causal mediation analysis under linearity.

Definition 5.9 (Counterfactual fairness in linear models). A predictor Ŷ = X⊤β is counter-
factually fair if, in the structural model S → X → Y ,

E[Ŷ (S = 1)− Ŷ (S = 0)] = 0.

Under linearity, this holds iff γ = 0 and ΣXS = 0.

5.9 Actuarial and Empirical Implications

In applications such as insurance pricing, fairness constraints on linear models relate to the
trade-off between:

• Mutuality: premiums reflect expected risk (Ŷ = E[Y |X]);

• Solidarity: premiums remain invariant across sensitive groups (Ŷ ⊥ S).

A fair GLM thus formalizes the regulatory principle of social fairness as an orthogonality con-
straint on predictors.
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